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Abstract

Field experimentation and behavioral science have the potential to inform policy.
Yet, many initially promising interventions show substantially lower efficacy at scale
(e.g., List 2024), reflecting the broader issue of the instability of experimental find-
ings across contexts. We identify two important factors that can explain variation
in estimated intervention efficacy across evaluations. We analyze data from (1) 123
randomized controlled trials (RCTs) from the nudge literature, covering over 20 mil-
lion people, and (2) two RCTs (N = 187,134 and 149,720) encouraging COVID-19
vaccinations. We find that intervention efficacy tends to be smaller (1) among indi-
viduals with low (vs. moderately high) baseline motivation to engage in the target
activity and (2) when outcome measures are defined more broadly (vs. narrowly),
as broader measures better account for substitution effects and more accurately
reflect net behavior change. These findings help reconcile discrepancies in reported
effect sizes—including the gap between academic- and government-led evaluations
(DellaVigna & Linos, 2022)—and offer theoretical insight and actionable guidance
for selecting and scaling interventions.
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1 Introduction

Social scientists, businesses, and government agencies have increasingly embraced field
experimentation to assess the effectiveness of strategies or interventions before large-scale
implementation (Congdon & Shankar, 2018). Yet, challenges in replicating and scaling
empirical findings threaten to limit the real-world impact of this approach—a problem
that has been recognized across disciplines (Edlund et al., 2022; Gottfredson et al., 2015;
Kilbourne et al., 2007; List, 2024; Supplee & Metz, 2015; Supplee & Meyer, 2015). Exper-
imental findings frequently vary across contexts, even when seemingly identical strategies
to influence behavior are evaluated.! Further, interventions or programs effective in initial
evaluation trials often exhibit weaker effects when extended to broader populations (e.g.,
Allcott, 2015; Bird et al., 2021), demonstrating a “voltage drop” (List, 2022). Difficul-
ties in replicating results across contexts and at scale hinder the translation of research
into practice, limit scientific progress, waste resources, and erode confidence in scientific
findings.

The crisis of confidence has notably impacted applied behavioral science, which lever-
ages behavioral insights to address organizational and policy challenges through nudges
and other light-touch interventions. Initially, the field received widespread enthusiasm
due to early successes of government nudge units (e.g., Hallsworth et al., 2017; Thaler &
Sunstein, 2008) and promising scientific evidence across various domains (e.g., Chapman
et al., 2010; Fishbane et al., 2020; Karlan et al., 2016). Experts advocated broadly for be-
havioral science to tackle societal challenges (Benartzi et al., 2017; Camerer et al., 2003;
Thaler & Sunstein, 2008; van Bavel et al., 2020), prompting adoption by hundreds of or-
ganizations worldwide (OECD, 2017). However, accumulating experimental evidence has
revealed inconsistent findings across trials? and smaller-than-anticipated impacts at scale
(DellaVigna & Linos, 2022). Concerns regarding the ability of behavioral interventions
to drive meaningful changes have grown (e.g., Chater & Loewenstein, 2023; IJzerman
et al., 2020), reaching mainstream media® and sparking an important scholarly debate.*
These discussion have led scientists to call for more work aimed at understanding the
robustness, portability, and scalability of behavioral interventions.

In this paper, we contribute to this endeavor and to the broader discussion surrounding
the reproducibility and scalability of empirical findings in behavioral science. Moving

from debating whether behavioral interventions work, we provide some insights on how

IFor recent examples in the context of promoting COVID-19 vaccinations, see Dai et al. (2021) and
Santos et al. (2021) vs. Jacobson et al. (2022) and Rabb et al. (2022); Campos-Mercade et al. (2021) vs.
Jacobson et al. (2022); Campos-Mercade et al. (2024) vs. Chang et al. (2023).

2As examples, see Bryan et al. (2011) vs. Gerber et al. (2023) for identity appeals; Dai et al. (2021)
vs. Rabb et al. (2022) for reminders; De La Rosa et al. (2021) vs. Linos et al. (2025) for psychological
ownership.

3For example, see Porter (2023) in the Washington Post, Polman and Maglio (2024) in the Wall Street
Journal, and The Economist (2022).

4For example, Mertens et al. (2022) vs. Maier et al. (2022); Chater and Loewenstein (2023) vs.
Sunstein (2023), and Thaler (2023).



they work, documenting systematic sources of heterogeneity in their impact. Our analysis
can help scientists and practitioners make sense of inconsistent empirical patterns across
studies and assess when scientific findings are most likely to translate across settings.
To this end, we leverage two main data sources that focus on light-touch behaviorally
informed interventions such as nudges : (1) a dataset of 123 randomized controlled trials
(RCTs) conducted by academics and practitioners that tested nudge effectiveness across
policy areas (hereafter, "the 123-RCT dataset”), compiled from recent reviews of the
nudge literature (Beshears & Kosowsky, 2020; DellaVigna & Linos, 2022; Mertens et al.,
2022); and (2) a dataset from large-scale RCTs testing behavioral nudges in the context
of promoting COVID-19 vaccinations (i.e., hereafter, "the COVID-19 RCTs”; Dai et al.
2021).

As a motivating dataset, the 123-RCT dataset comprises trial-level information and
enables us to explore factors that are systematically associated with the effect sizes of
behavioral interventions documented in the existing literature. Although there are limita-
tions to aggregating effect sizes from diverse types of interventions evaluated in different
contexts (Sharpe, 1997), our analysis seeks to uncover factors that are consistently asso-
ciated with intervention effect sizes across various intervention types and settings. This
effort is useful because policymakers often rely on existing studies, including cumula-
tive evidence from meta-analyses, to inform their decisions regarding which interventions
to implement in a specific policy context. As such, understanding the factors influenc-
ing effect magnitudes can facilitate this process. Moreover, to cleanly isolate factors
that impact the estimated treatment effects for specific interventions in a given setting,
we leverage comprehensive individual-level data from the RCTs reported in Dai et al.
(2021). Dai et al. (2021) focused on early data from the RCTs, showing that behav-
iorally informed reminders and a psychological ownership framing intervention increased
vaccination-related behaviors among hospital patients. Here, we revisit these findings
by analyzing the full sample of participants enrolled in these RCTs and isolate factors
associated with these interventions’ effect sizes.

We provide two insights into factors that influence estimates of intervention impact.
First, we document how the effectiveness of behavioral interventions systematically varies
according to the characteristics of the targeted sub-population receiving the intervention.
Scholars across disciplines have long emphasized the importance of identifying population-
level differences that influence intervention efficacy (Athey & Imbens, 2015; Bryan et al.,
2021; Cohn et al., 2019; List, 2022; Soman & Hossain, 2021; Sunstein, 2022). However,
scant research has identified moderators that consistently predict intervention effective-
ness across contexts. Building on the idea that behavior change requires individuals to
first form intentions to act (Brewer et al., 2017; Heckhausen & Gollwitzer, 1987; Heck-
hausen & Kuhl, 1985; Sheeran, 2002), we note that people naturally vary in the strength
of those intentions. We propose that behavioral interventions—most of which are light-

touch in nature—tend to be more effective among individuals who already possess some



baseline motivation to engage in the targeted behavior, relative to those with little initial
motivation. Intuitively, the former group is particularly susceptible to nudging: despite
their existing inclination to act, they may face minor frictions that impede follow-through.
Such frictions could be informational (e.g., uncertainty about whether others will partic-
ipate) or behavioral (e.g., forgetfulness, or procrastination due to logistical hassles like
scheduling an appointment), which behavioral interventions are well-suited to address.
By contrast, behavioral interventions designed to alleviate these small frictions may prove
less effective among individuals who initially lack the intention to engage in the targeted
behavior and instead require deeper motivational shifts.

In line with this proposition, our re-analysis of the 123-RCT data indicates that
behavioral interventions tend to have smaller effect sizes when targeting behaviors with
low baseline uptake—as measured by uptake in the control condition of each RCT. We
observe a similar pattern in the COVID-19 RCTs, where participants were enrolled in
batches on a rolling basis and randomized to receive interventions at the batch level. In
that context, both reminders and psychological ownership interventions were less effective
in batches with lower baseline uptake compared to those with higher baseline uptake.
We provide further evidence using two additional proxies for baseline motivation: prior
influenza vaccination behavior and political affiliation (based on whether a participant
resided in a county that supported the Democratic or Republican candidate in the 2020
Presidential elections). Both variables have been shown to correlate with COVID-19
vaccination intentions (Fridman et al., 2021; Kreps et al., 2020). We find that behaviorally
informed reminders and ownership framings were less effective for participants who had
not (vs. had) received a flu shot in recent seasons and those in Republican-leaning
(vs. Democratic-leaning) counties. Altogether, these results support the notion that
individuals’ baseline motivation may affect the effectiveness of behavioral interventions.

Our second insight highlights the importance of considering how interventions op-
erate. If, as our first insight suggests, light-touch behavioral interventions are most
effective among individuals with some baseline motivation, how do they shape behavioral
outcomes? While such interventions may increase the overall frequency of a behavior,
they can also produce substitution effects—shifting the location (spatial substitution) or
timing (temporal substitution) of an activity they would have undertaken anyway, just at
a different time or place. These substitution effects may help explain the heterogeneity
in the impact of interventions observed in the literature, as studies often rely on out-
come measures that differ in their scope or time horizon and thus vary in their ability to
account for spatial or temporal substitution.

With respect to the scope of outcome measures, some studies use narrow outcome
measures that capture only one or a subset of channels through which individuals can
take up the target activity (e.g., vaccinations at one clinic or hospital; Keppeler et al.
2025; Milkman et al. 2021; Santos et al. 2021), whereas others adopt broader measures

that capture all relevant channels (e.g., vaccinations at any location based on statewide



immunization registries; Campos-Mercade et al. 2021; Jacobson et al. 2022; Rabb et al.
2022) . With respect to the time horizon of outcome measures, some studies assess impact
narrowly within days of the intervention (e.g., Berliner Senderey et al. 2021; Milkman
et al. 2021; Santos et al. 2021), while others evaluate broader outcomes weeks or months
later after the intervention (Campos-Mercade et al. 2021; Jacobson et al. 2022; Milkman
et al. 2022; Rabb et al. 2022). If an intervention simply shifts where or when individuals
take up an activity—for example, by intentionally or inadvertently making a particular
location or channel more salient or convenient, or by accelerating adoption—evaluations
using outcomes that are narrower in scope or time horizon might report larger effect
sizes than those using broader outcomes. Understanding these dimensions of outcome
measures helps assess whether an observed effect reflects a net increase in behavior or
merely a shift in its timing and location, which is crucial for evaluating whether an
intervention’s impact is likely to reproduce across contexts or scale.

Our analyses provide evidence that characteristics of outcome measures are system-
atically associated with estimated effect sizes. In the 123-RCT dataset, we code outcome
measures based on their scope and time horizon. We find that effect sizes tend to be
larger when outcomes are measured narrowly in scope and time horizon, even when con-
trolling for intervention type and policy domain. While this correlational evidence is only
suggestive—given that interventions in this dataset vary along many dimensions—it is
reinforced by more controlled findings from the COVID-19 RCTs. In that context, we
examine how the estimated effects of reminders and psychological ownership interventions
vary across outcome measures that differ in both scope (appointments and vaccinations at
the partner hospital to which individuals were nudged vs. vaccinations recorded anywhere
in the state immunization registry) and time horizon (6 days, 4 weeks and 8 weeks).

We find that effect sizes for both interventions decline as outcome measures broaden
in scope and extend over time. For example, in the first COVID-19 RCT, reminders
increased vaccinations at UCLA Health within four weeks by 2.8 percentage points (pp;
p <0.001). However, the effect size drops by two thirds to 1.0pp (p <0.001) when mea-
suring vaccinations obtained anywhere in California (including UCLA Health) within the
same time frame, and becomes even smaller—just 0.05pp and statistically insignificant—
when looking at vaccinations obtained over the eight weeks following the intervention.
These patterns suggest that, in this context, reminders and ownership framing work
partly by shifting when and where individuals get vaccinated, leading effect sizes to ap-
pear larger with narrower outcome measures. Such substitution effects, combined with
the use of various outcome measures in the literature that may or may not be able to
account for these effects, may help explain heterogeneity in effect sizes and replication
success rates across studies.

Altogether, this paper contributes to the ongoing call for research on the robust-
ness and scalability of interventions in the behavioral and social sciences (Al-Ubaydli,
List, LoRe, et al., 2017; Bryan et al., 2021; Johnson, 2019; Linos et al., 2022; List,



2024). We identify two previously underexplored sources of heterogeneity in intervention
impact—baseline motivation and the characteristics of outcome measures. These insights
help explain why interventions of similar types often produce discrepant results across
evaluations. In the paper, we show that differences in the targeted population’s baseline
motivation, as well as in the scope and time horizon of outcome measures, may account for
seemingly failed replications across contexts. We also revisit a key finding from DellaV-
igna and Linos (2022) that interventions evaluated by academics tend to produce larger
effect sizes than those implemented at scale by government agencies—a pattern that has
received attention across disciplines. In our 123-RCT dataset, we replicate this pattern:
interventions tested by academics show a 5.7pp larger average effect than those scaled up
by practitioners. While DellaVigna and Linos (2022) attribute most of this gap to pub-
lication bias and some to differences in nudge characteristics, our analysis suggests that
accounting for differences in baseline motivation and outcome measures can help explain
this discrepancy—even when controlling for publication bias and intervention type.

The two lessons uncovered in this paper also have direct implications for researchers
and practitioners seeking to assess whether promising experimental evidence can be re-
produced in their new setting or at scale. Our results emphasize the importance of
considering (a) the alignment between the baseline motivation of the initial study sample
and that of the target population, and (b) how intervention effectiveness was measured
in the original study, including the possibility of spatial or temporal substitution effects
that may inflate estimated effect sizes. For example, if an intervention was evaluated on
narrowly defined outcomes in a population with high preexisting motivation, but the pol-
icy goal is to influence a broad outcome for a population with more hesitant individuals,
then scaling the intervention may result in a waste of resources. From a research perspec-
tive, our results point to promising direction for future work, such as the development
of more nuanced measures of baseline motivation, the design of interventions tailored
to motivational profiles, and efforts to identify the conditions under which substitution
effects most likely occur, which we elaborate on in the discussion. This line of work can
help refine theories of behavior change.

Since the early days of the behavioral science revolution, nudges have faced criticism—
from concerns about paternalism and deceptiveness to more recent skepticism about their
limited ability to deliver on their initial promise (Kuyer & Gordijn, 2023; Maier et al.,
2022; Mitchell, 2004; Thaler & Sunstein, 2003; Wilkinson, 2013). Our research con-
tributes empirical nuance to this ongoing debate. Our findings suggest that behavioral
interventions do influence behavior, but their effectiveness has boundaries. In our data,
they are most effective among individuals who already have some intention to engage in
the target activity; and they operate in a large part by shifting the location and timing of
intended actions. These observations help alleviate concerns that nudges coercing people
into unwanted choices (Sunstein, 2015), but also underscore that their impact may be

limited to facilitating intended behaviors rather than creating new ones. Although the po-



tential for behavioral interventions—and more broadly, individual-level interventions—to
tackle significant policy challenges remains uncertain, understanding the nuances of how
these tools operate is essential, and our research offers empirical grounding for refining

and targeting their use.

2 Data sources

2.1 123 RCTs from Recent Reviews of Nudge Impact

Our first data source consists of 123 RCTs evaluating nudges, drawn from three recent
reviews of the literature on nudge effectiveness (Beshears & Kosowsky, 2020; DellaVi-
gna & Linos, 2022; Mertens et al., 2022). We began with the publicly available dataset
from DellaVigna and Linos (2022), which compared differences in the effect sizes between
nudges reported in academic papers and nudges evaluated at scale by government agen-
cies. Their dataset contains field experiments that have a clear control group, do not test
financial incentives and default changes, and capture binary outcome measures. From
this dataset, we retained the subset of RCTs that have publicly verifiable information
via peer-reviewed publications in academic journals or publicly available online reports of
government trials. Since this dataset only contains 26 academic papers, we complemented
it by applying analogous filtering criteria to RCT's reviewed in Beshears and Kosowsky
(2020) and Mertens et al. (2022). In the SM Section 1i we report additional details on
inclusion and exclusion criteria.’

The resulting 123 RCTs contain 245 evaluations of behavioral interventions across
policy areas, including consumer finance, health, environment, and education, among
others. Each observation in our dataset compares a treatment condition with a control
condition in a given outcome. Of the 123 RCTs, 65 RCTs were conducted by academics,
and 58 RCTs were conducted by a government agency that tested nudge effectiveness at
scale. Together, the interventions evaluated in these 123 RCTs involved over 20 million
participants. Nudges in these RCTs targeted a variety of behaviors—from encourag-
ing the take-up of services and programs to promoting vaccinations and voter turnout
to increasing donations or recycling. Examples of nudges evaluated in these RCTs in-
clude choice architecture interventions, simplification, reminders, planning prompts, and

message framing.

5As detailed in SM Section 1, during the data assembly process, we corrected data entry errors and
inconsistencies we found across datasets, and addressed issues raised by Simonsohn et al. (2022) about
some invalid studies in the original sample of DellaVigna and Linos (2022). We confirmed that none of
the trials in our final sample had been retracted. Our results are robust to a series of robustness checks
(see Supplementary Table 5), including the exclusion of papers (co)authored by Brian Wansink, whose
work has been subject to multiple retractions.



2.2 Two RCTs on COVID-19 Vaccine Uptake

Our second dataset consists of two RCTs reported in Dai et al. (2021), conducted in
collaboration with UCLA Health—a large healthcare provider in California.® These RCTs
tested the impact of text-based reminders on COVID-19 vaccine uptake. While Dai et al.
(2021) focused on a subset of high-risk patients enrolled through February 22, 2021, based
on a pre-registered analysis plan, here we analyze the full sample of participants enrolled
in these RCTs, which spanned February 1 to April 19, 2021, to gain deeper insights into
factors shaping intervention effectiveness.

The full sample of these two RCTs involved 187,134 and 149,720 unvaccinated pa-
tients, respectively (see SM Sections 3.2 and 4.1 for details on enrollment, eligibility, and
sample demographics), all of whom had previously received an initial invitation to get
vaccinated at UCLA Health. On the first weekday after the initial invitation (first RCT)
and on the first weekday after the eighth day following the initial invitation (second
RCT), eligible patients were randomized to either receive a text reminder encouraging
them to schedule a vaccination appointment at UCLA Health (the Reminder arm) or
not receive a reminder message (the Holdout arm). The reminders were designed to
reduce frictions to vaccination such as forgetfulness and inconvenience, by making the
vaccination opportunity salient and providing a link to schedule COVID-19 vaccination
appointments at UCLA Health. While all variants of reminders followed this core struc-
ture across the two RCTs, we varied the wording across sub-arms of each RCT to test
the added impact of either providing additional vaccine-related information or harnessing
different psychological principles via message framing (SM Section 3.2).

This re-analysis of the full sample allows us to replicate and extend the original find-
ings using a more comprehensive dataset. As shown in SM Section 4.2, and consistent
with the early findings reported in Dai et al. (2021), we find that behaviorally informed
text-based reminders increased appointment scheduling rates at UCLA Health within six
days (by 4.4pp, p < 0.001) and vaccination rates at UCLA Health within four weeks
(by 2.8pp, p < 0.001) in the first RCT, with positive but smaller effects observed in the
second RCT (1.1pp and 0.8pp, respectively, ps < 0.001). Moreover, reminders that incor-
porated a psychological ownership framing further improved these outcomes beyond the
basic reminder (by 1.3pp and 1.0pp, respectively, ps < 0.001). Focusing on the two inter-
ventions identified as promising in the initial evaluation (Dai et al., 2021), our re-analysis
moves beyond estimating overall treatment effects to examine for whom these behavioral
interventions are most effective and how their impact varies across outcome measures
that differ in both scope and time horizon—including nonpre-registered measures that
emerged as valuable during the course of the re-analysis. In doing so, we qualify the

conclusions of Dai et al. (2021), as well as those one might draw from focusing solely on

6The trials were pre-registered at clinicaltrials.gov
(First RCT: https://clinicaltrials.gov/ct2/show/NCT04800965; Second RCT: https://clinicaltrials.gov/
ct2/show /NCT04801524).
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main effects for pre-registered outcomes, thereby contributing to a broader understanding

of the factors that shape replicability and scalability in applied behavioral science.

3 Results

Here we present results about two factors that are systematically associated with the
estimated effect size of behavioral interventions and help shed light on (1) whom they
are most likely to influence and (2) how they operate. For each insight, we present
analysis from both the 123-RCT dataset and the COVID-19 RCTs. Analyses of the
123-RCT dataset rely on ordinary least squares (OLS) regressions with standard errors
clustered at the publication (for RCTs conducted by academics) or at trial report level
(for RCTs conducted by the government agency; SM Section 2). All results reported
in the paper about our COVID-19 RCTs reflect estimates from OLS regressions with
heteroskedasticity-robust standard errors and pre-registered controls (SM Section 4). The

results are robust to using logistic regressions to predict binary outcome measures.

3.1 Lesson #1: Among Whom Are Nudges effective? The Role

of Baseline Motivation

Our first set of insights focuses on one theoretically driven source of heterogeneity in the
effectiveness of behavioral interventions: individuals’ ex-ante intentions to take up the
promoted activity (e.g., signing up for a savings plan, taking a screening test), which
we refer to as baseline motivation. As noted above, because behavioral interventions are
generally light-touch, they may more effectively mobilize individuals who already have
some intentions to take action but have not yet followed through rather than those who
are opposed or unmotivated.

Take the example of vaccination: light-touch interventions may not effectively move
the needle among individuals with serious concerns about vaccine safety, yet they can
increase uptake among those with some intentions to get vaccinated but face frictions
that have prevented them from following through. A similar pattern may arise in other
domains—for instance, in retirement savings, individuals who already value saving but
procrastinate due to small administrative hurdles may benefit more from a timely behav-
ioral intervention (such as those studied by Karlan et al. (2016)) than those who distrust
the system. We leverage both the 123-RCT dataset and the COVID-19 RCTs to test
whether the impact of nudges is smaller for samples characterized by lower levels of un-

derlying baseline motivation, employing various proxies of baseline motivation.

123-RCT Dataset. In this dataset, we use the take-up rate of the activity of interest
in the control condition of each RCT (hereafter, “control take-up rate”) as a proxy for

the target population’s baseline motivation. This measure captures the proportion of in-



dividuals who engage in the activity absent any intervention, offering a behavioral signal
of their underlying willingness or readiness to act. While it is an indirect proxy, it pro-
vides a useful, observable indicator of baseline motivation in the absence of self-reported
preexisting intentions. Control take-up rates in the 123-RCT dataset range widely—from
just above 0% to as high as 90% (Figure 1), enabling us to explore the treatment effects
of behavioral interventions across a broad spectrum of baseline motivation. RCTs with
control take-up rates on the lower end of the spectrum may involve a large share of indi-
viduals who are reluctant to engage in the target behavior. Conversely, RCTs with high
control take-up rate may reflect populations that are already highly motivated and would

likely act regardless of the presence of a nudge.

Figure 1: Scatterplot of the relationship between control take-up rates and the effect of
a behavioral intervention on the take-up of the activity of interest across 123 RCT's
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Legend: The dots represent 232 evaluations of interventions that were conducted by academics or a government agency in
118 RCTs (13 evaluations from 5 RCTs with missing control take-up data are not shown). For each dot, the value on the
X-axis equals the average take-up rate of the behavior of interest among people in the control condition (i.e., control
take-up rate); and the value on the Y-axis equals the difference in take-up rates between people who received the
intervention and those in the control condition (i.e., the estimated effect size of a given intervention). The dashed line is a
fitted line between control take-up rate and the estimated effect size of a given intervention based on a quadratic
regression.

Figure 1 shows nudges’ effect sizes increase with control take-up rates in the range
of extremely low to moderate control take-up rates. However, as control take-up rates
move from a moderate to high, nudges’ effect sizes plateau and even directionally decline.
Both quadratic regressions (Supplementary Table 2) and the two-line test (Supplemen-
tary Table 3; Simonsohn 2018) suggest the existence of an inverted U-shaped relationship
between control take-up rates and nudges’ estimated effect sizes in our sample. In the

two-line test, we begin with separately estimating the relationship between control take-
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up rates and nudges’ estimated effect sizes on the left versus right sides of 30% control
take-up rate, which is the break point recommended by the algorithm proposed by Si-
monsohn (2018), which also aligns with the inflection point estimated via our quadratic
regressions. We find that control take-up rates are positively correlated with nudges’
estimated effect sizes when control take-up rates are below 30% (p = 0.01), and the
correlation is negative when control take-up rates are above 30% (p = 0.03). This pat-
tern holds when we control for policy domains and intervention types. We have further
explored 40% and 50% control take-up rates as break points in the two-line test, and
found that the positive relationship between control take-up rates and nudge treatment
effects holds up to 40%. Such a positive relationship observed in the range of low to
moderate take-up rates suggests that nudges tend to yield a larger boost in the take-
up rate of the promoted behavior among people who have some motivation to act than
among people who are resistant in the first place. In addition, the finding that nudges’
treatment effects only increase with control take-up rates up to a certain point suggest
that nudges may have little room to promote take-up in a very eager sample. Overall,

these findings suggest that nudges have the largest impact on a population on the margin.

COVID-19 RCTs. Moving to the COVID-19 RCTs, we further investigate how the
impact of nudges varies with individuals’ baseline motivation. We focus on heterogeneous
treatment effects on the two outcome measures highlighted in Dai et al. (2021): (1)
whether patients scheduled their first-dose appointment at UCLA Health within six days
after receiving an intervention (the pre-registered primary outcome of the COVID-19
RCTs), and (2) whether they received the first-dose vaccine at UCLA Health within four
weeks (a pre-registered secondary outcome).

Before presenting our formal heterogeneity analyses, we note an initial descriptive
pattern consistent with the idea that the impact of behavioral interventions is smaller
among people with lower baseline motivation than those with moderately high baseline
motivation. Specifically, the reminder in the second RCT-—which targeted a more re-
luctant group of patients who had not scheduled or received their first dose eight days
after the first reminder—had a smaller effect than the first reminder (4.4pp vs. 1.1pp
for appointment scheduling; 2.8pp vs. 0.8pp for vaccinations). To test this idea more
rigorously, we conduct three complementary analyses examining whether our reminder
and ownership framing interventions are more effective among patients with stronger
preexisting vaccination intentions than those with weaker baseline motivation.

First, mirroring our approach in the 123-RCT sample, we construct a proxy for base-
line motivation using an analogous “control take-up rate.” Specifically, we leverage a
unique feature of the COVID-19 RCTs: patients became eligible to get vaccinated in
California at different times and were enrolled in the RCTs in batches based on vac-
cine and appointment availability at UCLA Health. Within each RCT, randomization to

experimental conditions occurred at the batch level. In this analysis, we focus on the vac-
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cination outcome in the main text, though we observe a similar pattern for appointment
scheduling (see SM Section 4.3.1). To approximate baseline motivation for each batch
of patients, we use the first-dose vaccination rate at UCLA Health within four weeks
among patients in the Holdout group of that batch. While the 123-RCT sample allows
us to explore the treatment effects of nudges across a wide spectrum of take-up rates,
the control take-up rates in the first COVID-19 RCT ranged between 0% and 40% across
batches, but were mostly concentrated from approximately 5% to 20%—representing the
low to moderate end of the baseline motivation spectrum.

Panel A of Figure 2 illustrates the estimated effect of the reminder on vaccine uptake as
a function of vaccination rates in the Holdout arm of each batch in the first RCT. Batches
with very low vaccine take-up in the Holdout condition also show smaller treatment effects
of the first reminder, and the effect sizes of the first reminder increase in batches with
higher baseline take-up rate of vaccines. This trend is confirmed by regression analyses
(see Supplementary Table 16), where we find that the higher the vaccination rates in the
Holdout arm of a given batch, the stronger the effect of the first reminder on vaccinations
(p < 0.001). Panels B and C of Figure 2 show a similar trend for the second reminder
(in the second RCT) and the psychological ownership intervention (in the first RCT),
with larger effects for batches with higher take-up rate in the Holdout condition. These
results are also confirmed by regression analyses (p = 0.07 for the second reminder and
p = 0.002 for ownership in Supplementary Tables 17 and 18, respectively).

To further explore the relationship between baseline motivation and the impact of
reminders and psychological ownership framing, we analyze two pre-registered modera-
tors: (1) whether patients received an influenza vaccine in at least one of the prior two
seasons and (2) whether patients lived in a Republican- or Democratic-leaning county,
as measured by whether the vote share in their counties exceeded 50% in favor of the
Republican or Democratic candidate in the 2020 presidential election (SM Sections 4.3.2
and 4.3.3). The latter variable may reflect whether patients themselves lean more Repub-
lican or Democratic. We use both variables as proxies for whether individuals have high
or low ex-ante intentions to get vaccinated, as past influenza vaccination behavior and
Democratic political leaning both positively predict COVID-19 vaccination intentions
(Fridman et al., 2021; Kreps et al., 2020).

Figure 3 presents the estimated effect of the first reminder (Panel A), the second
reminder (Panel B), and the psychological ownership intervention (Panel C) as a function
of these two proxies for baseline motivation. The top panel shows that these interventions
led to larger increases in both appointment scheduling and vaccinations at UCLA Health
among patients who had received a flu shot in recent seasons, compared to those who
had not. OLS regressions confirm significant interactions between recent flu vaccination
history and these interventions for both outcomes (ps < 0.001 for the first reminder, ps <
0.018 for the second reminder and ps < 0.022 for psychological ownership, see SM Section
4.3.2).
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Figure 2: Scatterplot of the relationship between vaccination rate in the Holdout arm and
the effects of reminders and ownership framing on vaccinations in the COVID-19 RCTs

Legend: The dots represent dates when the first reminders (Panels A and C) or the second reminders (Panel B) were
sent. For each dot, the value on the X-axis equals the average vaccination rate at UCLA Health within four weeks of the
corresponding date among patients in the Holdout arm who were enrolled in a given RCT that day; and the value on the
Y-axis equals the difference in average vaccination rate at UCLA Health within four weeks between patients receiving the
first reminder that day and patients assigned to the Holdout arm of the first RCT that day (Panel A), between patients
receiving the second reminder that day and patients assigned to the Holdout arm of the second RCT that day (Panel B),
or between patients receiving a reminder with ownership language and patients receiving a reminder without ownership
language that day (Panel C). The value on the y-axis is calculated based on raw data rather than regression-estimated
differences. The dashed line is a fitted line between the take-up rate in the Holdout arm of each batch and the effect size
of a given intervention in that batch based on a linear regression.
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Figure 3: Regression-estimated effects of reminders and ownership framing on appoint-
ment and vaccination rates in the COVID-19 RCTs, broken down by flu shot history or
county-level political leaning

Legend: This figure displays the regression-estimated effects of receiving the first reminder (Panel A), the second
reminder (Panel B), or the ownership framing intervention (Panel C) on whether people scheduled the first-dose
vaccination appointment at UCLA Health within six days and whether people obtained the first dose of vaccine at UCLA
Health within four weeks. The first row breaks down the effects by patients who received the flu shot in one of two recent
seasons (indicated by “Flu Shot (Y)”) versus patients who did not receive the flu shot in two recent seasons (indicated by
“Flu Shot (N)”). The second row breaks down the effects by patients whose county voted in favor of the Democratic
presidential candidate in 2020 (indicated by “Democratic-Leaning County”) versus patients whose county voted in favor
of the Republican presidential candidate in 2020 (indicated by “Republican-Leaning County”). See Supplementary Tables
19-24 for complete ordinary least squares regression results graphed here as well as the corresponding sample size. Error
bars represent 95% confidence intervals of estimated effects.
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The bottom panel of Figure 3 shows that patients residing in Democratic-leaning
counties were more responsive to the interventions across both outcome measures than
patients living in Republican-leaning counties, who exhibited limited or no response to
the interventions. The interaction between the county-level voting outcome and a given
intervention is significant for both outcomes (ps < 0.001 for the first reminder, the second
reminder, and psychological ownership, see SM Section 4.3.3).7

Taken together, the findings presented in this section suggest that the interventions are
more impactful among people with some motivation to take action than among a hesitant
population. These results carry important implications for evaluating the scalability
of results from RCTs. They suggest that when determining whether an intervention
deemed promising based on initial empirical evidence should be implemented on a larger
scale, policymakers need to carefully evaluate whether the characteristics of their target
population align with those of the population studied in the earlier trial, particularly

with regards to indicators of baseline motivation to take action.

3.2 Lesson #2: How Do Nudges Operate? Effect Sizes and

Characteristics of Outcome Measures

After having examined for whom our interventions work more effectively, our next set of
analysis investigates whether the impact of nudges depends on how impact is assessed.
This analysis offers empirical nuances into how these interventions operate. As mentioned
in the introduction, outcome measures that are narrower in scope and time horizon may
partly induce spatial or temporal substitution effects, potentially overstating the impact
of behavioral interventions, relative to outcome measures that track adoption across mul-
tiple or all channels and over a longer time horizon. In that sense, the latter type of
outcome measure would be better suited to distinguishing whether an intervention re-

sults in a net increase in the target behavior.

123-RCT Dataset. We begin by analyzing whether characteristics of outcome mea-
sures are associated with the estimated treatment effects of nudges across our sample of
123 RCTs. To this end, we systematically code the scope and time horizon of outcome
measures used to assess effectiveness of interventions in the 123-RCT sample (see SM
Sections 1.2 and 1.3). Specifically, for each evaluation, we record whether the outcome
measure is narrow in (1) scope and (2) time horizon. For scope, we define an outcome
measure as narrow if it could have failed to capture alternative channels through which

participants could engage in the target behavior—potentially omitting relevant instances

"These heterogeneous treatment effects are robust to measuring county-level partisanship using the
percentage of votes cast for the Democratic presidential candidate in a county: ps < 0.001 for the first
reminder and both outcomes, ps < 0.005 for the second reminder and both outcomes, as well as p =
0.019 for psychological ownership and the appointment scheduling outcome. The only exception is the
relationship between ownership framing and the vaccination outcome, where the interaction with the
Democratic vote share is not statistically significant. See Supplementary Tables 25-27).
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of uptake. For example, a study that narrowly measures vaccinations by tracking only
those administered with a specific health provider, such as a hospital system, would miss
doses received at other locations like retail pharmacies or community clinics. Similarly,
a study that narrowly measures donations by capturing only responses to a mailed ap-
peal would overlook contributions made through alternative channels, such the charity’s
website or phone line. For time horizon, we calculate the number of days between partic-
ipantsa exposure to an intervention and the point at which behavior was recorded. We
define an outcome measure as narrow in time horizon if it captured behavior within one

week of the intervention.

Figure 4: The estimated effect of a behavioral intervention on the take-up of the activity
of interest across 123 RCTs, broken down by characteristics of outcome measures

Scope: Narrow
Time Horizon: Narrow

Scope: Broad |
Time Horizon: Narrow

Scope: Narrow |
Time Horizon: Broad

Scope: Broad -
Time Horizon: Broad

I | I I I I I
-10 0 10 20 30 40 50

Treatment Effect in Percentage Points

Legend: The dots represent 206 evaluations of interventions that were conducted by academics or a government agency in
104 RCTs. Thirty-nine evaluations miss outcome duration data and thus are not shown in this figure, but those
observations are reported in the Supplementary Table 4 and included in regression analyses reported in SM Section 2.1.
Each dot represents one evaluation. The evaluations are separated into four buckets based on (1) whether the outcome
measure was narrow in scope (failing to account for substitution across different ways to take up the behavior of interest)
or broad in scope (capturing all channels through which individuals could engage in the targeted behavior); and (2)
whether the outcome measure was narrow in time horizon (capturing the behavior of interest within a week of the
intervention) or broad in time horizon (capturing the behavior beyond one week). For each evaluation, treatment effect in
percentage points (i.e., the estimated effect size of the intervention) refers to the difference in take-up rates between
people who received the intervention and those in the control condition (see SM Section 1.3). The red dots represent the
average treatment effect in each bucket, and the error bars indicate 95% confidence intervals (adjusting for clustering at
the publication or report level).

Figure 4 displays the estimated effects sizes of nudges, broken down by whether the
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outcome measures were narrow in scope or time horizon. A clear pattern emerges: treat-
ment effects are, on average, larger when estimated using narrower outcome measures
than when estimated using broader outcomes. In particular, outcomes that are narrow
both in scope and time horizon yield the largest average effects, while those that are broad
on both dimensions show substantially smaller effects. Regression analyses in Supplemen-
tary Table 2 confirm that nudges evaluated using narrow-scope outcome measures—those
that do not account for substitution across alternative channels through which individ-
uals could engage in the targeted behavior—produce, on average, effect sizes that are
4.06pp larger (p = 0.012) than nudges evaluated using broader-scope outcomes that cap-
ture all relevant channels. Additionally, outcome measures capturing behavior within
one week of an intervention are associated with effects that are, on average, 6.93pp larger
(p = 0.019) than outcome measures capturing a longer time horizon. These findings
remain robust when controlling for policy domains, intervention type, and whether the

control group in an evaluation received any communications (see Supplementary Table 2).

COVID-19 RCTs. The 123-RCT analysis offers only suggestive evidence, as it
cannot isolate whether, for the same intervention and context, differences in outcome
measures are associated with differences in estimated effect sizes. To address this, we
turn to the COVID-19 RCTs. Focusing on the interventions deemed effective in Dai et al.
(2021), we examine their estimated impact across six distinct outcome variables that vary
in both the scope and time horizon of the vaccination-related behaviors they capture (SM
Section 3.3). As mentioned earlier, the main pre-registered outcomes highlighted in Dai et
al. (2021) were (1) whether patients scheduled a first-dose appointment at UCLA Health
within six days of receiving an intervention, and (2) whether they received the first dose
at UCLA Health within four weeks. To isolate the role of scope, we compare vaccination
uptake measured narrowly—at UCLA Health—with a broader outcome measure that
captures whether patients received the vaccine anywhere in California (including at UCLA
Health), made possible by our access to the California Immunization Registry (CAIR).
To isolate the role of time horizon, we compare shorter versus longer follow-up period
for each vaccination-related behavior: for appointment scheduling at UCLA Health, we
compare the pre-registered six-day window with a four-week window;® for vaccinations
at UCLA Health, we compare the pre-registered four-week window with an eight-week
window;? and for vaccinations anywhere in California, we compare a four-week window
with the pre-registered eight-week window.

While three of these measures—appointment scheduling within four weeks, vacci-
nation at UCLA Health within eight weeks, and vaccination in California within four

weeks—were not pre-registered, they enable us to disentangle the effects of outcome scope

8The four-week window matches the pre-registered time window for vaccinations at UCLA Health.
9The eight-week window matches the pre-registered time window for vaccinations anywhere in Cali-
fornia.
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and time horizon. By comparing outcomes that differ only in scope (e.g., UCLA Health
vs. statewide data), we can assess whether outcome measures that capture only a subset
of possible channels overstate effect sizes due to spatial substitution (i.e., nudges shifting
patients toward UCLA Health rather than increasing overall uptake). Similarly, compar-
ing outcomes that differ only in timing (e.g., six days vs. four weeks for appointment, or
four weeks vs. eight weeks for vaccinations) allows us to evaluate temporal substitution
(i.e., nudges accelerating intended behavior rather than generate entirely new behavior).

Figure 5 reports the regression-estimated increase in each outcome variable brought
by receiving the first or second text reminder (averaged across all variants of reminders)
as well as by receiving a psychological ownership framing intervention (vs. a basic re-
minder).'® Overall, the magnitude of the effect produced by these interventions sub-
stantially varies across the different outcome measures. When holding the time horizon
constant, we see that the effects of reminders and ownership framing are substantially
larger when their impact is assessed just within UCLA Health. For example, the first
reminder increases vaccinations at UCLA Health within four weeks by 2.8pp (p <0.001,
relative to the base rate of 10.60 percent in the Holdout arm), which is almost three
times as large as the increase of 1.0pp observed for vaccinations in California within four
weeks (p < 0.001, compared to 30.20 percent in Holdout).!! The drop in effect size as we
broaden the scope of our outcome measure is even more remarkable eight weeks after the
first reminder (Vaccinated at UCLA Health: 2.8pp, p < 0.001, relative to 13.4 percent in
Holdout vs. Vaccinated in California: 0.5pp, p = 0.08, relative to 38.8 percent in Hold-
out). The patterns depicted in Figure 5 suggest that reminders and ownership framing in
this context may induce spatial substitution, shifting some individuals who would have
sought out the vaccine at other locations to get vaccinated at UCLA Health instead.

When holding the scope constant, Figure 5 also shows that reminders and ownership
framing have larger effects for outcome measures that capture behavior within a shorter
time period from when individuals are nudged. For example, while the first reminder
increases appointment scheduling at UCLA Health by 4.4pp within six days (p < 0.001),
the effect size decreases by one third to 3.0pp when we extend the time horizon to four
weeks later (p < 0.001). Also, while the first reminder is able to produce a statistically
significant increase of 1.0pp in vaccinations anywhere in California within four weeks
(p < 0.001), the magnitude of the effect shrinks by half and becomes statistically indis-
tinguishable from zero in eight weeks. This suggests that a substantial contribution of
reminders and ownership framing is to accelerate vaccinations, which in the COVID-19
context would still be very valuable (Castillo et al., 2021).

10While Figure 5 and the accompanying regression results reflect analyses of the full sample, we observe
similar patterns when focusing on participants with higher baseline motivationaas indicated by proxies
such as having received a flu shot in at least one of the two prior seasons or residing in a Democratic-
leaning county (see Supplementary Tables 31436).

UThe difference in effect size is even more remarkable when considering relative effect sizes: while the
first reminder brought a 26.4% relative increase in vaccinations at UCLA Health with four weeks, it only
brought a 3.31% relative increase in vaccinations in California during the same follow-up period.
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Figure 5: Regression-estimated effects of reminders and ownership framing on appoint-
ment and vaccination outcome measures in the COVID-19 RCTs

Legend: This figure displays the regression-estimated effects of receiving the first reminder (Panel A), the second
reminder (Panel B), or ownership framing (Panel C) on whether people scheduled the first-dose vaccination appointment
at UCLA Health within six days (or within four weeks), whether people obtained the first dose of vaccine at UCLA
Health within four weeks (or within eight weeks), as well as whether people obtained the first dose of vaccine anywhere in
California within four weeks (or within eight weeks). See Supplementary Tables 28-30 for complete ordinary least squares
regression results graphed here as well as the corresponding sample size. Error bars represent 95% confidence intervals of
estimated effects.
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Taken together, these findings highlight how different outcome measures can lead to
different estimates of the same nudge, and potentially even different conclusions about the
effectiveness of an intervention. For example, had the COVID-19 RCTs solely assessed
efficacy by relying on vaccination registry data obtained eight weeks after an interven-
tion, the conclusions regarding the statistical significance and magnitude of the impact
of reminders and ownership framing would have significantly differed, compared to a
scenario where the RCTs had exclusively measured efficacy using a narrow outcome mea-
sure such as appointments at UCLA Health within six days. These findings can help
explain variability in intervention efficacy observed across evaluations that utilize differ-
ent outcome measures and have implications for assessing the scalability of RCT results.
Specifically, when deciding whether to scale up an intervention based on its experimental
evidence, policymakers should carefully consider how its effectiveness was assessed. If a
scientific evaluation documents promising effects of an intervention on a narrow outcome,
our research suggests that rolling it out to increase a broader behavior over a longer time

horizon may yield disappointment.

3.3 Reconciling the Discrepancies in the Literature

The findings reported above can help reconcile seemingly discrepant results in the lit-
erature, as prior evaluations often differ in both the baseline motivation of the targeted

population and the breath of outcome measures used to assess impact.

Discrepant Findings in the Recent Literature. Recent research about text re-
minders has shown discrepant findings across RCTs. While Dai et al. (2021) highlighted
the promise of reminders in promoting COVID-19 vaccinations, that conclusion was later
challenged by Rabb et al. (2022)—another large RCT that found a precisely estimated
null effect of similarly designed text messages on COVID-19 vaccine uptake. Our re-
analysis of the COVID-19 RCTSs presented above suggests that variation in outcome
measures and baseline motivation may meaningfully contribute to the discrepancy.

In terms of outcome measures, Dai et al. (2021) focused on appointment scheduling
and vaccinations obtained at UCLA Health, whereas Rabb et al. (2022) assessed a broader
outcome—vaccinations received anywhere in Rhode Island using statewide immunization
registry data. The target population also differed substantially between the two studies.
Rabb et al. (2022) targeted people who had not yet obtained the vaccine one to two
months after adults had universal access to the COVID-19 vaccine in Rhode Island—a
population that may have been resistant to the vaccine and thus did not act for so long. In
contrast, Dai et al. (2021) evaluated text reminders during the early phase of the vaccine
rollout, contacting individuals soon after they became eligible. These differences in timing
and population composition likely led to substantial variation in baseline motivation. As
one indicator of this, only 2% of holdout participants in Rabb et al. (2022) received a
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first dose during the study period, compared to 31% in the holdout group of Dai et al.
(2021)—suggesting a more movable population with stronger preexisting intentions to
vaccinate in the latter case. To empirically examine whether baseline motivation helps
account for the differing findings, we re-analyze the full sample from the first COVID-
19 RCT, focusing on vaccinations received anywhere in California within four weeks—a
broader outcome that matches the one used by Rabb et al. (2022). We reconstruct a
proxy for baseline motivation using the take-up rate in the holdout group of each batch
and find that the effect of the first reminder increases with this more comprehensive
measure of baseline motivation across batches (p < 0.022; see Supplementary Table 37).

Differences in outcome measurement and baseline motivation within study samples
may also help explain inconsistent experimental findings observed for psychological owner-
ship framing. For example, Keppeler et al. (2025) report that ownership framing increased
visits to a government COVID-19 vaccination website—a narrowly defined outcome—by
2.4pp within four weeks. In contrast, Saccardo et al. (2024) examine a broader outcome
measure—actual vaccine uptake recorded in a statewide registry—and observe a much
smaller effect of 0.8pp over the same time horizon. In the domain of government benefits,
De La Rosa et al. (2021) report that ownership-framed messages increased initiation of
the benefits claiming process by up to 8.9pp across three RCTs. In contrast, a larger-scale
trial reported in Linos et al. (2025) finds a much smaller effect of just 0.17 percentage
points on initiation behavior. A key difference lies in the study populations: De La Rosa
et al. (2021) recruited individuals who were already using a website managed by the
field partner to access another benefit, suggesting relatively high baseline motivation to
explore additional benefits on a new website. Meanwhile, Linos et al. (2025) identified
participants from administrative data based on income eligibility—likely including indi-
viduals with lower interest or readiness to engage. Consistent with this interpretation,
5.1%-7.4% of control group participants initiated the claiming process in De La Rosa
et al. (2021), compared to only 0.5% in Linos et al. (2025).

These insights can extend beyond nudges. For example, offering low to moderate
financial incentives increased COVID-19 vaccinations by 4pp within 30 days in Campos-
Mercade et al. (2021), yet similarly sized incentives failed to produce a detectable effect
in Jacobson et al. (2022) over the same follow-up period. This discrepancy may occur
because Campos-Mercade et al. (2021) enrolled individuals shortly after they became el-
igible and focused on a relatively more motivated sample, as suggested by a 72% take-up
rate in their control condition; in contrast, Jacobson et al. (2022) targeted individuals
who remained unvaccinated months after widespread vaccine availability, resulting in a
relatively more hesitant sample, as indicated by 8% take-up in the absence of any inter-

vention.

Discrepant Findings Documented in DellaVigna and Linos (2022). The two

lessons reported above can also help reconcile a recent finding documented by DellaVigna
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and Linos (2022), whereby nudges tested at scale by government agencies have substan-
tially smaller effect sizes on average than nudges reported in academic papers. DellaVigna
and Linos (2022) explored various factors that could contribute to this divergence, and
their analyses suggest that publication bias and variations in nudge characteristics may
account for this discrepancy, with publication bias being the primary explanatory factor.
Here, we explore whether differences in baseline motivation of the studied samples and
characteristics of outcome measures could help explain the gap in nudge effects between
academic and government RCTs, with and without accounting for publication bias.

Using the 123-RCT dataset, which includes trials from DellaVigna and Linos (2022)
as well as additional trials that appeared in Beshears and Kosowsky (2020) and Mertens
et al. (2022), we first qualitatively replicate the original finding in DellaVigna and Linos
(2022). We use an OLS regression to predict the estimated treatment effect in each
evaluation as a function of whether the evaluation comes from an academic paper or a
government trial. In our sample, nudges evaluated by academics have a 5.7pp larger
effect size on average than nudges evaluated by government agencies (p < 0.001; Table 1
Column 1).

To investigate whether this finding can be partially explained by differences in baseline
motivation and outcome measure characteristics, we first use OLS regressions to predict
control take-up rates, outcome scope, and outcome duration as a function of whether an
evaluation comes from an academic paper (vs. a government trial). See Supplementary
Table 7 for the corresponding regression results. As compared to government trials,
academic trials tend to be conducted on population with higher baseline motivation on
average: The average control take-up rate in the academic sample is 14.19pp higher
(p = 0.021), and the distribution of control take-up rates across the academic trials is
more skewed to the right (See SM Figure 1). In fact, academic trials have a much lower
likelihood of having a control take-up rate below 10% (by 30pp; p = 0.033) or 5% (by
24pp; p = 0.008), suggesting that academic trials are less likely to involve populations
that are quite resistant to the promoted activity. Further, as compared to government
trials, RCTs conducted by academics are on average 29.3pp (p = .007) more likely to
assess the impact of nudges with narrow outcome measures that may fail to account for
substitution across different ways to take up the behavior of interest. RCTs conducted
by academics are also 29.2pp (p = .012) more likely to assess impact within a week from
the intervention.

We further estimate an OLS regression to predict the treatment effect in each eval-
uation based on whether the trial was conducted by academics (vs. government agen-
cies), controlling for the control group’s take-up rate, its squared term, and indicators
for whether the outcome measure was narrow in scope and/or narrow in time horizon.
Accounting for baseline motivation as well as the scope and time horizon of outcome
measures partially explains the gap in intervention effect sizes between academic and
government trials (the gap drops from 5.7pp, p < 0.001 to 3.0pp, p = 0.018; see Table 1
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Column 2). This is the case even when we account for the nature of interventions and

policy areas (Table 1 Column 3).

Table 1: Gap in the Treatment Effects of Behavioral Interventions Between Academic
and Government Trials

Treatment Effect

(1) 2)

3)

Academic 0.057***  0.030* 0.026™
(0.012) (0.012) (0.014)
(Mean-Centered) Control Take-up Rate 0.019 0.020
(0.027) (0.035)
Control Take-up Rate Squared -0.285"**  -0.327***
(0.083) (0.093)
Narrow Scope 0.041* 0.034*
(0.016) (0.015)
Narrow Time Horizon 0.069*** 0.064**
(0.019) (0.021)
Controls No Yes Yes
N 245 245 245
R? 0.125 0.361 0.406

Legend: The table shows coefficient estimates from OLS regressions of Treatment Effect, considering all trials in our Main
Sample (described in SM Sections 1.3 and 1.4). Column (1) only has Academic as the predictor, which equals one if an
evaluation comes from an academic trial and zero, otherwise. Column (2) adds (Mean-centered) Control Take-up Rate,
its squared term, as well as indicators for whether the outcome measure was narrow in scope and/or narrow in time
horizon (i.e., Narrow Scope and Narrow Time Horizon) as predictors of interest. It also controls for whether each
evaluation misses control take-up information or outcome duration information (see discussion in SM Section 2.1 and
footnote 8 in SM Section 2.2). Column (3) additionally controls for whether the control condition involved
communications, indicators for intervention types, as well as indicators for primary policy domains. See SM Section 1.3
for the definition of predictors and control variables. Standard errors are clustered at the report level and reported in
parentheses. Tp<0.10; *p<0.05; **p<0.01; ***p<0.001 (all two-sided).

In SM Section 2.2.3, we investigate whether our aforementioned results are robust to
accounting for publication bias. Our meta-analysis model closely follows DellaVigna and
Linos (2022), accounts for clustering of evaluations by paper (or government report), and
incorporates three modifications that allow for a better fit with our data than the exact
model used in DellaVigna and Linos (2022). Importantly, like DellaVigna and Linos
(2022), we model publication bias as differential selection at the paper or report level
based on whether any intervention in the paper or report has a significant effect. We also
similarly assume that there is no publication bias in the government sample, but only in
the academic sample. As in DellaVigna and Linos (2022), we find evidence of publication
bias in the academic sample. However, our meta-analysis model further confirms that the
direction and magnitude of the relationship between control take-up rate, outcome scope,
outcome horizon, and nudges’ estimated effect sizes are similar to what we observe in OLS
regressions, even when the model corrects for publication bias and includes additional
controls such as policy domains and intervention types. Furthermore, our meta-analysis
model also shows that taking into account control take-up rate, outcome scope, and
outcome horizon helps reduce the gap in the average effect size of nudges estimated in

academic papers versus those evaluated at scale by the government agency, on top of
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publication bias.

4 Discussion

The goals of field experimentation in social science research are often twofold: to ad-
vance our understanding of human behavior and to inform policy. Reproducibility of
experimental findings is essential to both aims. And when it comes to informing policy,
it is especially critical to consider not only whether findings replicate in direction but
also whether interventions can reproduce a similar magnitude of effectiveness, so that
policymakers can make informed calculations of expected impact and cost effectiveness.
Unexplained failures to reproduce similar efficacy levels across contexts can be deeply
disconcerting and may erode trust in scientific research. Yet, identifying sources of varia-
tion in intervention effectiveness is challenging in the field, given the practical challenges
of conducting controlled replications across diverse settings.

Leveraging both the trial-level data from the 123 RCTs drawn from the literature and
individual-level data from the COVID-19 RCTs, this paper sheds light on two factors
that may systematically account for variation in the estimated efficacy of behavioral
interventions across evaluations. First, we show that behavioral interventions’ estimated
efficacy depends on proxies for individuals’ baseline motivation to act, with interventions
effectiveness being limited or inexistent among individuals with low baseline motivation to
act. Second, we show that observed effect sizes depend on the extent to which substitution
effects—such as shifts in the timing or location of a behavior—are captured. The extent to
which these effects are accounted for at least partly depend on the scope and time horizon
of the outcome measures used to assess efficacy. These findings contribute to ongoing
discussions about the reproducibility of scientific results (Camerer et al., 2016; Camerer
et al., 2018; McNutt, 2014; Open Science Collaboration, 2015) and the scalability of
policy-relevant empirical evidence (Al-Ubaydli et al., 2019; Al-Ubaydli, List, & Suskind,
2017; Banerjee et al., 2017; DellaVigna & Linos, 2022; List, 2022). By encouraging
policymakers and the public to look more deeply at what contributes to the instability of
empirical findings rather than taking instability at face value, this research can also help
restore confidence in scientific results obtained from field experiments.

Our findings offer important practical implications for policymakers seeking to scale
interventions based on experimental evidence. First, with regard to baseline motiva-
tion, our results suggest that policymakers should consider the composition of the tar-
get population—specifically, individuals’ preexisting motivation to engage in the desired
behavior—when deciding whether to deploy light-touch individual-level interventions ver-
sus alternative, more forceful or structural strategies. Behavioral interventions are most
effective when there are enough individuals on the margin—those who intend to act but
have not yet done so. Before scaling an intervention that appears successful in a prior

evaluation, practitioners should assess how well the study sample represents their own
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population of interest. If the original intervention was evaluated in a population with
high baseline motivation, its effectiveness may be lower when rolled out to a broader or
more hesitant group. For example, a recent megastudy found that text-based behavioral
nudges increased flu vaccination rates among customers who had received a flu shot at
Walmart in the previous year (Milkman et al., 2022). Because prior flu vaccination is
strongly predictive of future vaccination intentions (Chapman & Coups, 1999), our find-
ings suggest that similar interventions may yield smaller effect sizes when implemented
in a general population that includes more hesitant individuals.

Second, understanding that estimated intervention effects may depend on the charac-
teristics of outcome measures can help policymakers better assess whether an intervention
will achieve its intended goals at scale. Specifically, if the policy objective is to accelerate
a behavior within a particular time frame or steer it toward a given channel (e.g., increas-
ing near-term uptake at a specific site), nudges that have previously been shown to move
narrow outcome measures may still be quite impactful. Such acceleration or redirection
can be meaningful policy goals in their own right. For example, public health officials
may seek to promote earlier vaccinations during a campaign to reduce disease trans-
mission, or administrators of public assistance programs may aim to encourage benefit
applications through lower-cost or more administratively efficient channels (e.g., online
portals rather than in-person visits or calls with human operators'?). However, when the
goal is to broadly increase behavior regardless of timing or delivery channel (e.g., total
vaccination or savings rates), interventions that appear promising under narrow outcome
measures may have far more limited real-world impact. Recognizing this distinction can
help policymakers avoid overgeneralizing narrow effects and reduce the risk of allocating
resources to interventions that are unlikely to scale effectively.

Beyond informing policy design, these findings advance theoretical understanding of
the drivers of intervention effectiveness and highlight avenues for future research. One key
insight concerns baseline motivation, which emerges as a novel, theoretically grounded
source of heterogeneity in the impact of light-touch behavioral interventions. Our find-
ings offer a way to refine theories of behavior change by accounting for variation in
individuals’ readiness to act. While our analysis relies on indirect proxies—either at the
population level, like take-up rates in the control condition, or at the individual level,
like flu vaccination history for COVID-19 vaccine uptake—future research could explore
more precise and context-sensitive measures, such as individuals’ past engagement with
the focal behavior, to better predict intervention responsiveness.

As one step in this direction, we re-analyze an additional dataset from a large-scale
megastudy involving 314,824 UCLA Health patients (Saccardo et al., 2024). One objec-
tive of this megastudy was to test the effectiveness of text reminders and psychological

ownership framing in promoting COVID-19 bivalent booster uptake approximately 1.5

12Behavioural Economics Team of the Australian Government (2017) presents an example of an RCT
with such a policy goal.
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years after individuals had received their first vaccine dose. Conceptually replicating
the findings in the earlier COVID-19 RCTs, patients with a recent history of influenza
vaccination were more responsive to the reminders and ownership framing in the booster
megastudy as well (SM Section 5.1.1). Importantly, the timing of individuals’ initial
COVID-19 vaccination as well as whether individuals received another booster prior to
being eligible for the bivalent booster during this megastudy—two plausible proxies for
baseline motivation within this already vaccinated population—also moderated the effects
of reminders and ownership framing (SM Sections 5.1.2 and 5.1.3). Future research could
further develop scalable, more refined measures of baseline motivation leveraging archival
data routinely collected by organizations (e.g., Athey et al., 2025). Beyond that, future
research could examine the impact of tailoring interventions based on baseline motivation,
such as by targeting low baseline motivation individuals with more intensive approaches
like heavier-touch information interventions (e.g., Brody et al., 2024) or interventions
based on artificial intelligence (e.g., Brown et al., 2024; Costello et al., 2024).

Another key insight emerging from our findings concerns how behavioral interventions
operate. Their effects appear larger when measured with narrow outcomes, suggesting
that they sometimes shift when or where a behavior occurs rather than increasing its
overall frequency. Such substitution effects are typically overlooked in the nudge liter-
ature, but are important to attend to. Since evaluations of similar interventions often
differ in the type of outcome measure selected—ranging from narrow ones (e.g., click-
through rates or appointments at a given clinic within a few days from the interventions)
to broader ones (e.g., those obtained from medical or administrative records over a longer
time horizon)—meta-analyses and syntheses of the literature should account for differ-
ences in the breadth of assessed outcomes.

To better assess intervention impact and account for substitution, future research—
particularly work aimed at informing policy—could adopt the practice of measuring effi-
cacy through multiple outcomes. Yet this remains rare: in our 123-RCT sample, among
the 65 RCTs conducted by academics, only 3 assessed their primary outcome with mul-
tiple measures that varied in time horizon or scope (Bettinger et al., 2012; Gallus, 2017;
Milkman et al., 2011). There are promising examples in recent work—such as Campos-
Mercade et al. (2024), Linos et al. (2022), and Linos et al. (2025) for variation in scope
and Campos-Mercade et al. (2024), Milkman et al. (2022), and Milkman et al. (2024)
for variation in time horizon—but these practices are still the exception rather than
the norm. While the open science movement has rightly emphasized the importance of
pre-registering a single primary outcome to prevent selective reporting, some scholars
have raised the objection that this norm may make researchers more hesitant to report
exploratory results from additional or alternative outcomes (Coffman & Niederle, 2015;
Gelman, 2013). Moving to a culture where transparent reporting deviations from pre-
registrations is not penalized by journals, particularly when examining outcomes that

could provide a more complete picture about the efficacy of a given intervention, may
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encourage more comprehensive assessments of whether interventions are likely to scale.

Systematically documenting efficacy across outcome measures would also help clarify
the boundary conditions of substitution effects. The booster megastudy in Saccardo et al.
(2024) could not directly replicate the substitution patterns from our main analysis, as
UCLA Health lacked appointment availability and directed patients to CVS Pharmacy
(see more details in Section 5.2). However, we still attempted to examine potential sub-
stitution by comparing booster uptake at UCLA Health and CVS to a broader outcome
capturing booster uptake at any location over various time horizons based on the most
comprehensive immunization records we could obtain. We find no evidence of substitu-
tion in this context, possibly because CVS was already the dominant provider and there
was limited scope for redirection (see evidence in Section 5.2). Future work could test the
hypothesis that substitution is less likely when the nudged channel is already the primary
one.

Altogether, our findings can help reconcile apparently divergent findings in the lit-
erature, develop more nuanced theories about for whom nudges are effective and how
they operate, and provide implications for assessing the reproducibility and scalability of
promising interventions based on RCT evidence. We hope our research will lead behav-
ioral scientists and policymakers to more systematically take heterogeneity and charac-
teristics of outcome measures into account when evaluating and applying experimental

evidence.
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