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Introduction

Autocratic governments use information manipulation to mobilize the population, maintain
their grip on power, or achieve other goals (Besley and Prat, 2006; King, Pan and Roberts, 2013;
Lorentzen, 2014; Adena et al., 2015; Guriev and Treisman, 2022). Over the years, the Soviet Union
has run mass propaganda campaigns to reduce Orthodox church involvement, mobilize youth
to participate in development programs, reduce alcohol consumption and embrace a healthy
lifestyle, increase the birth rate, and many others (Service, 2003). In communist China, mass
campaigns were used, in addition to maintaining support for the party and its leaders, to promote
the development of individual industrial plants, encourage the extermination of rats, mosquitoes,
and sparrows, or spearhead the destruction of cultural artifacts (Shapiro, 2001; King, Pan and
Roberts, 2014; Chen and Yang, 2019).!

Propaganda, censorship, and other tools of information manipulation in authoritarian regimes
have recently become an active area of research both empirically (King, Pan and Roberts, 2013,
2014; Adenaetal., 2015; Rozenas and Stukal, 2019), and theoretically (Lorentzen, 2013, 2014; Little,
2015; Kolotilin et al., 2017; Huang, 2018; Guriev and Treisman, 2019; Boleslavsky, Shadmehr and
Sonin, 2021; Gehlbach et al., 2025). This paper combines an elementary model of information
manipulation with basic network analysis to offer a general model of authoritarian propaganda, in
which information is controlled by the regime but might also be acquired via social connections.
In the model, citizens make their decisions about how to consume news, which contains valuable
information, and information flows from a citizen to a citizen, eventually drying out as the length
that information travels via social network increases.

The ability to manipulate information increases the autocrat’s ability to maintain control
(Bueno de Mesquita et al., 2003; Svolik, 2012; Rozenas and Stukal, 2019; Gratton and Lee, 2023).
However, there are limits to what information manipulation can achieve even if there are no
alternative sources of information. (The presence of alternative sources of information will, of
course, further limit this ability.) The first limit comes from the well-studied mechanism. The
government must allow citizens to receive some valuable information, even if censored: If the

government-provided information is 100 percent propaganda, it will not be taken into account

In democracies, governments have used propaganda campaigns as well. In World War I, the British government produced literature and
films to increase the support for war both domestically and in the (still neutral) United States (Taylor, 1999). Currently, the US government
finances efforts to nudge people to sign up for the health insurance provided by the Affordable Care Act (Thaler and Sunstein, 2009). In
Afghanistan, the US government has successfully organized information operations to encourage the local population to report roadside
bombs (Sonin and Wright, 2022).



by rational citizens. In the presence of even infinitesimal cost of consuming the information, they
would not consume news aimed to influencing them if these news are not informative to some
extent.

Furthermore, the presence of alternative sources of information results in another constraint
on propaganda even if these alternative sources of information provide the same information. Sup-
pose that citizens might receive information from their social network connections. If getting in-
formation from the media is costly — e.g., the cost is the price of newspaper subscription or simply
the alternative cost of switching on a radio — a citizen with high social connections might forego
subscription because they will get the same information anyway. Thus, the trade-off for the pro-
ducer of propaganda becomes more pronounced: in the presence of social networks, the regime
has to make it media more informative even if the information passing via network is exactly the
same. The outcome is very different from those of the models that treat information as fluid matter
in continuum mechanics or infection in biomedicine (Zhou, Liu and Li, 2007; Morone and Makse,
2015; Woodhouse, Fawcett and Dunkel, 2018; Chen et al., 2018). In particular, unlike in the mod-
els, in which information spreads like a liquid matter, different sources of information are gross
substitutes: a citizen does not have more information if it has reached her via two different paths.

To analyze the impact of information manipulation when citizens are linked through a net-
work, we combine a standard persuasion model (Kamenica and Gentzkow, 2011; Bergemann and
Morris, 2019) with network analysis (Jackson, 2008; Golub and Jackson, 2010); in addition, we rely
on percolation theory to model how information spreads via the network. There is an authoritar-
ian leader, who is a single provider of information maximizing the expected support by citizens,
and citizens whose interests coincide with the leader’s in some circumstances and diverge in oth-
ers. For example, citizens might be willing to mobilize in support of the government when there is
a genuine security threat, but do not want to do this without a threat. The leader, on the contrary,
is interested in the support of citizens regardless of whether or not the threat is genuine.

The autocrat needs to provide some information to citizens; absent any information, they do
not mobilize. With a single receiver, the optimal strategy is to commit to truthfully report the state
of the world in which the receiver prefers to act, and slant, in favor of the sender-preferred action,
the report in the state in which the receiver prefers not to act (Kamenica and Gentzkow, 2011). In
the presence of a network, when the sender chooses the information design, she has to take into
account that more slant makes citizens less interested in subscribing to the signal, as they could

receive the same information from their network. It is assumed that the signal passes through a



network with some probability, but there is no associated cost. This is without loss of generality:
the crucial assumption is that there is a cost of receiving information via subscription relative to
receiving it from network neighbors.

Once a citizen subscribed to get information, her network neighbors have lower incentives to
subscribe themselves. Indeed, for the first subscriber, the opportunity cost of getting the signal
is the cost of subscription plus the expected value of choosing the optimal action based on the
prior only. If there is at least one subscriber, the opportunity cost for every other citizen includes,
in addition to the cost of subscription, the expected value of acting based on the signal received,
with a non-zero probability, through the network. When the edge probability, the probability that
the information passes through the link between two citizens is high, an increase in this proba-
bility increases the impact of persuasion. Yet when the edge probability is low, the impact is the
opposite: the higher probability makes the incentive constraint of each subscriber tighter, and the
expected impact of persuasion lower.

The non-monotonicity that stems from the tightened incentive constraint has an important
practical implication. Every dictator would prefer that propaganda would flow freely through
the network so that everyone gets the same signal with the maximum slant (it should still be
incentive-compatible at the action stage). Yet the model points out that there is another en-
vironment, equally advantageous to the dictator: the one in which there is no links between
citizens whatsoever. In “The Origins of Totaliarinism”, Hanna Arendt wrote that loyalty and
obedience demanded by authoritarian leaders like Stalin and Hitler can be expected only from
the completely isolated human being, a person “without any other social ties to family, friends,
comrades, or even mere acquaintances” (Arendt, 1951). In this case, the optimal slant is at the
individual maximum, and the propaganda has its maximum impact on the society.

In a more realistic case of an intermediate level of network connectivity, the dictator is limited
by the incentive constraints in information consumption that citizens face. Importantly, we do not
need to assume that the network spreads any kind of “opposition” signal - the limits appear even if
the only information that is spread is the dictator’s own signal. At the same time, the model easily
extends to the environment in which the opposition provides information trying to influence the
sender in the other direction.

Finally, the advantage of our model is that it allows us to study strategic interactions at both
thelocal level (Section 3 analyzes the network with two citizens, the simplest possible case) and at

the level at which the network is large. As real-world social networks exhibit “small-world” char-



acteristics (high clustering coefficients and low distances; see Jackson and Rogers, 2005; Jackson,
2008), most of our analysis should be considered to apply to individual clusters of such networks.
In the Appendix, we use networks Z and Z? to demonstrate how different might be the effect of

information percolation in networks of different structure.

Therest of this paper is organized as follows. Section 2 discusses the related literature. Section 3
focuses on information manipulation in the simplest possible network, which is a particular case
ofboth a complete network and a star network. Section 4 presents the general setup, while Section
5 contains the bulk of the analysis. Section 6 discusses robustness and applications. The Appendix
contains further results when the social network is infinite, which in some circumstances might

be a better approximation of real-world social networks or more suitable for investigation.

2 Related Literature

To model information manipulation in the presence of social networks, we draw on several liter-

atures in economics and political science.

2.1 Censorship, Propaganda, and Other Forms of Information Manipulation

Classic studies on authoritarian propaganda include Arendt (1951); Friedrich and Brzezinski
(1956); Wintrobe (1990); Harrison (2023). Guriev and Treisman (2019, 2022) argue that propa-
ganda has recently become the primary tool of authoritarian control, replacing violence. Infor-
mation manipulation in authoritarian states has recently been analyzed, both empirically and
theoretically, in King, Pan and Roberts (2013, 2014); Lorentzen (2014); Huang (2018); Rozenas and
Stukal (2019); Shadmehr and Bernhardt (2015); Dimitrov (2023); Gehlbach et al. (2025).

In Gehlbach and Sonin (2014), citizens with heterogeneous costs of accessing information re-
ceive it from censored media. Choosing the level of censorship, the government trades off the
number of media customers and the impact on each agent. In our paper, citizens might become
direct receivers at a cost, yet there is an opportunity to receive information via their network con-
nections, which affects the government ability to influence them. Lorentzen considers a similar
efficiency vs. stability trade-off in models of strategic protest restrictions (Lorentzen, 2013) and
censorship (Lorentzen, 2014). In Shadmehr and Bernhardt (2015), the state does not censor mod-
estly bad news to prevent citizens from making inferences from the absence of news that the news

could have been far worse.



The substantive descriptions of authoritarian propaganda devote attention to the role of social
interactions (see references below), yet theoretical models of information manipulation in dicta-

torships have ignored the issue.

2.2 Models of Persuasion

Using the Kamenica and Gentzkow (2011) Bayesian persuasion model to model propaganda,
which has become a standard approach in recent years, has several advantages. Compared
to other communication protocols such as cheap talk in Crawford and Sobel (1982), Milgrom
(1981), and signaling in Spence (1973), Bayesian persuasion assumes more commitment power
on behalf of the sender.? As a result, the Bayesian persuasion mechanism provides the upper limit
on the impact of persuasion by the any communication protocol. Substantively, the commitment
assumption makes sense in an authoritarian context: dictators do not edit news in real time:
instead, they appoint biased editors or establish institutions of censorship to generate the slanted
signal. At the same time, the commitment assumption is not necessary: Lipnowski, Ravid and
Shishkin (2022) show that it can be weakened significantly without much substantive loss. (See a
brief discussion in Section 6.) Furthermore, the main mechanism in our model would also work
for other communication protocols.

Gentzkow and Kamenica (2014) provide a connection between the literatures on Bayesian per-
suasion and rational inattention. (See also Mackie, 2003.) In our model, subscribers weigh the
benefits and the costs of having direct access to information, so the underlying intuition is some-
what similar to rational inattention. Bloedel and Segal (2018) study Bayesian persuasion with a
rationally inattentive receiver who bears an entropic cost to process the sender’s signals; the spe-
cial case of their model with binary state and state-independent sender preferences is a deep gen-
eralization of our single-receiver version. (Also, see Lipnowski, Mathevet and Wei, 2020, and the

follow-up paper Wei, 2018.) 3

2The idea of commitment to information disclosure as an influence mechanism appeared in Aumann and Maschler (1966) and was
developed, in different contexts, by Brocas and Carrillo (2007), Rayo and Segal (2010) and Ostrovsky and Schwarz (2010). See a recent
discussion of applications in political science in Little (2023).

3Bayesian persuasion with multiple receivers was considered in Bergemann and Morris (2013), Mathevet, Perego and Taneva (2020),
and Taneva (2019). Alonso and Camara (2016) and Kosterina (2018) assume public signals, while Arieli and Babichenko (2016), Bardhi and
Guo (2018), and Chan et al. (2019) allow for arbitrary private signals. Kolotilin (2015, 2018) allow the sender to rely on private information
about the receivers. Although the persuasion part of our study is much simpler than in any of these articles, our contribution focuses on the
relationship between network characteristics and the impact of persuasion.



2.3 Network Analysis

Jackson (2008) is the exhaustive review of the early literature and excellent exposition of basic
models of information diffusion in networks. Bala and Goyal (1998) pioneered a model of infor-
mation diffusion in a network with Bayesian citizens. Jackson and Yariv (2011) survey both the
noneconomics and economics literature on the role of externalities and diffusion in networks;
Akbarpour and Jackson (2018) analyze the dynamics of diffusion. Unlike Bramoullé and Kranton
(2007) and Galeotti et al. (2010), we do not assume any externalities in actions and payoffs. At the
same time, externalities do arise as a citizen who bought information for her own consumption
might also spill this information to her network neighbors.

In Golub and Jackson (2010), citizens receive independent signals about the true value of a
variable and then update their beliefs by repeatedly taking weighted averages of the opinions of
neighbors. Sadler (2020) considers information contagions in a discrete network with Bayesian
players that do not necessarily know the network structure.

In Lipnowski and Sadler (2019), if two players are linked in a network, they receive information
about the strategies of each other. (In our setup, this happens with some probability.) Galperti and
Perego (2019) consider a model in which a designer sends signals to citizens who then commu-
nicate in a network before playing the game. In the current model, any informed citizens receive
the same information and, therefore, cannot learn from each other. Candogan (2019) considers
a setting in which citizens linked in a social network take binary actions, with the payoff of each
citizen depending, in addition to the underlying state of the world, on the number of neighbors
taking the sender-optimal action.

Finally, Satyanath, Voigtlander and Voth (2017) empirically explore the role of social networks
in the rise of Nazis, but do not analyze the impact of the network structure. Chen and Yang (2019)
use data from the college dormitory roommate social network to empirically analyze propaganda
tactics of an authoritarian government, but do not use specifics of the network structure. Our

model can work as an underlying theory for these papers.

2.4 Percolation.

We use the notion of edge (Bernoulli) percolation to model how information spreads via a network.
In the nutshell, we start with a set of sources of information (“subscribers”) on a given network,

and then each link in this network disappears randomly and independently. Information from



sources flow through the links that did not disappear. The mathematical notion of percolation
was introduced in Broadbent and Hammersley (1957). Kesten (1980) completed characterization
of critical probability in 2", which is used in Section A2 in the Appendix. Van Der Hofstad (2010)
and Duminil-Copin (2018) are recent mathematical surveys that we refer to for basic definitions
and results on percolation. Jackson (2008) surveys early applications of percolation insights to
economic issues. We use results from percolation theory to demonstrate the limits that network

structure and topology puts on the government’s power to manipulate information.

3 Propagandain the Simplest Possible Network

We start by considering the simplest persuasion problem in a simplest possible network; this al-
lows us to preview more general results and develop intuition for them. There are two possible
states of the world, 0 (“the leader is incompetent”) and 1 (“the leader is competent”), and two
actions, also denoted 0 (“oppose the leader”) and 1 (“support the leader”) that each of the two
citizens-receivers can undertake. Citizens do not know the state of the world; they derive the utility
of 1 if their action matches the state of the world and 0 if it does not. (Citizens want to support the
leader if she is competent and oppose if she is not.) The leader is interested in the support of the
citizens 1, regardless of the state of the world.

The leader and two citizens share the common prior that the state of the world is 1, which is
denoted by 6. We assume that 6 < %, which means that citizens choose 0 in the absence of any
new information. As in Kamenica and Gentzkow (2011), the leader commits to an information
design that results in a signal to the citizens conditional on the state of the world: if the state of the
world is 1 (favorable to the leader), the signal tells the receivers as such; if the state of the world is 0,
the receivers of the signal learn that the state of the world is 1 with probability g and that the state
of the world is 0 with the remaining probability. We will refer to §, the leader’s control parameter,
as slant.

The two citizens are connected through a network. The network is modeled as the Erd6s-Rényi
random graph (Erd6s and Rényi, 1961), which in this case consists of one link, with information
flowing through the link with probability p. This makes it the simplest possible network with 2

nodes and 1 link between them, a particular case of both a full network with N nodes (where all

nodes are connected) and a star network with N nodes, in which every of N — 1 nodes has 1 link



connecting it to the central node. We will analyze both full networks and star networks in the
following.

After the leader committed to some information design, but before the state of the world is
realized, each of the two citizens decides whether or not to acquire information at the cost of ¢ > 0.
We refer to those citizens who pay the cost subscribers, although the cost of “subscription” might
come from the opportunity cost of consuming or parsing the news. If a citizen is a subscriber, she
receives the signal with probability 1. If she is a non-subscriber, but her lone network neighbor is,
she receives the receives the same signal with probability p. (In the general setup, we will assume
that each link disappears independently with probability 1 — p.)

To determine the sender-optimal subscription structure, let us first analyze how does the
sender-optimal slant § depends on the number of subscribers. Start with the case of one sub-
scriber. In an equilibrium, he follows the signal: does action 1 if the signal is 1, which happens
with probability 6 + (1 — 0) B, and does action 0 if the signal is 0, which happens with probability

(1 -0) (1 - p).Thus, the expected utility conditional on having subscription is

0
0+(1-0)p

The expected value of optimal action in the absence of information is 1-6. The difference between

XO0+(1-0)p+(1-0)(1-p=0+(1-0)(1-p).

the expected value of signal-based action and the expected value of action based on the prior is
the value of information V (8) =6 — (1 - 0) B.

It is optimal to subscribe if and only if the value of subscription exceeds the cost:

V(p)=c. 1)

If this condition is fulfilled, a citizen necessarily follows the signal, that is, chooses the action
to match the signal he receives, as the condition to do so, V () > 0, is weaker than condition (1).
Naturally, when the slant, g, is higher, the value of information V () decreases, and the con-
straint (1) becomes tighter. As the sender is interested in as high a slant as consistent with the
incentive compatibility constraint for the receiver, the optimal slant is determined by V () = c.

This is the maximum slant that the sender would use if there were only one subscriber:
0-c
1-6

The other citizen, the non-subscriber, receives the signal with probability p. Thus, the total ex-

B*(p) = g1 =

pected action in the two-person network with one subscriber is
(I+p)x(0+(1-0)"™) =1+p)x(20-c). 2)

8
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Figure 1. Persuasion on the simplest possible network. Sender-optimal slant and expected total action as a function of p. Subscribers are
solid blue.

Now, suppose that both citizens are subscribers. For each citizen, subscription is incentive
compatible, so now the constraintis V () > ¢+ pV (B) . The maximum slant compatible with this

constraint is

. 3 1 _c
ﬁ(”)‘l_e(e 1_,9)’ (3)

and the total expected action is

2(9+(1—0)ﬁ*):2(29—1fp). 4)

The sender-optimal subscription structure is now a function of probability p, a network char-

acteristics. One subscriber is optimal as long as

(1+p)><(29—c)22(20—1fp).

When p = 0, the two-subscriber structure is optimal as 2 (20 —c¢) > 20 — c. This is intuitive:
when there is no communication between citizens, the problem is equivalent to a single-receiver
persuasion. Vice versa, when p gets closer to 1, the subscriber’s incentive constraint in the two-
subscriber structure becomes so tight that the maximum slant * in (3) approaches 0, so there is
no persuasion at all. In this case, a subscriber with a slant ™ is sender optimal (see Figure 1).

The following Proposition 1 fully characterizes the optimal level of slant as a function of p.



Proposition 1. (i) There exists a thresholdp = p(0,c) such that for any p, 0 < p < p, the two-
subscriber structure is sender-optimal, and for any p, p < p < 1, the one-subscriber structure is
sender-optimal.

(ii) The sender-optimal slant is at the maximum when p = 0, is monotonically decreasing over

[0,p], and is constant, at the maximum level p™, over [p, 1].

The proof of Proposition 1 consists of two observations. First, the total expected action with
two subscribers described in (4) is a decreasing function of p, while the total expected action with
one subscriber in (2) is an increasing function of p. The total expected action with one subscriber
is smaller than with two subscribers when p = 0, while when p is approaching 1, itis larger. There-
fore, there is aunique intersection. (See Figure 1.) Part (ii) follows from the formula for the optimal
slant (3) and the fact that with one subscriber, the slant should be at the individual maximum level
pmax

Figure 1 illustrates how incentive constraints put a limit on the extent of information manipu-
lation that the regime can rely on. Persuasion is effective when the edge probability p is very low
(close to 0) or relatively high. In-between, the incentive constraints force the regime to make the
signal more informative, and thus information manipulation less successful. For intermediate
values of p, the presence of social ties is a constraint on the ability of the authoritarian regime to
manipulate information.

Above, we focused on pure-strategy Nash equilibria; in mixed-strategy equilibria of this game,
the network impact is qualitatively the same. Indeed, consider the case V() — ¢ < pV (), which
isequivalentto 6 — (1 -0)p < ﬁ. (Otherwise, the game has a unique Nash equilibrium in strictly
dominant strategies, in which both citizens subscribe.) A unique mixed-strategy equilibrium has

the form (¢S + (1 — ¢) N, ¢S + (1 — ¢) N), where

VB —e (¢
v = p(l e—(l—@)ﬁ)'

Naturally, the higher is g, the lower is ¢ () : the lower is the value of information, the less weight
is on playing subscribe S.

The expected total amount of action in the mixed-strategy equilibrium is

TVE (B,p) = 2(¢(1+p) - ¢?p) (0+(1-0)p).

Maximizing the total expected action in the mixed-strategy equilibrium, TM¥ (g, p) , with re-

spect to slant g involves the same trade-off as in pure strategy equilibria analyzed above. A higher

10



slant g results in a higher probability of action (6 + (1 — 6) §) by anyone who receives informa-
tion, either directly or via the network, but reduces the willingness to subscribe and thus tightens
the incentive constraint (0 -(1-6)p= ﬁ) . This, in turn, results in a lower ¢ () , weight on the
strategy to subscribe S.

In Section 6, we use the more general notion of correlated equilibrium (Aumann, 1987; Berge-
mann and Morris, 2019), which includes all Nash equilibria, that is, both pure-strategy and mixed-
strategy. The correlated equilibrium is specifically suitable for analysis of authoritarian propa-
ganda as the authoritarian leader, in addition to choosing the sender-optimal equilibrium in the
persuasion stage, can now coordinate citizens’ actions in the subscription stage. Naturally, giving
the regime the opportunity to prescribe (in an incentive-compatible way) who receives manipu-

lated information directly allows to increase the impact of information manipulation.

4 Setup

Consider an environment in which information is acquired not only from the primary source, e.g.
a radio or a newspaper, directly but indirectly from other members of the network. There is a
network X that consists of nodes x € X that correspond to citizens and links (edges) (x, y) € E(X),
which are binary subsets of X. The only restriction on X in the general model is that it is undi-
rected, finite, and connected. If the network X was not connected, the analysis will be the same
for each connected component separately. In the discussion in Section 6 and in the Appendix, we
consider some examples of infinite networks, which sometimes better approximate the real world
or are easier to analyze than finite ones.

There are two possible states of the world, s € {0, 1}. Each citizen x € X has to make, ultimately,
an individual action, a, € {0, 1}, and payoff of each citizen depends on the state of the world and

the action taken as follows.

uc(ay=1,s=1)=uy(a,=0,s=0) =1,

Ue(ay=1,s =0) =uy(a, =0,s=1) =0.

The common prioris P(s =1) = 6 < % which guarantees that the default action in the absence of
information is a, = 0.

Prior to taking action, each citizen x decides whether or not to subscribe to the media that

11



. o (b) Blue dots: the set of subscribers S(X) c X, i.e.
(a) The network X: the set of citizens with links E(X)  jtizens that are informed directly via media.

between them.

e
o '\.
.\O F.

A
°}/LM/ s

0—=o (d) Light blue: those citizens that become in-

(c) Random realization of links: information flows formed via realized links. Each cluster of con-
through links R(X) (dark). nected citizens contains at least one subscriber.

Figure 2. The setup: a network; the set of citizens who decided to pay the subscription cost; the (randomly)
realized links between citizens; the set of informed citizens after the links’ realization.

provides an informative signal s € {0, 1}. The signal is structured so that
9
O0+(1-06)p
P(s=0[s=0)=1,

P(s=15=1) =

where g, the slant, is the control parameter of the authoritarian leader (the sender). (Kamenica
and Gentzkow, 2011, results guarantee that this is the optimal persuasion scheme in this setup
with one receiver.) There is a price of subscription, ¢ > 0; we assume that ¢ < 0. If a citizen is
indifferent, she subscribes.

With probability p, each citizen x gets information from any citizen y such that (y, x) € E(X).
This is modeled using the Erdés-Rényi random graph approach (Jackson, 2008): given network
X with the set of links E(X), each link in E(X) disappears with probability 1 — p and information
flows through the remaining links R(X). When there is a path of links connecting citizens x and y,

i.e, (x,y) € R(X), they have the same information. Figure 2 illustrates the setup: the network X,

12



the set of citizens who decided to pay the subscription cost, marked blue, one random realization
of links between citizens, R(X), and the set of informed citizens after the links’ realization (blue

and light blue informed, while — uninformed).

Definition 1. Given the sender’s choice of B, an equilibrium on network X is defined by the subset of
subscribers S(X) such that no citizen would want to change her subscription choice: any x € S(X)
prefers subscription to no subscription, and any y € X\S(X) prefers no subscription. Based on the

information that citizens receive, each citizen x’s action a, € {0, 1} maximizes their expected utility.

The leader maximizes the expected amount of action 1. We focus on sender-optimal Bayes-
Nash equilibria in pure strategies. (The discussion of correlated equilibria is relegated to Section

6.)
5 Analysis

We start by observing that our model exhibits natural features of information flowing through a
social network. For any given set of subscribers who receive information directly, the higher the
probability p that the signal passes from one citizen to another, the higher the impact of propa-
ganda. For an individual citizen, the probability that information reaches them from sources de-
creases with the lengths of possible paths and increases, with the others’ subscription choices

fixed, with the number of paths that lead to this citizen.

5.1 Networks and Limits to Information Manipulation

While general properties — information reaches a citizen with lower probabilities when the length
of a chain connecting to a source is longer; information penetrates with a higher probability when
the network is more dense — are true in any equilibrium on any network, substantive comparative
statics requires a tighter equilibrium characterization. Next, we show that if the network X is com-
plete, i.e., any citizen is potentially connected to any citizen, then, for any slant g, there exists a
pure-strategy equilibrium in the subscription game.

First, observe that if V() < ¢, then no one buys a subscription, which is an equilibrium. No-
body acts in this equilibrium. If V() > ¢, then those who receive the signal as subscribers or

through the network will follow the signal in equilibrium (a, = §) as the condition to do so is

V (B) > 0.

13



Now, suppose that V() > c, and start with any citizen x € X. Let x become a subscriber. Let
g(m, p) denote the probability for a non-subscriber to receive information if there are exactly m
subscribers in the network with edge probability p. Then, if for any citizen y € X\{x}, V(B) < g(1,
p)V (P) + ¢, then the structure with one subscriber is an equilibrium. If there exists an citizen y # x
such thatV(g) > g(1, p)V(B) + ¢, then let y be another subscriber, and repeat the procedure until
the network is exhausted. This is possible because if there exists another citizen who prefers to
become a subscriber, then none of the existing subscribers would want to change their mind after
the new subscriber joins. So, we demonstrated that for any finite complete network X and any g,
there exists an equilibrium.

Our next goal is to describe the sender-optimal equilibrium. If there are m subscribers, the
probability that the signal reaches a non-subscriber is g(m, p), which is an increasing function of
both m and p. The incentive constraint for subscribersis V () > ¢ + g (m, p) V (g). If the number

of subscribers and the slant is optimal given p, then the constraint is binding,

C
VB)=7——7—"—
D=1z g(m,p)
and the optimal slant is
‘=L g ¢
b0 =125 (0 =) ©)

Then the maximum expected action with m subscribers is

T(m,p) = (m+(N-m)xg(m,p))x(6+p (p)(1-0))
Cc
= (m+(N—m)><g(m,p))X(29—m)

The sender-optimal equilibrium has the following form: there exist thresholds 0 < py_; < ... <
P, < lsuchthatforanyp € [p.,p,_1]|, there are exactly k citizens who subscribe. To demonstrate
the existence of the thresholds, one can use induction on the optimal number of non-subscribers;
that is, start with m = N, show the existence of p,,_;, and go downwards to m = 1.

When p = 0, the optimal number of subscribers is N and the sender-optimal slant is g* = g™2X.
Asinthe proof of Proposition 1, the expected total action with N subscribersis N (6 + ™ (1 — 0)).

The expected total action with any number of subscribers m < N cannot exceed

(N -1+g(m,p)) (6+p™(1-0))

as the slant cannot exceed ™* and g(m, p) < 1if p < 1. Thus, N subscribers are optimal when
p = 0 and in its non-zero vicinity. The optimal slant *(p) = 35 (6 - l_ch_Lp)) decreases over

this interval. This gives us the induction base.
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Figure 3. Optimal persuasion with N = 3. Subscribers are solid blue.

For induction step, start with m < N and the maximum point p,,+; at which T(m + 1, pj41) >
T(m, pm+1). Let us show that there exists a point p > p;,+1 such that T(m, p) > T(m + 1, p). Then,
take p,, to be the minimum point satisfying T'(m, p,,) = T(m + 1, p;,), and this will complete the
induction step.

So, it remains to show that there exists p such that T(m+1,p) =0 :

c
1-g(m+1,p)
Such p exists as the right-hand side goes to +o when p increases. At this point T'(m, p) > 0 as

20

20 =

implies 20 > m

Next, take p,, to be the minimum point satisfying T'(m, p) = T(m+1, p). There exist solutions to

_ c
~ 1-g(m+1,p)

this equation because the maximum expected actions T (m, p) are continuous functions of p for
any m < N; thus, their envelope function T*(p) = max,,{T(m, p)} is also a continuous function
of p. This completes the induction step and the proof of the following Proposition 2. (Figure 3

illustrates Proposition 2 when N = 3.)

Proposition 2. Suppose that network X is complete and has N citizens.

(i) There exist thresholds0 < py_, < ... < p, < 1 suchthatforanyp € |p,,py_,|, there are exactly
k citizens who subscribe in a sender-optimal equilibrium.

(ii) The sender-optimal slant p* (p) is strictly decreasing over each interval [ﬁk,ﬁk_l] ,k=1,..,N.

It is constant, f* (p) = ™, on [171, 1] .

In particular, Proposition 2 establishes that for anetwork of any size N, there is a threshold edge
probability p; = p,(N) < 1 such that for any p > p,, there is a single subscriber, and the optimal
slant is M2 as the only constraint is the unique subscriber’s incentive compatibility constraint.
This is a corollary to the celebrated Erdés-Rényi theorem: in any complete graph, the probability
that the resulting network is connected tends to 1 as long as the edge probability p exceeds the

threshold %Y (Erdds and Rényi, 1961; Jackson, 2008).*

4This is exactly the characteristic of the Erdés-Rényi approach that makes it a poor approximation of real-world social networks: when
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5.2 Adding Citizens and Links

While results of the previous subsection are entirely predictable, they allow one to obtain, in
generic situations, some results that challenge the naive intuition with respect to increase in the
number of citizens in the social networks and the number of links between them.

Start with comparative statics with respect to the number of citizens in the social network. Us-
ing Proposition 2, we will show that the impact of an additional citizen in terms of optimal slant
and expected action depends on the edge probability p. When p is low, adding one more citizen
to the network results in a lower optimal slant and lower expected action per citizen. (When com-
paring networks with different numbers of citizens, it is natural to focus on expected action per
citizen, rather than the total action.) In contrast, when p is high, adding a citizen to the network
results in a higher expected action per citizen. The reason for this is that the incentive constraints
bind differently depending on p.

Consider a two-citizen network X = {x, y} with edge probability p such that there are two sub-
scribers in the sender-optimal equilibrium (0 < p < p in Figure 1). Add another citizen z. If the
three-citizen network has three subscribers in the sender-optimal equilibrium (that is, p < p,
in terms of Proposition 2), then the expected action per citizen is lower with three citizens than
with two. This is because the optimal slant satisfies V (8) = ¢ + pV (B) in the case of two citi-
zens and satisfies V (f) = ¢ + (1 -(1- p)z) V (B) in the case of three citizens. The probability
that information reaches a citizen in the three-citizen network in the presence of two subscribers,
1-(1 - p)? = 2p - p?, exceeds p, which results in the lower optimal slant in the three-citizen case.
Since the probability that a citizen receives the signal is 1 (everyone is a subscriber), the expected
action per citizen is lower.

Alternatively, consider the same two-citizen network X = {x, y} with edge probability p high
enough so that only one citizen (say, x) subscribes to the sender-optimal equilibrium in the two-
citizen and three-citizen cases. In this case, the incentive constraint for a single subscriber is
V (B) = ¢, which results in the maximum optimal slant g™ = ﬁ (6 — ¢) . At the same time, the
probability that the information reaches non-subscriber in two-citizen network is p, while in the
three-citizen network itis 1 — (1 - p) (1 - p?) = p (1 +p — p?) > p. (If x is a subscriber, then the

probability that the signal does not reach z via the directlink (x, z) is 1 — p and does not reach z via

N is large, the “giant component” of connected nodes appears with an unrealistically high probability even if p is low. The “island model”
of Jackson and Rogers (2005) offers a reasonable approach to resolve this issue. A realistic model would include few links between tightly
connected ” islands”. In each island, the percolation of information will be high; between islands, it will be low.
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(x,y) and (y,z) is 1 — p%.) So, in the three-citizen network, there is a higher probability of getting
the signal for each of the two non-subscribers and the same slant as in the two-citizen network.
Thus, the expected impact per citizen is higher.

In summary, when p is high, citizens in a larger network will have to consume a higher slant
and have a lower expected utility. In contrast, when p is low, a larger network is a bound on per-
suasion: with additional citizens, the incentive constraints tighten and the impact of persuasion
per citizen is lower. Note that both results are not “limit” results: they hold for non-infinitesimal
intervals. It is fairly reasonable to assume that many citizens have, in fact, low ps. Furthermore,
with many citizens, the non-monotonicity in the expected action per citizen might arise — again,
non-infinitesimally — around any of the thresholds described in Proposition 2.

The same example can be used to demonstrate the non-monotonic impact of adding or re-
moving a link in an existing network, a standard exercise in network studies. Indeed, consider
a network X with nodes {x, y, z} with only two links, (x, y) and (y, z). When p is low, the optimal
subscriber structureis S(X) = {x, z} and addinglink (x, z) forces the sender to reduce the slant; the
impact of propaganda becomes smaller as there is more crowding-out effect. At the same time,
when p is high, S(X) = {y}, p* = p™* and the addition of the link (x, z) increases the impact of
information manipulation, as both citizens x and z receive the same information from the sub-

scriber y with a strictly higher probability.

5.3 The Role of Influencers

Consider a simple star network, i.e., a tree network with a single root and branches of length 1.
Locally, any network in which there cannot be more than one link between nodes is a star net-
work. Naive intuition would suggest that the sender always prefers that the central citizen is a
subscriber and then the information is “spread” to periphery. However, this argument does not
take into account the negative externality: when the central citizen subscribes, this crowds out the

peripherals’ incentives to subscribe (and diminishes the probability of action that leader wants).

Example 1. Consider the network in Figure 4. The probability that information passes through
any link connecting two citizens is p; there is a non-zero cost of subscribing to the signal. For
different values of p, different levels of slant are optimal. If p is high enough (p > p;), the sender-
optimal structure is such that the slant is at its maximum compatible with an individual citizen

buying a subscription, the central citizen chooses to subscribe, while each of the peripheral citi-
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sender-optimal slant

0 121 P2 1
Figure 4. Equilibria as a function of p in the star network with two branches. Subscribers are solid blue. The optimal slant is
decreasing on [0, p2) and [p2, p1), and constant, at the maximum level, on [py, 1].
zens opts to receive information from the central one. If p is low enough (p < p»), then the impact
is maximized if everyone is a subscriber. Finally, for intermediate values of p, p» < p < pi, the
sender-preferred equilibrium is such that the slant is below the maximum level, the two peripheral

citizens buy a subscription each, and the central one receives information from them.

In Example 1, the sender has to reduce the slant at the intermediate levels of p to make the sub-
scription incentive compatible with peripheral citizens. If the central citizen buys subscription,
peripheral citizens would get information with probability p. If the peripheral citizens subscribe,
then the central citizen gets information with probability 1 — (1 — p)?, which exceeds p whenever
p # 0, 1. Therefore, the sender trades off a lower level of slant that induces the desired action to
have a higher probability that the signal reaches every citizen.

Example 1 shows that the sender of propaganda would not necessarily target the centrally con-
nected individual. In general, when a citizen with a high degree of centrality (an “influencer”)
receives information directly, this crowds out the incentives of those who can receive information
from this citizen. In Figure 5, when the edge probability p is sufficiently low, the sender would
prefer that every peripheral citizen becomes a subscriber, yet the central citizen, for whom the
incentive compatibility constraint is tighter, does not.> When p is high, the standard logic applies:
the impact is maximized when the central citizen is a subscriber (solid blue), and other receive

information from her. Proposition 3 provides formal results for any star network.

Proposition 3. Let X be a star network connectingr + 1 citizens.

5Jackson and Yariv (2011) discuss the best-shot public goods game, a game of local public-good provision, first analyzed by Bramoullé
and Kranton (2007) and Galeotti et al. (2010), as an example of network games with externalities. In a model of information diffusion in a
development context, Akbarpour and Jackson (2018) have an effect similar to that in Example 1: the optimal seeding structure might target
peripheral, rather than the centrally connected citizens.
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low p high p

Figure 5. The sender-optimal equilibrium structure for different levels of p in a star network. Subscribers are solid.

(i) There exist thresholds0 < p, < ... < p; < 1 such that for anyp € [py, Pi_1| , there are exactly
k citizens who subscribe in a sender-optimal equilibrium.

(ii) The sender-optimal slant §* (p) is strictly decreasing over each interval [p;, pr_;|  k = 1, ...,
r+ 1. It is constant, p* (p) = p™*, on |p,, 1] .

(iii) The central citizen is a subscriber in a sender-optimal equilibrium ifand only if eitherp < p,,
orp = p;

Part (i) implies that the set of subscribers in the sender-optimal equilibrium (weakly) shrinks
with p. When p is close to zero, the incentive compatibility constraint is not binding to every sub-
scriber. The first subscriber to have the constraint binding is the citizen at the center of the star
X :, so the first threshold p, is determined by this constraint. In fact, when all peripheral citizens
are the set of subscribers, the probability that a peripheral citizen receives information from other
r — 1 peripheral citizens is p (1 -(1- p)"l), where 1 - (1 — p)" ! is the probability that the central
citizen received a signal from these citizens. So, the incentive compatibility constraint for the sub-

scriber yields the probability that the signaliss = 1of py+ (1 - p) 8 = % (u - W) , and

the total expected amount of action is equal to (r + (1 - (1 - p)")) 7 (u - ) .Then, the

[
1-p(1-(1-p)"")
threshold p, is determined by the equation

B c _ 1+r (
l—p(l—(l—p)r_l) l+r-(1-p)

p p-c(d-p)7). (6)

The optimal slant is determined by the central citizen’s incentive compatibility constraint.
Although technically straightforward, Proposition 3 challenges the conventional wisdom about
targeting “influencers”, citizens with a high degree of centrality. When p is low, they are the worst
possible target for influence. This effect is not confined to our particular setup: e.g., suppose that
the government is choosing to allocate one free subscription in a star network, and the cost of

subscription ¢, is random, say ¢, ~ U[0,2c]. When p is high, the optimal allocation of the free

19



subscription is the central citizen. However, if p is relatively low, the government has to take into
account the crowding-out effect. Allocating a free subscription to a peripheral citizen will have
less of this effect: there will be a higher probability that peripheral citizens become subscribers on
their own. This result extends to any network: provided that an equilibrium exists, citizens with
high degree of centrality may not be the optimal direct receivers from the leader’s standpoint.

Instead, the leader would prefer to have citizens with low degree of centrality to be subscribers.

6 Discussion and Robustness

In this Section, we discuss implications of our theory. In particular, we show that an authoritarian
regime benefits more from information manipulation in two extreme opposites: when the prob-
ability of information passing by from one citizen to another, p, is close to 1 and when this proba-
bility is close to 0. Also, we relax the assumption that each citizen knows the entire network when
making their decision about how to acquire information; the model works if the only informa-
tion available to a citizen is their own connections and distribution of connections across nodes.

Finally, we discuss what happens if the leader cannot fully commit to the information design.

6.1 Manipulating Social Network

The results of our analysis so far demonstrated that even in a totalitarian dictatorship, which shuts
down all sources of alternative information, a limit on the impact of propaganda stems from in-
centive compatibility. Not surprisingly, the states that have extensively used multiple propaganda
campaigns have almost exclusively been states that consistently persecuted people for informa-
tion exchange outside of the state purview. For example, in the Soviet Union, the government
discouraged any kind of social activity, even strictly non-political one, outside of the institution-
alized, and government-sponsored, venues and channels.

Our model provides a perspective on this observation. If the sender takes the probability p as
given, her optimal choice is a function of p. What happens if the sender has the ability, in addition
to choosing the optimal slant, to choose the edge probability p? Proposition 4, technically trivial,

answers this question.

Proposition 4. Suppose that the government chooses both p, the probability that information

passes through the network and the level of propaganda 8, to maximize the expected amount of
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action. Then its optimal choice of p is either p* = 0 or p* = 1, and the propaganda level is at its

maximum: * = M,

The proof of Proposition 4 is straightforward. By choosing p* = 0, the government forces ev-
eryone to buy subscription. Then, choosing * = ™® maximizes the expected average amount
of individual action, as choosing any g > ™® would result in citizens not subscribing. Alterna-
tively, if p* = 1, then there will be a single subscriber and every other citizen will receive the same
signal with probability 1. Again, choosing * = ™* maximizes the expected amount of individual
action.

Both of the two extreme edge probabilities, p* = 0 or p* = 1, result in a sender-optimal equilib-
rium. Still, the regime of p* = 0, under which the government chooses to shut up all the channels
of information exchange, forcing everyone to subscribe to propaganda, is different from that of
p* = 1, the regime of unrestricted networking. Suppose that the opportunity cost of subscription
for each citizen x € X is a random variable. Then, with p* = 0, choosing any * would result in
a different fraction of citizens becoming subscribers. With p* = 1, the impact of propaganda is
greater: optimal * should maximize the probability that the minimum of citizens’ costs is such
that the incentive constraint for the subscriber is satisfied. Even if the government chooses p, the
impact is still limited by the probability ex ante 6 that citizens attach to the state when the action
a = 1 is preferred. If the government has the means to reduce c, the cost of subscription, the

impact will always be greater.

6.2 Network Knowledge

In the main setup, we assumed that each member of a network knows the whole network; each
citizen’s decision to pay the price of acquiring news was a best response to other citizens’ deci-
sions. This was a realistic assumption when the network size was small; it allowed us to interpret
our results as describing what happens in the immediate network vicinity of a citizen. At the same
time, this is a major limitation when the network size is substantial: the assumption that every
person’s action is a best response to decisions of every other member of the network is unrealis-
tic. Here, we show that the results of our analysis extend naturally to a standard model of a large
network (e.g., Galeotti et al., 2010), in which each member knows how many contacts they have,
but rely only on the general assumptions about the distribution of the number of contacts of other

citizens.
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To model the uncertainty that citizen x faces with respect to the neighborhood network, con-
sider the set of all possible networks with N nodes, where N is a very large number. For each
citizen x, let ky (g) be the number of citizens that are directly connected to x. Let P denote the
degree distribution of the network; P(k) is the frequency of degree k. Then the frequency in the

induced distribution of neighbors’ degrees for any node of degree j is given by

_JP()
Ep[k]’

P(j)
where Ep|[k] is the average degree in the network. Following Galeotti et al. (2010), we assume that
there is no correlation between the degrees of nodes; as discussed in Galeotti et al. (2010), the
proper realization of this model requires an infinite number of nodes, e.g., the so-called configu-
ration model of Bollobés (1980).

Now, the trade-off each citizen faces is to pay ¢ and receive V() with probability 1 or to rely
on her network to receive this information. The probability that the citizen receives information
depends on the number of links connecting them with other citizens. Let p(k) be the expected
probability that citizen x with the network degree k receives information through the network.
Given that the only information on which the citizen relies is the degree of this citizen’s network
and that the information passes through each link with independent probability, p(k) is an in-

creasing function of k = 0,1, 2,.... A citizen of degree k bears the cost c to get information if and

only if V(B) — ¢ > p(k)V(p), or, equivalently, if

c
0-p(1-0) > ————.

p(A-0) 21— (0
Since p(k) is a monotonically increasing function and the left-hand side does not depend on k,

we have proved the following result.

Proposition 5. For any p < ™, in a unique equilibrium of the model, there exists a threshold
k* = k* (B) such that any citizen that has k < k* links makes a costly information acquisition; those
citizens that have more than k* links rely on these links to receive information. Citizens with exactly

k* links randomize over two ways of receiving information.

The underlying logic is as follows. Well-connected citizens have a high probability of receiving
information, which they need to base their actions on, from their network connections. In con-
trast, isolated citizens need a subscription to receive information on their own; otherwise, they are
unlikely to get the signal. As a result, the willingness to spend resources to acquire information is

inversely related to the network centrality. Thus, the result that the leader will not want to target
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the centrally connected citizens does not depend on the assumption that the network structure is

known to everyone; it holds in the case of a limited network knowledge as well.

6.3 The Role of Commitment

The assumption of the leader’s full commitment to information design simplifies the technicali-
ties but is not necessary for the bulk of our analysis. Consider a more general model that does not
assume full commitment on the sender’s part. As in Lipnowski, Ravid and Shishkin (2022), let us
assume that with probability g, the government has the opportunity to manipulate the outcome
ex post, that is, the commitment to the information design fails. Thus, in the particular case where
q = 0, this is a Bayesian persuasion (Kamenica and Gentzkow, 2011). With g > 0, it is a more
general model of persuasion, which does not require the full commitment assumption. The case
q = 1 corresponds to the Crawford-Sobel “no commitment” communication protocol (Crawford
and Sobel, 1982).

With the changed assumption, the maximum slant that the leader would use if there were only
one subscriber:

1 1

max _ _ —~ (_— _ _
p “1-4 T—¢0-©—al

The other calculations of, for example, Section 3, remain unchanged. We will need to assume
thatg < ﬁ (0 — ¢) ; otherwise any persuasion is impossible in this setup. Lipnowski, Ravid and
Shishkin (2022) show thatin this (or a more general) environment Bayesian-persuasion-like infor-
mation manipulation is effective. Our results that connect authoritarian propaganda to network

analysis extend to this environment as well.

6.4 The Autocrat’s Coordination Power

For any finite network X, the existence of a Nash equilibrium in the subscription game is guaran-
teed by the Nash existence theorem. In Sections 3-5, we focused on pure-strategy Nash equilibria
in the subscription game. In particular, we fully characterized them in the case of a complete
network and a star network with any number of nodes. It can be demonstrated, by elementary
methods, that a pure strategy Nash equilibrium exists for any circular or linear network, including
the infinite linear network X = Z. In the case of the infinite two-dimensional lattice, X = Z?2, it can
be shown, by methods of percolation theory, that a pure-strategy Nash equilibrium exists for some

combination of parameters 6, B, c and does not exist for some combinations. (See the Appendix
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for results and counterexamples.) It is reasonable to conjecture that a pure-strategy equilibrium
exists for any § and any finite network X.

Here, we describe mixed-strategy and correlated equilibria for the simplest possible network
that we analyzed in Section 3. The description demonstrates that both types of equilibria feature
the same incentive-constraints limits on amount of persuasion that can be done by the sender.

The case of correlated equilibria has a substantive meaning in the context of authoritarian pro-
paganda. The concept of a correlated equilibrium, an alternative solution concept for a normal-
form game offered by Robert Aumann (Aumann, 1974, 1987; Bergemann and Morris, 2019) as-
sumes an imaginary social planner who sends correlated signals to players, who then rationally
choose their strategy in the normal-form game. That is, as if the authoritarian leader had a further
control: in addition to having citizens to rely on the slanted information, she suggests to subscribe
or not to subscribe depending on the signal that she sends them. Still, as in any rational choice
model, once they received her suggestions, they, knowing the rule that she uses to signal them,
make their payoff-optimizing choices.

In what follows, we show that giving the sender an additional power to coordinate, in an
incentive-compatible way, the actions of receivers increases the effect of information manipula-
tion. At the same time, the limits of propaganda that we studied in the context of Nash equilibria
(a particular case of correlated equilibria, Aumann, 1974) are still in place in the case of general
correlated equilibria as well.

Consider the one leader-two citizens game of Section 3. Let us find all correlated equilibria in
this game. We need to focus on the case V() — ¢ < pV(p) as otherwise there is a unique Nash
(and a unique correlated) equilibrium that maximizes the expected total action. All (symmetric)

correlated equilibria can be described as follows:

P((S,N)) P((N,S)) =4,

P ((S,9))

1-2A4,

with A € |0, %] . (Obviously, it does not make sense to attach a non-zero probability for the corre-
lated action (N, N)).

In a correlated equilibrium, each player i € {1, 2} gets part#; € {S, N} of the signal (1, ).

1-22

P(t = n= = —,
(2 Sln=38)=7—
P(t, = Nif=S)=—
2 - 1= _I—A,
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P(ty = N|np=N)=0,

P(ty = Sl =N)=1.
Using these conditional probabilities, calculate

Euy (S|t

) =V(p) -c,
21

S) = PV(ﬁ)ﬁ

Eui(N|t

which means that when 1, = S, the correlated equilibrium definition requires

V(B -2 pV (B @)

Similarly,

Euy (Sl = N)=V(p) -c,
Eui(N|y = N)=pV(p),

which means that when , = S, the correlated equilibrium definition is automatically fulfilled.

From (7), one can derive the condition that guarantees that this is a correlated equilibrium,

L c-(A-pV(p)
~@p-1V(p)+c

The expected total amount of actionis (2 (1 — 21) + 2A (1 + p)) (6 + (1 — 6) B) , which is maximized

(for a fixed ), when A is as low as possible, i.e.,

c-(A-p)V(p)
@2p-1V(p)+c

A(B) = 8

Let us show that A (g) is an increasing function of 8. In (8), when V() goes up, then A(8) goes
down. Then, when g goesup, V () = 0 — (1 — 0) p goes down, and A(f) goes up.
This means that the expected total action in the sender-optimal correlated equilibrium T¢F (B)

isaproductofadecreasing functionof, (2 -2 (1 — p) 1 ()),and anincreasingone, (6 + (1 — 0) B) .

T°F (B, p) (2(1-2A(B) +2A(B) (1 +p)) (0 +(1-6)p)

c+pV(p)
Per@ v T TOP

Asin our analysis of Nash equilibria, there is a trade-off between increasing the amount of slant

in the signal that makes citizens act sender-optimally more frequently and limiting the frequency

with which both citizens subscribe.
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Finally, as a Nash equilibrium is a correlated equilibrium, but not vice versa, the expected total
action in the sender-optimal correlated equilibrium is at least as high as in a sender-optimal Nash
equilibrium. In fact, it is almost always strictly higher when the optimal subscription structure
involves a single subscriber. Indeed, because 1 () < % for any g, the expected total amount of
action in this (sender-optimal) correlated equilibrium is higher than in any of the two (S, N) and
(N, S) pure-strategy equilibria. (To see this, one needs to show that (2 (1 — 21) + 2A (1 + p)) > 1+p,
which is true whenever 1 < %.) An authoritarian leader that can, in addition to optimal informa-
tion manipulation, could make suggestions what her subjects play in the subsequent game, has

additional power over her subjects.

7 Conclusion

In modern authoritarian regimes, information manipulation is a critical tool of power control.
This paper offers a basic model of authoritarian propaganda combining the simplest possible
model of information manipulation with the least restrictive definition of a network. In the model,
information decays flowing from a source, which creates a trade-off for any citizen: receive, at
a cost, information on their own or rely on network neighbors who might or might not pass the
information. This complicates the task of persuasion for the regime as citizens are willing to bear
the cost of listening to (propaganda-infected) news only if the news contain a sufficient amount
of truthful information. A higher slant chosen by the sender increases the probability that those
who receive signal would do what the sender wants, but further reduces agents’ willingness to
subscriber. When the network is dense, optimal propaganda needs to be less biased, because oth-
erwise the subscription rate would fall. As it turns out, optimal information manipulation, from
the regime point of view, depends on the characteristics of the network, including its topology and
the probability that information passes from one citizen to another. If the regime can choose who
are the direct recipients of information, it might be interested in peripheral and isolated citizens,
rather than “influencers” who have a high centrality in the network, subscribing to information.
If the regime can influence the social network architecture — as the Soviet regime tried — it gets
the maximum propaganda impact when citizens are isolated from each other — as Soviet citizens

arguably were.
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APPENDIX

In the body of the paper, we assumed that the social network X is finite. While the advantage of
such a model is that it works well when X is small, which is helpful to analyze the near vicinity of
an individual, an infinite network might be a better real-world approximation. In the Appendix,
we start with an infinite linear network X = Z. Then we compare the cases X = Z and X = Z2,

which are dramatically different in terms of sender-optimal persuasion.

Al Infinite Linear Network

Fixany g, 0 < g < ™. We will focus on symmetric equilibria on network X = Z; that s, equilibria
that have the same number of non-subscribers between each neighboring pair of subscribers.
Proposition Al establishes existence and provides an estimate for the difference between the equi-
librium with the minimum distance between subscribers (which is sender-optimal with fixed g)

and the maximum distance.

Proposition Al. Let X = Z be a network, and consider any slant .

(i) There exist two integer thresholds a = a (p, B,c) andb = b (p, B, c) such that for any integer
d,a <d < b,S% = {dn|n € Z} is a symmetric equilibrium set of subscribers, and for any d < a or
d > b, S% is not an equilibrium set.

(ii) The threshold a that defines the sender-optimal equilibrium on X satisfiesa < [g] , Where

Lt] denotes the integer part of a real numbert.

Proof. (i) We will prove that there exists an m € Z, such thatthesetS” = {mn|n € Z} is an equilib-
rium subscription set. We need to find m such that, if S is a subscriber set, then, for any x € S,

the IC constraint looks as follows:

(1-a=-pm?)v B <vp)-c

or

2p™ — p?M < A, (Al)

ifwe denote A =1 - ﬁ and note that 1 — (1 — p™)? = 2p™ — p?™.If such m exists, we will need to
check whether or not the IC constraint is satisfied for every non-subscriber as well.
Observe that the function ¢ (x) = 2p* — p?* is non-negative, single-peaked on [0, +c0), and is

converging to 0 when x approaches +oo.
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Start with the case when A > arg max;,»o {2p™ — p*™} . Then S° is an equilibrium subscription
set; everyone is a subscriber.

Now, suppose that A < argmax,,»o {2p™ — p*™}. The fact ¢ (x) is converging to zero guar-
antees that the set {m|2p™ — p*™ < A} is non-empty. Take m* = min {m|2p™ — p™ < A} . What
remains to check is that if ™ is the subscriber set, than for any x ¢ S ™" the incentive constraint
is satisfied.

Suppose, on the contrary, that there exists an x € Z, 0 < x < m (so distance to the next
left-ward subscriber, 0, is x, and to the next right-ward subscriber, m, is m — x) such that 1 —
1-p)* A -p)™"* =p*+p™*-p™ < A. Without loss of generality x > m — x. Then p™~* < p* as
p < 1, and therefore p”~* (1 - p™™) < p* (1 - p™¥) = p* — p™ *. This yields

2pm—x _ pZ(m—x) < px + pm—x _ pm <A,

which contradicts the choice of m* as the minimal integer satisfying (Al).

(ii) Asinpart (i),leta = a (p, B,c)and b = b (p, B, ¢) be the minimum and the maximum number
of non-subscribers between two subscribers in an equilibrium, respectively. Denote S” the corre-
sponding set of subscribers, S” = { (b + 1) n| n € Z} . Observe that S% = {([%J + 1) n‘ n € Z is also
an equilibrium set of subscribers. Indeed, if there were b + 1 agents between two subscribers, the

agent [%J would want to subscribe by construction of b. Sincein S z every subscriber is in exactly

the same position as this L%J ' agentin S?, and the distance between any two other subscribers is

closerin S thanin S, S7 defines a symmetric equilibrium. So, we just demonstrated that a < |2].

Naturally, for each g, the sender-optimal equilibrium set of subscribers is S* as this equilib-
rium features the highest frequency of subscribers. As every non-subscriber may receive infor-
mation from her neighboring two subscribers only, the minimum distance between subscribers
guarantees that the probability that information reaches non-subscribers is at the maximum. The
optimal slant on X = Z satisfies ¢ = V(g*) (1 - p“*)2 , where a* = ming {a ()} . In higher dimen-
sions, the story will be very different as the specifics of one-dimensional case is that nobody could

receive any information but from their immediate neighbors (see Section A2). O

Al.1 Finite Linear Network.

Part (ii) of Proposition Al can be used to prove existence of an equilibrium on a finite linear net-

work. We will use the same thresholds a = a (p, B, ¢), the minimum number of non-subscribers
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between two subscribers in a symmetric equilibriumon Z,and b = b (p, B, ¢) , the maximum num-
ber. Proposition Al established thata < |%].

Consider a finite linear network X and make the left-most agent a subscriber. Choose b + 2t
agent on X to be a subscriber, so that there is no agents who would want to subscribe between the
first and second subscriber. Suppose that there is no such subscriber, i.e. the number of agents in
X, |X|, does not exceed b + 1. If | X| is between a and b, making the right-most agent a subscriber
results in an equilibrium. If the length of the network X is less than a, and there exists d such that
d<api<l- #ﬁ), make the agent d + 1 a subscriber. If there are non-subscribers to the right of
d + 1 who want to subscribe, move the subscriber from d + 1 right-ward. Since |X| < a, moving a
final number of steps will be sufficient, and there cannot be would-be subscribers in-between the
two by construction of a.

Now suppose that we made agents 1,b + 2, ..., (b + 1) + 1 subscribers and [ is the largest such
number satisfying/ (b + 1) +1 < [X|.If | X| -1 (b + 1) — 1 < d, this set of subscribers is equilibrium.
If | X]-1(b+1) -1 > a, there is no problem as well: making the right-most agent a subscriber
completes the equilibrium set. If | X| — I (b + 1) — 1 < a, make agent with number | X| a subscriber
and move subscriber ! (b + 1)+1 to theleftuntil | X| -1 (b + 1)-1 = a+1.Sincea < |4, the distance
between ! (b +1) +1and |X| - 1(b+1) — 1 exceeds [%J . Thus, we ended up with an equilibrium

subscription set. Formally, one can state the following result.

Proposition A2. Let X be a finite linear network. For any slant 3, there exists a symmetric equilib-

rium on network X .

A similar argument establishes that in any circular network, an equilibrium exists for any g.

A2 Persuasion and Information Percolation

Itappears that a small increase in network dimensionality leads to drastically different results with
respect to persuasion. This is a result of “percolation” (Broadbent and Hammersley, 1957; Kesten,
1980), the effect that is not present on linear networks, yet plays an important role whenever the
network is similar (locally) to two-dimensional lattice Z2.

We will need some basic definitions and results from percolation theory (Duminil-Copin,
2018). For any (connected) network X and one subscriber x € X, we define the connected
component Cy, a random variable with the values in all sub-networks of X that contain x. The

observed value of Cy is the set of all agents who received information from agent x. Now we can
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define the percolation function 6 (p) = P (|Cy| = ), the probability that the connected cluster
that originated in x contains infinitely many agents.

There is the following central result in the percolation theory: in many networks X, there exists a
critical probability p. = p. (X) € (0, 1) such thatforanyp < p., 0 (p) = 0and foranyp > p, 0 (p) >
0 (Kesten, 1980). When the edge probability is lower than the critical probability, the cluster that
starts with a single subscriber is finite with probability 1. Yet when the edge probability p exceeds
the critical threshold p.(X), the infinite cluster forms with a positive probability 6 (p) > 0 which
increases with p. For r-regular trees and multidimensional integer lattices, the function 0 (p) is

continuous on [0, 1] and is increasing on (p,, 1].

A2.1 Persuasion in Higher Dimensions.

In linear networks, each subscriber’s incentives are determined by the distance to at most two
other subscribers. Now, let us consider the following important environment, in which this is not
the case. Let X be an m—dimensional integer lattice, in which information flows in both direction
on each link. For each m, there exists a threshold p. (Z™) such that for any p < p. (Z™), the prob-
ability that a cluster that originates with a subscriber is, in expectation, of a finite size. In this case,

construction of a symmetric equilibrium is relatively straightforward.

Proposition A3. Let X = Z™ be an m—dimensional integer lattice, in which information flows in
both direction on each link and supposep < p. (Z™). Forany B, there exists a symmetric equilibrium

in the subscription game.

Proof. Let m = 2. A helpful observation is that if the structure is “symmetric” (see below), than the
value of non-subscription for each subscriber is the same.
Suppose that V(p) > c. We will consider the sequence of sets of potential subscribers Sy, i € N.

For each h, define the set
S% = {(2hl1,2hlg) , (Zhll + 1, Zhlg + 1) |ll, lg S Z}.

(S§ is the right display in Figure 6.) First, for each x € S?, the alternative value of subscription (the
amount of information that she receives from others), v, is the same. Second, it is decreasing in
h, asymptotically approaching zero. (This is the place where the assumption p < p. (Z™) is used.)
Thus, there exists h* such that vj-—; > V() — ¢ and v, < V() — ¢. To show that S(X) = Si* is the

equilibrium subscriber set, it is sufficient to demonstrate that any x € X\SZ, would not want to
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S1 S2

Figure 6. Sets of subscribers $; and S; (solid blue) in Z and Z?, respectively, result in the same frequency of subscribers, %,
but the maximum level of slant consistent with S, is lower.

subscribe. Observe that for any x € X \Si*, there exists at least one subscriber who is closer than
the distance between two subscribers on Si*—r

The proof for any m > 2 uses S;" in a similar way. O

Let us connect the frequency of subscribers in the network with the sender-optimal slant. To do
this, we will look at networks Z™ for different ms. Consider a sequence of lattices 2™, m =1, 2, ...,

with links {((x1, ...x7, o0, X)), (X1, X+ 1, ., X)) | (X1, ...X0, ..., X)) € Z™}, and the set of subscribers
S" = {(211, 2[2, vey Zlm) , (211 + 1, 2[2 + 1, veny Zlm + 1) |ll, lz, veey lm S Z} . (AZ)

(See Figure 6 form = 1and m = 2.)

In the larger dimensions, each non-subscriber is connected to more subscribers. Thus, if the
frequency of subscribers is the same, the slant compatible with the subscription structure should
be lower in higher dimensions. In other words, a network of a higher density puts stricter limits

on the persuasion power of the sender, than a less dense one.

Proposition A4. LetX = 7™, let the set S™ be defined by (A2), and let B, be the level of propaganda
that makes S,,, the equilibrium subscriber set for each m and guarantees the same average frequency

of subscribers of % Then B,, is a (strictly) decreasing function of m.%

While Proposition A4 is formulated for the average frequency of subscribers of % the results
should be true for other frequencies as well. The reason is that whenever n > m, each agent has
more links to receive information from in Z” than in Z™, and so the incentive compatibility con-

straint is satisfied for a lower level of propaganda.

6The incentive compatibility constraint for the non-subscriber is (1 -(1- p)z’") V(B) < V(B) — ¢, which is impossible to satisfy
simultaneously for every ¢ > 0 and every m € N. That is, the fully rigorous statement should be as follows. Let m = m (B,¢c,p) =
arg max {mlc <V(p) (1- p)z’"} . Given ¢, B, and p, By is a strictly decreasing function for k € [0,m] .
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A2.2 The Impact of Percolation.

Consider again X = Z™. For p < p. (X), the probability that one subscriber results in an infinite
cluster is 6 (p) = 0, which means that the regular structure described in Propositions A3 and A4
results in a higher expected average action than any one-subscriber structure. For p > p. (X), the
situation is different: with probability 8(p) > 0, the cluster C(0) is infinite. In this case, it is possible
that choosing ™2 results in a higher expected average action than in any regular structure.

Take m = 2, and consider the subscription structure S, (see Figure 6). Each neighbor y of any
x € S, receives information (not counting information from x) with probability 1 — (1 — p)® . Agent
x receives information from y with probability p (1 -(1- p)3) . Thus, agent x receives information

from someone with probability
4
fpy=1-(1-p(1-a-py)),

which is an increasing function of p with f(0) = 0 and f(1) = 1. The incentive compatibility con-
straint of the subscriber is satisfied if f(p)V(B) < V(B) — ¢, and the expected action per agent
is 5 (1+p) 4 (u - %) , which is non-negative. So, whenever p < p. (Z?) = 3, this structure is
preferable to that of a finite number of subscribers with g™,

Ifp > p. (Z?) = 3, then S, is stable as long as

c
V(p)

Inequality (A3) cannot be true for all pairs (¢,p), ¢ > 0, p > 0, yet for any p < 1, there exists a

(A3)

1—(1—p(1—(1—p)3))4sl—

threshold c(p) > 0 such that (A3) holds (and so S; is stable) for any ¢ < c(p).

When p is below the critical threshold p, (Z4), there cannot be an equilibrium with a finite
number of subscribers for any g < ™. Indeed, each subscriber generates, almost surely, a clus-
ter of second-hand receivers of a finite size. Thus, there is always an agent far enough from the
any finite group of subscribers that would prefer to subscribe.

When p is above the critical threshold p, (Z4), it is possible to have a finite group of subscribers

when g < ™M Indeed, suppose that

6 (p)V(B)>V(p)-c (Ad)

where 6 (p) is the probability that an infinite cluster forms; 6 (p) continuously maps [%, 1| onto
[0,1]. Asp > p. (%), the ergodicity implies that for any node x € Z¢, 6 (p) is the probability that x
belongs to the cluster that originates with the single subscriber (Duminil-Copin, 2018). Thatis, the
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N ﬁ N

Figure 7. In networks P; and P/, as well as in networks P, and P;, each agent has the same number of links (two and four,
resp.). When p is above a certain threshold, the government propaganda is more effective in P| and P,. However, in Pj, the
sender-optimal subscription set is a singleton if and only if p = 1, while in P, is a singleton whenever p is larger than some
p <l

probability that information reaches x is at least 6 (p), which makes her unwilling to subscribe.

Therefore, we can state the following formal result.

Proposition A5. LetX = 79, d > 2, and suppose thatp > p. (Z?) . Then, for any  such thatV (g) <
WC(,,)r any equilibrium has a unique subscriber. Vice versa, for any x € X, S(X) = {x} is an equilib-

rium set of subscribers.

Proposition A5 stands in a sharp contrast with the case of X = Z, in which a unique subscriber
is possible only when g = ™. In any network, if the choice of the sender is over equilibrium
structures with a unique subscriber, the sender-optimal choice is ™.

Because of percolation, the spread of information, and the limits to propaganda, are very dif-
ferent in Z and 72, and, more importantly, in networks which are locally similar to Z and 7. In
Example A2 below, we compare two networks, with each agent having the same number oflinks in
either of them, yet networks having different topology. As a result, the sender’s ability to persuade

receivers connected via such networks is different.

Example A2. Consider two pairs of networks in Figure 7: P; and Pl', and P, and le' In each pair,
agents have the same number of connections (2 and 4, respectively). In a sender-optimal equilib-
rium, it is easier to influence agents’ actions and maintain government support in P; and P,. In
particular, there exists a threshold p such that for any p > p, the government would survive for a
wider range of parameters with polity P, than with polity P;and with P, rather than P,. When p is
high enough (not necessarily close to 1), the sender-optimal slant in P;and P, is at the maximum
level and each connected component has a unique subscriber. For P;, it is never optimal to have
slant at its maximum unless p = 1; for P,, again, there exists another threshold p < 1, such that the

maximum slant is optimal for any p > p.



As Example A2 illustrates, the equilibrium subscription structures are drastically different in
P/ and P,.In P{ = Z, for any p, 0 < p < 1, the subscribers are allocated at a regular distance. The
equilibrium is sender-optimal when the distance that is consistent with the subscribers’ incentive
compatibility constraint is at the minimum. This distance approaches infinity as p tends to 1, but
it is never infinite unless p = 1. In contrast, in P, = 72, for any level of propaganda and cost of
subscription, there exists a threshold p < 1 such that for any p > p, there is exactly one subscriber
(Proposition A5). Every other agent does not subscribe, expecting information to reach him with
a sufficient probability — regardless of the distance from the unique subscriber.

If p > pc (29), but (A4) is not fulfilled, then finite equilibrium groups of subscribers with g <
A might not exist for another reason. Indeed, suppose there is a finite number of subscribers.
Each of them generates an infinite cluster with probability 0 (p) . Because of the Kolmogorov zero-
one law, there exists, almost surely, exactly one infinite cluster. For any non-subscriber x the prob-
ability of getting information is close to 0 (p) , the probability to belong to the unique infinite clus-
ter, which means that she will be willing to be another subscriber. Thus, for any finite number of
subscribers, there always exists a non-subscriber who would want to subscribe. As a result, any
equilibrium should include an infinite number of subscribers. Still, this argument is correct if and
only if subscribers cannot “block" each other; that is, there exist infinite connected paths that
consist of non-subscribers only. If this assumption is violated (as in S, on Picture 6), there might

exist an equilibrium with infinitely many subscribers.

A2.3 Non-existence of a Pure-Strategy Equilibrium

For an arbitrary finite network, the existence of a pure strategy equilibrium for any p, 8, and ¢
is a conjecture. (In Sections 5-5.3, it is proven for complete and star networks; in Section Al it
is proven for linear and circular networks.) For an infinite linear network X = Z, the existence of
pure strategy equilibrium is proven in Section Al. As it turns out, the conjecture is false for X = 7.
The argument below was privately communicated to the author by Alexander Magazinov.”

Provided that p is sufficiently close to 1 (so that the Peierls argument works), it holds almost
surely that, if the edges are sampled independently with probability p, there is a unique infinite
connected component, and that thereis0 < 6(p) < 1such thatevery vertex belongs to thatinfinite
component with probability 6(p).

Now, suppose there is a pure-strategy equilibrium. There might be two cases.

“The Magazinov’s proof is also posted at MathOverflow web-site.
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Case 1. Suppose there are infinitely many subscribers. Let x be one of those. If x belongs to the
infinite component (which, by definition, happens with probability 6(p)), it does so almost surely
along with infinitely many other subscribers. Furthermore, if y is a subscriber distinct from x,
there is a positive probability that x and y belong to the same connected component. To conclude,
the probability that x is not the only subscriber in its component is strictly greater than 6 (p), which
is inconsistent with the conjecture.

Case 2. Suppose that we chose finitely many subscribers. In that case, we can capture all these
subscribers in a finite square, say, Q. For each positive integer r take a sink X, at distance r from Q.
There are two events to consider: E; () - that the component of X; is finite and does not intersect
with Q, and E»(r) - that the component of X, is infinite, while at the same time all edges on the
boundary of Q are absent. The probability of E; (r) tendsto 1-6(p) asr — oo, while the probability
of E>(r) is uniformly positive. It means that for large enough r the probability of X, having no
subscriber in its component is strictly greater than 1 - 6(p). Consequently, the probability that the
sink X, has a subscriber in its component is strictly less than a, which contradicts the conjecture.

O
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