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1. Introduction

The principal-agent framework plays a central role in empirical economics by facilitating

policy design when individuals possess unobserved heterogeneity (UH), or privately known

traits that influence how they respond to incentives. Canonical applications include optimal

income taxation, nonlinear pricing, regulation, labor contracts, human capital investment,

procurement, and mechanism design more broadly. In such settings, the policymaker seeks

to optimize an incentive schedule that screens agents by their UH traits (Mussa and Rosen

(1978); Maskin and Riley (1984)). Examples include a government designing an optimal tax

schedule with labor-supply responses in mind, a firm choosing a nonlinear pricing menu for

consumers, or a regulator designing an incentive mechanism to discourage polluters.

Structural models are particularly valuable here because they enable forecasting of coun-

terfactual agent responses to policies that have not been previously implemented. This

ability to extrapolate beyond the observed data is their central advantage over atheoretic or

“reduced-form” methods, but at the same time, it is also their central vulnerability. In re-

cent years, structural methods have been criticized for lack of transparency regarding the role

of modeling assumptions for producing empirical conclusions (Angrist and Pischke (2010)).

This viewpoint emphasizes randomized experiments and quasi-experimental research de-

signs to provide credible evidence on how individuals respond to incentives. Defenders of the

structural approach (e.g., Keane (2010) and Nevo and Whinston (2010)) argue that, rather

than focusing on whether a study is “structural” or “design-based,” the better question for

economists to grapple with is whether the assumptions required to answer a particular ques-

tion are plausible and/or testable against the available evidence. The longstanding debate

between structural and reduced-form approaches therefore reflects a fundamental tradeoff

between robustness and the ability to optimize over previously unobserved policies.

This paper studies that tradeoff within a broad class of adverse-selection settings. Rather

than asking whether a particular structural model is identified, we ask, to what extent is

each component of a structural principal-agent model actually responsible for identifying the

optimal policy? We use a partial identification approach to separate the identifying content

of individual modeling assumptions. This allows for a characterization of what each one con-

tributes to policy design, what remains identified when particular assumptions are relaxed,

and how much policy performance is sacrificed in exchange for greater robustness.

We begin by formalizing the relationship between the canonical one-dimensional principal-

agent (“PA1D”) model, which has dominated structural analysis of UH, and the potential

outcomes framework (Rubin (1974)), which has become a standard framework for atheoretic

causal analysis in empirical economics (Imbens (2009)). Our first main result is to show
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that the structural PA1D model is just an unstructured potential outcomes framework with

three added assumptions that have intuitive economic interpretations. These include (i) the

Law of Demand, or treatment-effect monotonicity; (ii) extrapolative model structure (EMS),

or functional forms that enable projections of aggregate outcome distributions under out-

of-sample prices; and (iii) rank invariance, or the idea that the rank ordering of agents’

individual choices is preserved under price shifts. This decomposition allows us to isolate

the precise role each assumption plays in identifying optimal policy.

The Law of Demand and EMS restrict how aggregate demand evolves as incentives change,

but they accommodate many rich forms of latent heterogeneity that influence price elasticities

at the individual level. While the Law of Demand is a robust prediction of economic theory

and is generally accepted in many empirical settings, EMS is arguably a primary crux of the

structural vs reduced-form controversy; e.g., it is a central focus of the literature on model

mis-specification (e.g., Bonhomme and Weidner (2022); and Andrews et al. (2024)). We

provide a novel, transparent characterization of EMS within the principal-agent framework:

it is closely linked to utility specifications and requires aggregate demand to adjust smoothly

across price changes, ruling out lumpy responses by agents. More importantly, both the Law

of Demand and EMS are individually testable, given exogenous variation in marginal prices.

Thus, the first two components of the PA1D model are transparently interpretable and can

be falsified with common data when inappropriate.

Rank invariance, an assumption that plays a central role in identification of structural

primitives and of reduced-form treatment effects in some settings, is fundamentally different

in several ways. It is equivalent to simplifying unobserved selection patterns by restricting

UH to be scalar-valued rather than multi-dimensional. These restrictions are somewhat

arbitrary, given that there are many examples of economically plausible agent behavior they

rule out (see Sections 2.5 and 2.6 below). Empirically, rank invariance is considerably more

problematic than the Law of Demand or EMS: it is untestable using common sources of

cross-sectional price variation, and cannot be entirely eliminated using panel data either.

For these reasons, the remainder of our paper focuses on the empirical implications of

dropping the rank invariance assumption. Specifically, we characterize sharp bounds on

the range of counterfactual model predictions that cannot be ruled out with cross-sectional

exogenous price variation. Our next main result is to show that the predictions of the rank-

invariant PA1D model characterize maximal price responses by upper-tail agents who choose

high actions under default incentives. We also show how this upper-bound data-generating

process maps cleanly into a sharp upper bound on planner objectives, meaning that the

PA1D model therefore serves as a relevant empirical benchmark, even when mis-specified.
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We also derive a sharp lower bound on individual price responsiveness, and we show that

it has an adversarial property of corresponding to the worst-case for planner objectives tied

to nonlinear incentive design. We explore variations on the lower bound that arise when

we relax the Law of Demand or EMS, enabling a decomposition of all sources of identifying

power within the model. Relative to a fully unstructured model, the Law of Demand alone

is quite informative, closing a significant portion of the gap between the upper and lower

counterfactual bounds. We show why EMS and richer price variation are substitutable

identifying inputs (Section 3.4.1). However, the gap between the upper and lower bounds

generally persists even with rich continuum price variation, requiring rank invariance (in

addition to the Law of Demand and EMS) to ensure point identification.

We then translate these identification results into estimable empirical bounds on individual-

level responses to out-of-sample nonlinear incentives. Our estimator facilitates a clean

empirical decomposition of identifying power derived from successive addition of model

assumptions—that is, how much the gap between the upper and lower bounds is narrowed—

from weakest (Law of Demand, then EMS) to strongest (rank invariance). We then illustrate

the framework using data from pricing experiments conducted by the rideshare platform Lyft,

which sought to optimize an optional subscription offering for its customers. Subscription

programs provide a particularly relevant setting for our framework: they are a simple imple-

mentation of the classic nonlinear pricing problem studied by Maskin and Riley (1984), and

they have prolific applications in the modern economy (see Section 2.1).

We also show how panel data can be used to refine the worst-case unobserved DGP. We find

that our empirical bounds are sufficiently informative to guide meaningful nonlinear incentive

design, even after allowing for arbitrarily complex multidimensional consumer heterogeneity.

They produce an intuitive adjustment to the naive baseline optimum under the PA1D model:

by moderately reducing the generosity of volume-discount offers, the market designer can

fully insure against the worst-case unseen selection patterns driven by UH. Moreover, this

implicit insurance is relatively cheap: the robust policy preserves a large fraction of profit

gains (75%-95%) and subscriber surplus gains (80%), relative to the fully-specified, rank-

invariant model. Thus, the rideshare case study demonstrates how our partial identification

framework facilitates profitable nonlinear incentive design in principal-agent contexts, while

achieving robustness against worst-case deviations from common modeling assumptions.

1.1. Related Literature. Our paper builds on the work of Maskin and Riley (1984), who

provide a theoretical framework for how a monopolist should set prices under heteroge-

neous consumer demand intensity. In Section 3.6 and Appendix OS.E.2 we argue the close

connection between this seminal framework and relevant applications of nonlinear incentive

design for broader principal-agent settings. These include Mirrleesian taxation, regulation
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of externalities, labor markets, human capital investment, and procurement. We defer an

in-depth discussion of the relevant empirical literatures to Section 2.6, where we show that

our baseline PA1D framework is equivalent to common model specifications in these settings.

We also contribute to a recent literature on identification of adverse-selection models (Gag-

nepain and Ivaldi (2002), Perrigne and Vuong (2011), D’Haultfœuille and Février (2020),

Hedblom et al. (2022), Kang and Silveira (2021), and Cotton et al. (2026a)). Here, point

identification typically hinges on the rank-invariance restriction. We study set identification

when this exclusion restriction is invalid. We provide a theoretical foundation for formalizing

rank-invariance violations: they arise given higher dimensions of UH which alter responsive-

ness to incentive changes, conditional on a fixed baseline demand. The rank-invariance

condition also forms an integral component of identification within the control function ap-

proach, pioneered by Heckman (1974), which we discuss in Section 2.6.6 below.

Finally, three related papers that focus on characterizing empirical implications of functional-

form misspecification are Andrews et al. (2017); Bonhomme and Weidner (2022); and An-

drews et al. (2024). We contribute to this discussion by establishing transparent economic

interpretations of certain functional form choices (Section 2.4), and by exploring sensitivity

to functional-form assumptions commonly used in the principal-agent literature (see Remark

1, Section 3.3.3, Section 3.4.1, Figure OS.G.1, and Appendix OS.G). However, our primary

focus is on a less understood and more fundamental variety of model misspecification, where

the researcher incorrectly restricts the dimension of agent UH. This issue induces a distinct

set of identification issues in addition to concerns over quality of model predictions.

The remainder of this paper is as follows. Section 2 lays out our basic PA1D model,

characterizes the assumptions that separate it from the unstructured potential-outcomes

framework, and evaluates the empirical content and feasibility of these assumptions. Section

3 covers bound identification, with data, estimation, and model tests discussed in Section 4.

Section 5 presents bound estimates and robust nonlinear pricing. Section 6 concludes.

2. Model and Identification

Our identification framework we develop here applies to a broad class of adverse selection

and principal-agent models. To fix ideas and aid intuition, we frame the main discussion

using terminology familiar to Maskin and Riley (1984) and our empirical application of

intensive-margin consumer demand. The underlying concepts map directly to more general

settings with only minor relabeling; e.g., “firm” as “principal,” “consumer” as “agent,” and

“demand” as “action.” At several points (Sections 2.5 and 3.6), we pause from developing

results to highlight connections with other prominent applications of adverse selection.
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2.1. A Primer on Nonlinear Pricing. To set the stage for our study of empirical incentive

design, we briefly discuss the seminal work of Maskin and Riley (1984) (henceforth, MR84)

on nonlinear pricing. Imagine that a monopolist sells a good or service at varying quantities

q≥ 0. Linear incentive schemes are commonplace in such settings: the monopolist charges

a fixed marginal price p0 per unit, so total payments are given by P (q) = p0×q. While

simple and easy to understand, MR84 showed how the principal can do better in cases

where consumers unobservedly differ by demand intensity.

They proposed a concave total payment function P ∗(q) with increasing volume discounts as

consumers choose higher q. Discounts are carefully designed with incentive compatibility in

mind, inducing consumers to self-sort by their unobserved demand types. Optimal nonlinear

prices substantially improve profits relative to the linear-price baseline. An increasingly

common implementation of targeted volume discounts is subscription pricing, where the firm

offers consumers the option to pay a fee $S in exchange for a discount d on all units purchased

within a period of time. Contemporary examples span various industries: automotive services

(e.g., Club Car Wash, Tesla, ChargePoint), ridesharing (e.g., Uber, Lyft), meal delivery (e.g.,

HelloFresh, Home Chef, Blue Apron), digital media (e.g., Audible), groceries and retail (e.g.,

Instacart, Costco, Sam’s Club), artificial intelligence services (e.g., OpenAI and Anthropic),

and even business-to-business platforms (e.g., Twilio), among others.

To implement the MR84 strategy, a market designer requires information on utility cur-

vature and the distribution of demand types. These allow her to accurately forecast (i)

who will self-select into high-volume discounts and (ii) how much more they will buy under

the discounted price. This information must be somewhat precise—marginal price discounts

given to high-demand consumers must induce them to choose sufficiently higher volume so

that profits improve despite smaller margins—or the principal risks losing money. Common

empirical approaches to inferring demand information needed for optimal incentives typically

rely on exogenous price variation or natural experiments. While RCTs are the gold standard

for instrument quality, a central theme in this paper is that the validity of such approaches

hinges critically on the dimension of underlying consumer UH.

To illustrate, consider the hypothetical experimental dataset in Figure I. The firm observes

a “control” demand CDF Gc under baseline price p0, along with an alternative CDF Gd0

for an equivalent set of consumers facing discounted price p0(1−d0). For each consumer i,

let qi denote baseline demand and δi the change in demand induced by the price reduction.

If UH is one-dimensional—captured by a scalar type θi that governs both levels and price

sensitivity—then, under standard regularity conditions on utility, demands at the two prices,

qi and qi + δi, must be perfectly rank correlated. Thus, quantile differences have a direct
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Figure I. Demand CDFs under two prices: p0 & p0(1− d0)
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individual-level interpretation: the 70th percentile demand difference G−1
d0
(0.7)−G−1

c (0.7) is

the treatment effect of the discount on the 70th percentile θ consumer.

By contrast, if UH is multidimensional—summarized by a vector ψi that jointly influences

baseline demand and price responsiveness—rank invariance need not hold. Conditioning on

a given baseline demand q, consumers may exhibit a wide range of responses to the discount.

This opens the possibility that some fraction of consumers with discounted demand G−1
d0
(0.7)

may have had baseline demand below the 70th percentile. Equivalently, the individual price

response of a consumer with 70th percentile baseline demand may be some fraction of the

observed 70th quantile difference. Thus, absent a restriction to one-dimensional UH, multiple

underlying demand systems may be consistent with the same dataset in Figure I. Impor-

tantly, these observationally equivalent models can have sharply different implications for

the principal’s objectives.1 As we show formally below, the one-dimensional UH specifica-

tion effectively imposes maximal price responsiveness among high-demand consumers—and

hence predicts relatively high gains from nonlinear pricing—whereas higher-dimensional UH

models can generate substantially weaker responses and lower profitability.

2.2. A Baseline Empirical Framework For Adverse Selection. In what follows, we

review standard approaches to empirically recovering the preference and curvature objects

required for optimal incentive design. We then show that these common models can be

derived from a more general formulation of adverse-selection—equivalent to an unstructured

potential outcomes framework—by imposing three assumptions with transparent economic

interpretations. The most restrictive of these, and the only one that is not empirically

testable, is a rank invariance condition that effectively limits the dimension of UH. We show

1For a simple illustration, suppose the baseline price is p0=$10, marginal cost is c=$5, and the seller considers a fee-discount

pair (S, d)=(5, 0.20). An experiment reveals that half of consumers purchase q=2 and half purchase q=3 at p0, while under the

discount half purchase q=3 and half purchase q=5. Multiple underlying demand systems are consistent with these aggregate

distributions. If consumers with high baseline demand (i.e., q = 3 under p0) are most price responsive, increasing to q = 5

under the discount, they subscribe and average profits increase from $12.50 to $15 per customer. Alternatively, if the discount

demand of q = 5 instead comes from low-baseline demand consumers (e.g., “price checkers” who substitute from competing

platforms), while high-demand consumers are relatively inelastic (maintaining q=3 under discount), the subscription attracts

the wrong customers and average profits fall to $12.
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that this assumption rules out many economically plausible patterns of behavior in consumer

demand and related adverse-selection environments.

Formally, demand types follow an absolutely continuous distribution Θ ∼ Fθ ∈ C2 with

density fθ that is strictly positive on compact support [
¯
θ, θ̄]. Consumer utility is taken to

be multiplicatively separable (MS) U(q; θi) = θiu(q). The common utility function, u(q),

is assumed to satisfy standard regularity properties, such as being differentiable (u ∈ C2),

increasing (u′(q) > 0), concave (u′′(q) < 0), and having zero marginal utility in the limit

limq→∞ u′(q)=0. We also impose location and scale normalizations u(0)=0 and u′(0)=1.

The assumption of MS utility is an example of what we refer to as extrapolative model

structure (EMS), or functional forms that facilitate using the model for out-of-sample, coun-

terfactual projections. We adopt MS as a baseline specification because it is the most com-

mon utility form used in structural studies of adverse selection, with applications in optimal

taxation, labor-supply, price discrimination, firm regulation, and human capital.2 In our

case, we impose no further parametric restrictions on u or Fθ, so the MS utility form strikes

a balance between flexibility and tractability that is useful in applied empirical settings.

Under payment function P (q), the consumer’s demand curve can be written as

q∗(P (q); θ)≡argmax
q

{
θu(q)− P (q)

}
. (1)

The first-order condition (FOC) is θu′(q)=P ′(q), so under linear pricing P (q) = pq we have

q∗(p; θ)=(u′)−1(p/θ). (2)

Our assumptions imply a unique demand curve q∗(p; θ) that is strictly decreasing in p and

strictly increasing in θ: for any price p with positive demand q∗(p; θ) > 0, we have that

p′<p⇒ q∗(p; θ)<q∗(p′; θ), and θ < θ′ ⇒ q∗(p; θ) < q∗(p; θ′).

We denote the conditional CDF of consumer demand, given linear price p, as G(q|p). Note
that G may have a mass point at q=0—if there is a range of θ types for whom p is above

their choke price—but above that mass point (if it exists) our regularity conditions ensure

that G is absolutely continuous on a bounded support (0, q]. It will be convenient to refer

back to this one-dimensional principal-agent model with multiplicatively separable utility as

“PA1Dms,” or just PA1D for short unless context requires specificity on the utility form.

2.2.1. Baseline Identification Approach. One reason for the PA1D model’s popularity is that

it facilitates nonparametric identification when combined with a clean instrument. Suppose

2 Applications of MS utility include income taxation (e.g., Saez (2002), Heathcote et al. (2010), Chetty (2012), and Keane

and Wasi (2016)); labor supply (e.g., Bandiera et al. (2005), D’Haultfœuille and Février (2020), and Hedblom et al. (2022));

nonlinear pricing (e.g., Luo et al. (2018), Attanasio and Pastorino (2020), and Brugués (2026)); firm regulation (e.g., Kang

and Silveira (2021) and Chen et al. (2025)); and human capital investment (e.g., Todd and Wolpin (2018) and Cotton et al.

(2026a)).
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the researcher has access to exogenous price variation where two identically distributed sets

of consumer types are exposed to different prices p and p′ (e.g., Figure I). To briefly sketch the

identification argument within the PA1D model, note that the rth quantile of q is consumed

by the rth quantile of θ, under any price. This feature is an implicit assumption built into

the PA1D model, which we refer to as rank invariance; it plays a key role in identification.

In equation (2), consider replacing θ with F−1
θ (r), and q∗(x;F−1

θ (r)) with G−1(r|x) for the
two prices x = p, p′. Then, if we re-arrange terms and take the ratio of the two demand

equations, rank invariance implies the unknown type quantile F−1
θ (r) cancels out, and we

get a within-consumer mapping from consumption under price p to consumption under p′:

q∗(p; θi) = (u′)−1

(
p

p′
u′(q∗(p′; θi))

)
⇔ u′(G−1(r|p))

u′(G−1(r|p′))
=
p

p′
, r ∈ [0, 1]. (3)

Equation (3) isolates the impact of utility curvature on demand responses across the two

prices. When p′ is close enough to p that G−1(r|p) is in a neighborhood of G−1(r|p′), we
can approximate u′(G−1(r|p′)) ≈ u′(G−1(r|p)) + u′′(G−1(r|p))[G−1(r|p′)−G−1(r|p)] using a

first-order Taylor expansion. Plugging this into Equation (3) and rearranging yields

u′(G−1(r|p))
u′′(G−1(r|p))

≈p(G
−1(r|p)−G−1(r|p′))

p− p′
. (4)

This shows that under the PA1Dms model the (inverse) curvature of u is approximately

equal to the semi-elasticity of the quantile function, with respect to price (i.e., the absolute

change in q∗ for each 1% change in price). If this approximation were exact, it would yield

an identified second order differential equation for u, in which case, solving it point-identifies

u up to initial conditions, which are supplied by the normalizations u(0)=0 and u′(0)=1.3

Given an identified function u(q), consumer-level θ’s (and thus, Fθ) are also identified, since

they can be obtained by inverting the FOC.

D’Haultfœuille and Février (2020) provides a more complete analysis of nonparametric

identification within the PA1Dms framework. They formalize the above heuristic argument

using techniques developed in D’Haultfoeuille and Février (2015) and Torgovitsky (2015).4,5

As a preview of our main discussion below, it is worth pausing to highlight the central role

that rank invariance plays before moving on. Specifically, it implies the observable quantile

3Sun (2026) formalizes this idea by studying identification when the derivative of the demand CDF is identified.
4Guerre et al. (2009) developed an earlier version of the identification argument in the context of a strategic bidding game.
5For completeness note that the D’Haultfœuille and Février (2020) identification argument requires an additional technical

condition on u for full nonparametric identification. A single exogenous price shift can uniquely pin down u(q) up to affine

transformations for domain points q within a set O, and u(q) may be only partially identified for q ̸∈O. The sharp identified

sets for u(q) are quite informative. For simplicity we assume that u belongs to a set U satisfying the following condition: Fix

q0≥0. Define a sequence of points O={qk}∞k=−∞ recursively via the identity qk+1=G−1
d′ (Gd(qk)). The family of admissible

utility functions U is such that if u, v ∈ U and u(qk)=v(qk) for all qk ∈ O, then u(q)=v(q) for all q ∈ R+. E.g., U can be the

set of all smoothing splines constrained to take on values u(qk)=uk for qk∈O.
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difference G−1(r|p′) − G−1(r|p) represents an idiosyncratic treatment effect of a price drop

(p − p′) on demand for consumer type θ(r) ≡ F−1
θ (r). Then, as seen in equation (4), this

fact facilitates recovery of utility curvature via a nonparametric regression of the observable

quantile differences (right-hand side) on their model-generated analogs (left-hand side).

2.3. General k-Dimensional Adverse Selection. To better understand the restrictions

imposed by the baseline PA1D model, we consider a fully general specification of adverse

selection driven by k-dimensional UH, which we refer to as the PAkD model. Formally, let

individuals be characterized by privately known types Ψ∼Fψ, where consumer i’s vector of

demand-relevant traits is ψi = (ψ1i, . . . , ψki)∈Rk. To fix ideas, ψi may contain any traits

that influence i’s optimal baseline demand and price elasticity, such as demand intensity,

budget constraints, brand loyalty, idiosyncratic preferences for substitute goods, etc. A

consumer with trait vector Ψi facing price p consumes quantity Qi|p=D(p;Ψi).

Since the functional forms of D and Fψ are unspecified, the PAkD model is simply an

unstructured potential outcomes framework, pioneered by Rubin (1974) and extensively used

for causal inference in economics since then (see surveys by Angrist and Pischke (2009), and

Athey and Imbens (2017)). Each consumer has potential outcome Qi|p if facing price p, and

Qi|p′ if facing alternate price p′, but the main challenge (in cross-sectional data) is that the

econometrician only observes one of the two states for each i. The distribution of demand,

given price p is G(q|p)=Pr[D(p;Ψ)≤q].
A key difference exists between the PAkD model and the PA1D model: in the former,

agent i may have a host of privately known characteristics flexibly influencing her choices

and price sensitivity, while in the latter all influences are restricted to act through a scalar-

valued trait θi∈R. Next, we formalize this and two other specific restrictions on the PAkD

model, which together are necessary and sufficient for the PA1Dms model.

Condition 1 (Law of Demand (LoD)). D(p;ψ) is non-increasing in p for all ψ ∈ Supp(Fψ).

Condition 2 (Rank Invariance (RI)). If D(p;ψ) > D(p;ψ′) for any p,ψ,ψ′ triple, then

D(p′;ψ) ≥ D(p′;ψ′) for all other prices p′>0 as well.

Condition 3 (Extrapolative Model Structure (EMS)). ∃ σ(·), an aggregate semi-elasticity

function, satisfying p∂G−1(r|p)
∂p

=σ(G−1(r|p)) at all prices p>0 and quantiles {r : G−1(r|p)>0}.

Proposition 1. D(p;ψ) satisfies Conditions 1–3 if and only if, for some admissible utility

function u and type function θ(ψ) :Rk→ R++, D(p;ψ)=argmax
q≥0

θ(ψ)u(q)− pq.

We relegate a formal proof of Proposition 1 to Appendix A.1. This result characterizes the

additional structure needed to deliver the PA1Dms model, taking the PAkD model as a start-

ing point. Proposition 1 contributes to the ongoing debate on the methodological strengths
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and weaknesses of “reduced-form” and “structural” approaches (e.g., see Angrist and Pischke

(2010), Nevo and Whinston (2010), and Keane (2010)) by establishing a tight link between

prominent families of models used extensively by both communities of researchers: potential

outcomes frameworks and principal-agent models. Moreover, the bridge across the divide

exists in the form of 3 assumptions with transparent economic interpretations, two of which

(Condition 1 and Condition 2) are commonly invoked on both sides.

For intuition on how Conditions 1–3 discipline the model, we consider adding them to

D(p;ψi), one at a time. Imposing the LoD implies that consumers purposefully optimize a

quasi-linear utility function, D(p;ψi)=argmaxq {U(q;ψi)−pq}. Imposing RI next involves

two additional restrictions. First, a dimension reduction: latent heterogeneity ψi impacts

utility only through a single index θ : Rk → R++, or U(q;ψi) = U (q; θ(ψi)). Second, it

requires utility to satisfy a so-called “single-crossing” or “Spence-Mirlees” condition (Spence

(1973), Mirrlees (1971)), having a positive cross-partial derivative ∂2U(q;θ)
∂q∂θ

> 0. After that,

imposing the form of EMS described in Condition 3 achieves the single-crossing property

of utility in a specific way, through specifying how the semi-elasticity of demand evolves as

price drops. Given Conditions 1 and 2, our proof logic (Appendix A.1) shows that imposing

3 is equivalent to specifying that the UH trait enters multiplicatively, U(q; θi)=θiu(q). These

three steps reduce D(p;ψi) to (1).

2.4. Evaluating PA1D Model Assumptions. We now assess the reasonableness of Con-

ditions 1–3: their economic interpretations, the extent to which they are testable, and the

plausibility of economic phenomena they rule out. The LoD (Condition 1), a foundational

concept from economic theory, is the least controversial. From a potential-outcomes perspec-

tive, it can be interpreted as a treatment-effect sign restriction: when the principal raises

incentives, agents do not reduce their optimal choice of the action q in response.

Conditions 2 and 3 can be better understood by considering the joint distribution of

potential outcomes (Qi|p, Qi|p′). EMS (Condition 3) is a statement about the marginal dis-

tributions G(q|p) and G(q|p′)—i.e., the “aggregate reduced-form demand” CDFs—without

any reference to the relation between Qi|p and Qi|p′ for a specific i. RI (Condition 2) restricts

the copula (correlation structure), or equivalently, how Qi|p and Qi|p′ relate to each other

through their mutual dependence on ψi. In particular, it implies a degenerate distribution

of Qi|p′ , conditional on a fixed baseline demand quantile D(p;ψi)=G
−1(r|p). Imposing only

Condition 3 allows for non-degenerate distributions of Qi|p′ conditional on D(p;ψi).

2.4.1. EMS Interpretations. Condition 3 is perhaps the least transparent at first glance, but

its role is simple: it specifies how the PA1Dms model extrapolates aggregate demand to

prices that lie outside the observed data. The key restriction is that the semi-elasticity
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p∂G−1(r|p)
∂p

depends only on the level of demand (i.e., the quantile), not on the price at which

that demand is observed. This implication is illustrated in the upper-left panel of Figure

II. Suppose we observe demand at two prices, p and p′, where the proportional discount is

d=(p− p′)/p. Now consider a further, equal-sized proportional discount to p′′ = p(1− d)2,

which lies out of sample. Condition 3 specifies that the shift in the r-th quantile of demand

induced by the second discount (from p′ to p′′) is the same as the shift induced by the first

discount (from p to p′), once we index by the same starting demand level.

In summary, Condition 3 says that horizontal movement in the quantile function caused

by a proportional price change depends only on where we start on the demand curve, not on

the absolute price. This type of invariance structure allows the model to “chain together”

prices to construct demand at new prices, using observed demand shifts as a template for un-

observed ones. Condition 4 below generalizes the concept of EMS and lists some alternatives

to Condition 3 which imply other variants of the PA1D model:

Condition 4 (Generalized EMS ). If the reduced-form aggregate demand CDFs G(q|p) and
G(q|p′) are known for in-sample prices, (p, p′), then out-of-sample aggregate demand projec-

tions are given by a known function G(q|p′′)=Goos[q|p′′;G(·|p), G(·|p′)]. E.g.,

(1) the marginal demand CDFs, G(q|p), satisfy (pφ)× ∂G−1(r|p)
∂p

= σ(G−1(r|p)) (for fixed

φ ∈ R) at all prices p>0 and quantiles {r : G−1(r|p)>0}, OR

(2) (Chernozhukov et al. (2010)) aggregate quantiles are linear in price changes, up to re-

arrangement: G(q|p′′)=Pr
[
Qi|p + (p− p′′)

(
G−1

[
G(Qi|p|p)|p′

]
−Qi|p

)
/(p− p′)≤q

]
.6

Condition 4 clarifies that EMS should be understood as a class of admissible extrapolation

rules, rather than as a single functional form. Option (1) nests baseline EMS as a special case,

while allowing the invariance structure to depend on a transformation of price. When φ=1,

extrapolation follows the proportional-discount logic of Condition 3, illustrated in the upper-

left panel of Figure II. When φ=0, the invariance instead applies to linear price changes, so

that successive, equal, absolute discounts generate similar quantile shifts; this case is shown

in the upper-right panel. For intermediate values φ∈ (0, 1), the model interpolates between

these two cases, with the figure illustrating how extrapolation “chains together” observed

demand shifts using distances measured in the transformed price space.

Option (2), based on Chernozhukov, Fernandes-Val and Galichon (2010), provides a con-

ceptually distinct extrapolation rule that imposes linear invariance on cross-price quantile

shifts, up to “rearrangement” (lower panel of Figure II). They construct out-of-sample pro-

jections under p′′ by extending observed quantile changes between p and p′ in proportion

6One may relax Assumption 4 if more than two prices are available. Appendix OS.G explores how, with two exogenous price

changes, φ in Option (1) need not be known ex-ante, and Option (2) can be adapted to locally quadratic price shifts.
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Figure II. Extrapolative Model Structure, Visualized
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to the relative price change (p − p′′)/(p − p′). This yields a candidate distribution at p′′

(marked with stars), obtained via linear quantile regression. Because these projections are

made independently across quantiles, the resulting candidate quantile function need not be

monotone. The rearrangement step restores internal consistency by sorting them, producing

a valid demand CDF that is as close as possible to the linear quantile projection.

Remark 1. Condition 4, options (1) or (2) provide the researcher with concrete means of

imposing local smoothness conditions on aggregate demand shifts. Conversely, what EMS

rules out is pathological data-generating processes where, by coincidence, demand happened

to be locally satiated between observed prices p and p′, with abrupt demand shifts having

produced the dataset {G(q|p), G(q|p′)}. EMS addresses a fundamental data limitation: the

econometrician observes distributions of agent choices only at finitely many price points, and

rarely at the policy optimum. Many variants of Condition 4 exist; while characterizing all

of them is beyond the scope of this paper, analogous extrapolation measures used in various

structural and reduced-form studies are surveyed in Table OS.J.1 of Appendix OS.J. □

2.4.2. EMS vs Utility Specifications. Our framework highlights an interesting insight about

model structure: specification of EMS constitutes a foundational structural assumption,

whereas utility functional forms are, in a sense, subordinate assumptions. The proof logic

for Proposition 1 (Appendix A.1) shows that, given Conditions 1 and 2, imposing Condition

3 is equivalent to specifying utility as the multiplicatively separable form, U(q; θ) = θu(q).

However, this equivalence is not fundamental: it relies on the prior imposition of Conditions 1

and 2. By contrast, EMS itself (Condition 4) can be specified and interpreted independently

of any other assumptions. The following result formalizes the link between generalized EMS
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and utility specifications, including a novel utility representation we refer to as φ-separable

utility, which nests MS utility and additively separable (AS) utility as special cases:

Proposition 2 (Conditional Equivalence of EMS & Utility Specification). Assuming Con-

ditions 1 and 2 implies that imposing some variant of Condition 4 is equivalent to specifying

a utility form. The equivalency fails if either Condition 1 or 2 is dropped. E.g.,

(i) Given Conditions 1 & 2, Condition 4, option 1 ⇔ Utility is of the φ-separable form,

U(q; θ)=U(q; θ, φ)≡
∫ q

0

[ ∫ t

0
1−φ
σ(x)

dx+θ
] 1

1−φ
dt, with MS utility, U(q; θ, 1)=θu(q), and

additively separable (AS) utility, U(q; θ, 0) = u(q) + θq, as special cases; AND

(ii) Given Conditions 1 & 2, Condition 4, option 2 ⇔ U(q; θ) =
∫ q

0
P [t|Fθ(θ)] dt, where

P(q|r) denotes the inverse of G−1(r|p) with respect to price.

We relegate a formal proof to Appendix A.2. If one is skeptical of a particular extrapolation

mode, alternative specifications and robustness checks can be employed to assess the sensi-

tivity of model conclusions. While the PA1Dms model (φ=1) posits that the semi-elasticity

of demand p∂G−1(r|p)
∂p

depends only on the initial demand level, an alternate PA1Das speci-

fication with AS utility (φ=0) posits instead that the price derivative of demand ∂G−1(r|p)
∂p

depends only on the initial demand level. One might also consider a PA1Dφs specification

with an additional degree of freedom (φ ∈ (0, 1)) if neither alternative inspires confidence.

Appendix OS.C formally states and proves Proposition 7, which extends the decomposition

result of Proposition 1 and establishes a similar connection between the PAkD (potential

outcomes) framework and the PA1Dφs family of models.

Condition 4, Option (2), would imply a PA1Dlqr model based on aggregate demand ex-

trapolation using linear quantile regression. This may at first glance appear more “agnostic,”

or “atheoretic,” but Proposition 2 demonstrates that such intuition is misleading. In reality,

there is no meaningful sense in which option (2) of Condition 4 is more or less arbitrary than

option (1). The main distinction is that the former does not admit any closed-form utility

representations with interpretable implications for consumers’ price responsiveness.7

2.4.3. Testability of PA1D Model Assumptions. Another key aspect of evaluating model as-

sumptions is determining their empirical content; are they testable, being potentially falsi-

fiable by specific patterns in data? Concretely, an assumption is testable if there exists at

least one plausible dataset which is inconsistent with that assumption. This is true of the

LoD (Condition 1) as it imposes a straightforwardly verifiable restriction: when price drops,

the conditional demand CDF should shift (pointwise) weakly to the right. Recall that EMS,

including general forms described in Condition 4, restricts the cross-price evolution of only

7Further extensions of Proposition 1 in the spirit of Proposition 7 for PA1Dlqr models, or for other utility forms implied by

alternate EMS modes surveyed in Table OS.J.1 (Appendix OS.J), may in principle be obtained but are quite tedious.
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aggregate, reduced-form distributions of demand; i.e., the marginal CDFs of potential out-

comes G(q|p) and G(q|p′). This is intuitively why a given form of EMS is testable, provided

slightly richer data: if multiple demand shifts are observed, including to a third price p′′,

one can simply use the first shift to produce a projection Goos[q|p′′;G(·|p), D(·|p′)], and then

compare it to the third observed CDF G(q|p′′).
The remaining PA1D model assumption, RI (Condition 2), which instead restricts the

copula of the joint distribution of potential outcomes, places non-testable restrictions on the

data-generating process. This is because it directly disciplines the unknown mapping be-

tween unobserved traits ψi and individual-level potential outcomes Qi|p and Qi|p′ , only one

of which is known to the econometrician in cross-sectional data. Indeed, even if the econo-

metrician observes demand at arbitrarily many prices, RI would still not be testable: with

only information on the marginal CDFs of potential outcomes (no matter how much), there

will always be many distinct unobserved cross-price selection patterns and corresponding

copulae that cannot be ruled out. These ideas are formalized in the following proposition:

Proposition 3. Given a dataset {G(q|p1), . . . , G(q|pJ)} consisting of observed aggregate

demand distributions, we have the following.

(i) Condition 1 is individually testable: if J ≥ 2 then there exist datasets inconsistent

with the LoD where two conditional CDFs cross.

(ii) Condition 4 is individually testable: if J ≥ 3 there exist datasets inconsistent with

out-of-sample projections under a given implementation of EMS.

(iii) Condition 2 is not testable: for any J , there exists D(p;ψ) and some type distribution

Fψ such that D(p;ψ) satisfies RI, and Pr[D(pj;Ψ)≤q]=G(q|pj) ∀j.

We have decomposed the canonical principal-agent/adverse-selection (PA1D) model into

three constituent restrictions it places on the data-generating process. Condition 1, the LoD,

is the least controversial and the most straightforward to test (demand CDFs at two prices

suffice). Condition 4, extrapolative model structure, which enables a model to produce out-

of-sample projections, is somewhat stronger. However, existence of various options facilitates

sensitivity analyses, and EMS is only somewhat harder to test than the LoD.

2.5. The RI Assumption: Central, Non-Testable, and Economically Restrictive.

On the other hand, Condition 2, RI, stands out for three reasons: (i) it is a central concern for

optimal pricing (Section 2.1), (ii) it is a strong assumption that drives point identification by

restricting unseen selection patterns (Section 2.2.1), and (iii) its validity cannot be evaluated

empirically, even with arbitrary variation in linear prices (Proposition 3).8 Thus, a final

8This raises questions of the potential for exogenous nonlinear price variation to strengthen identification and testability. While

intriguing, our focus on linear price variation is motivated by the following factors. First, nonlinear incentive variation is rare
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question emerges, how economically plausible or commonplace are the selection patterns

being ruled out by imposing RI within adverse-selection settings?

In Appendix OS.B we answer with an empirically relevant example from the demand liter-

ature in IO: brand preference heterogeneity. There we define a simple PA2D generalization

of the PA1Dms model, where consumers unobservably differ by both total demand intensity

and loyalty to the default firm, which is attempting to optimize a nonlinear pricing scheme,

versus its competitors. The model produces a simple prediction: between two individuals

with the same default-firm demand, the consumer with lower brand loyalty will be more elas-

tic to changes in default-firm price. Such phenomena not only generate RI violations and

a breakdown of point identification, but they also suggest unobserved behavioral patterns

particularly damaging to optimal profits, a theme we formalize in Section 3.

Importantly, this problem does not hinge on the particular story of brand loyalty het-

erogeneity. As Propositions 1 and 7 show, the key issue is selection patterns based on

one-dimensional UH versus k-dimensional UH, so other agent traits (budget constraints, in-

come effects, preferences for rival goods, etc.) can create similar problems. This highlights

how RI indeed rules out a range of economically plausible agent behaviors.

2.6. PA1D Models and RI Applications in General Adverse-Selection Settings.

The issue of economically plausible selection patterns being ruled out by RI arises in empirical

analyses across various topics. The remainder of the paper focuses on characterizing partial

identification bounds without imposing RI. As the examples below illustrate, this approach

is not merely an artifact of consumer demand, but provides a broadly useful framework for

robust inference in adverse-selection environments.

2.6.1. Optimal Income Taxation. The seminal Mirrlees (1971) framework is foundational to

the study of optimal income taxation. It grapples with taxpayer i trading off consumption,

c, (i.e., post-tax labor income) with leisure, l = (T − t), where T is total time endowment,

t = z/Wi is time supplied to the labor market, z is pre-tax income, andWi is an idiosyncratic

productivity type unobservable to the tax authority. A typical empirical specification repre-

sents taxpayer preferences over consumption and labor-supply as U(c, z;Wi)=c− (z/Wi)
1+1/ε

1+1/ε
,

ε > 0, where the latter term is a convex labor-supply cost function. The government

wishes to design a tax schedule τ(z) mapping pre-tax income into tax burden (i.e., to-

tal payments) to achieve welfare objectives, while consumers maximize utility by solving

maxz U(z − τ(z), z;Wi), subject to t≤ T . In the usual framework, negative taxes τ(z)< 0

are allowed; e.g., representing social programs to assist poor households for low z.

within naturally ocurring observational data. Second, nonlinear incentive variation is expensive for firms and organizations to

incorporate into RCTs. Third (and related to the first two), the complexity and breadth of nonlinear price variation schemes

poses challenges for a systematic study. This question is therefore left to future research.
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This standard parameterization is isomorphic to a PA1Dms model. To see why, re-define

household types as θi ≡ (1/Wi)
1+1/ε, and labor-supply costs as v(z) ≡ z1+1/ε

1+1/ε
. Then, a

taxpayer’s utility function in can be written as U(c, z; θi) = c−θiv(z). When tax policies are

linear (i.e., τ(z)=τ0+τ1z), the labor-supply function is z(τ1; θi) = argmaxz z(1−τ1)−θiv(z).
The main difference between this and the PA1Dms model for demand is that Condition 1 is

now the Law of Supply (LoS): ∂z(τ1;θi)
∂(1−τ1)

> 0. Related optimal taxation models have assumed

uni-dimensional UH (e.g., Saez (2002), Piketty and Saez (2013), Chetty (2012), Kleven and

Waseem (2013), Keane and Wasi (2016)), as this drastically simplifies identification and

computation of optimal policy. More recent work by Fillmore et al. (2025) argues that

reliable projections of lifetime earnings, investment, and policy effects require accounting for

heterogeneity in both productivity and leisure preferences.

2.6.2. Labor Supply. In a study of census workers, D’Haultfœuille and Février (2020) adopt a

model of labor supply where workers are heterogeneous with respect to their cost of effort, θi:

they supply y units of effort and get paid piece-rate wage w0, but incur a utility cost of this

effort, θic(y), with net utility given by yw0−θic(y). Bandiera et al. (2005) also used a version

of this PA1Dms labor-supply model, which is similar to the Mirrlees framework. Other

potentially relevant (but ruled-out) sources of UH affecting labor-supply counterfactuals

under shifting prices include cross-worker productivity differentials.

2.6.3. Human Capital Investment. For the Ben-Porath (1967) framework, in each period t,

household i holds hit human capital units and allocates one unit of time between studying,

Sit, and working, 1−Sit. Human capital evolves as hi,t+1=(1− δ)hit+AitS
α1
it h

α2
it , where δ is

a depreciation rate, Ait is a productivity factor, and (α1, α2) are production shares. Labor

earnings are given by yit = wthit(1 − Sit), where wt denotes the market wage per efficiency

unit of labor. The household then solves max{St}Tt=0

∑T
t=0 β

t [u(yit)− θc(Sit)], where β is a

discount factor, u(·) is utility from consumption, and (θ, c(·)) govern the disutility of study

effort.9 This is a sequence of dynamically linked PA1Dms models.

Ben-Porath (1967) has been especially influential in studies of childhood learning. Com-

mon empirical specifications assume no structural UH influencing investment, a strong form

of RI.10 Under this restriction, all cross-worker differences in skill growth arise from observ-

able traits X it and exogenous shocks εit; e.g., Ait = exp(X itγ)εit, where γ is a parameter

vector. Examples include Cunha and Heckman (2008), Agostinelli and Wiswall (2024),

9The canonical Ben-Porath (1967) specification sets θ = 0, so that all study costs are opportunity costs. However, for specifi-

cations within the childhood human capital literature this is often not the case.
10Influential work by Cunha and Heckman (2008), Cunha et al. (2010), and related studies focus on measurement error, where

the econometrician observes noisy proxies for human capital, but the (non-structural) noise does not affect optimal investment.

The term “UH” represents a fundamentally distinct concept: structural latent heterogeneity in investment costs and returns,

creating an omitted-variable problem because study choices Sit are correlated with unobserved determinants of skill growth.
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Agostinelli et al. (2025), Heckman and Zhou (2026), Del Boca et al. (2014, 2016), and

Agostinelli et al. (2026). Other related studies allow for UH, but restrict it to be scalar-

valued, and differ by whether they model optimal study choices explicitly (e.g., Todd and

Wolpin (2018) and Del Boca et al. (2026)) or in reduced form (e.g., Cunha et al. (2010), At-

tanasio et al. (2020b), and Attanasio et al. (2020a)). The RI assumption (restricting UH to

be absent or one-dimensional) plays a key role in identification by simplifying dynamics: as

noted in Todd and Wolpin (2018, Section II), it implies that hit serves as a sufficient statistic

for student ability and all prior investment by students, teachers, and parents. Cotton et al.

(2026a) study learner choice under a PA2Dms generalization of Todd and Wolpin (2018)’s

PA1Dms framework: students invest based on idiosyncratic preferences and returns to study

time. There, hard-working learners may still fall behind if an hour of their time renders

relatively little skill growth rewards.

2.6.4. Procurement. Laffont and Tirole (1986) introduced a canonical model of procurement.

In their framework, firms are heterogeneous by a type θi, which parameterizes the cost of

completing the project in the absence of additional effort on the firm’s part. A firm can exert

effort e at a cost to itself of χ(e) in order to mitigate production costs. The procurer wishes

to design an incentive scheme, R(·), which maps project costs into reimbursement by the

procurer, to induce the firm to exert effort. The firm maximizes profits by solving maxe(θi−
e)+R(θi− e)−χ(e). In this setting, the key observable is the cost C(R; θi)≡(θi− e(R; θi)),

while θi represents the type of firm i. This model imposes a LoS—when reimbursements

are linear (R(θi − e)=r · (θi − e), then ∂C(r;θi)
∂r

>0—and a RI assumption—fixing incentives,

higher-θi firms choose higher costs ∂C(r;θi)
∂θ

> 0. However, unlike the previous examples, the

extrapolative model structure used here is not isomorphic to the multiplicatively separable

model, being PA1D but not PA1Dms. Gagnepain and Ivaldi (2002) use a variant of this

canonical framework to study procurement of municipal public transportation in France.

An additional plausible UH source is variation in firms’ cost-abatement technology, due

to factors such as different management structures or manager quality. E.g., one might wish

to model heterogeneous costs, χi(e)=χ(e; γi), where γi governs elasticity of marginal costs

with respect to effort. This would allow some firms to be better at abating costs, on the

margin, which the standard framework rules out by imposing RI.

2.6.5. Regulation. Kang and Silveira (2021) analyze a novel framework of environmental

regulation where firms differ by θi, which parameterizes private benefits from neglecting ex-

ternality abatement: firm i choosing negligence level q receives gross utility θib(q). A tradeoff

exists; more negligent firms are more likely to get caught. The number of infractions ob-

servable to the regulator, o, is distributed Poisson(q). The regulation punishes externalities

by setting a penalty schedule mapping the number of violations o to a fee ϵ(o). The firm



18 HICKMAN, LIST, MUIR, SUN

then chooses negligence level a to solve maxq θib(q)−
∑∞

o=0 ϵ(o)
qo
o!
. If one thinks about neg-

ligence level q as “demand”, then this model is nearly identical to our PA1Dms model of

consumer demand, aside from the discreteness and stochasticity of the incentive scheme.

Chen et al. (2025) use a similar framework to study adherence to financial regulation. Now

suppose that long-run adjustments to new, heavier regulations require investment. Firms

may also vary by privately known baseline externality levels, q̄i, and the cost of compliance

is θib(q)− c
2
(q − q̄i)

2, where c is the cost of investment in cleaner technologies.

2.6.6. Reduced-Form Approaches: Control Function Methods and RI. In the reduced-form

literature, control functions, pioneered by Heckman (1974), are a popular tool for estimating

treatment effects, given an instrumental variable, Z. Recent work has shifted focus toward

nonparametric identification using control functions. Imbens and Newey (2009) consider a

triangular system of equations, where the outcome is Y = h(X, ε), while the treatment is

determined by an equation X = g(Z, θ). There is an endogeneity problem in that X is not

necessarily independent of ε, but they assume that Z is jointly independent of ε and θ.

The fully unrestricted outcome equation has a structural error term ε with arbitrary

dimension, akin to a PAkD model. A key assumption adopted by Imbens and Newey (2009)

is that θ is one-dimensional and g is increasing in θ, holding Z fixed.11 In that sense, the

treatment equation imposes RI, and in many popular applications is derived from a PA1D

model. Identification follows from the dimension restriction with instrument exogeneity:

holding a conditional quantile of X fixed (given Z) also fixes θ and the distribution of ε.

The control function approach has received attention in a growing literature on measuring

markups through estimating firm production functions (Olley and Pakes, 1992; Levinsohn

and Petrin, 2003; Ackerberg et al., 2015; De Loecker et al., 2020). In this literature, Y repre-

sents output, X is a flexible input (e.g., labor), and Z represents an exogenous shifter of the

flexible input. In the canonical model, θ is a scalar-valued Hicks-neutral productivity shock

which multiplicatively scales output. The unidimensional assumption is restrictive; a number

of papers study parametric extensions with multi-dimensional UH as factor-biased technical

change: Doraszelski and Jaumandreu (2018) and Demirer (2025) assume g follows a PA2D

model with EMS in the form of constant elasticity of substitution production technology.

3. Robust Inference Under RI Violations

We now investigate the robustness of model-based policy predictions to common modeling

assumptions, with a particular emphasis on RI. Formalizing a fully unrestricted PAkD model

11Torgovitsky (2015) and D’Haultfoeuille and Février (2015) establish the additional identifying power of also restricting the

outcome equation to follow a PA1D model.
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that accounts for every possible source of UH is clearly infeasible. We therefore take an alter-

native approach, maintaining basic assumptions while characterizing the maximal extent to

which RI violations can alter predictions of the baseline PA1D model, subject to consistency

with the data.12 Importantly, our robust bounds approach assumes only a partially specified

model, and does not require the researcher to formalize a particular interpretation of the

k-dimensional UH traits generating RI violations. We also show how the resulting bounds

are altered by dropping more basic assumptions like EMS and/or the LoD.

The data-generating process (DGP) is as follows. Two groups of agents with a common

UH distribution Fψ are exposed to a known “control” price p0 and a known “discount”

price p0(1− d0). We denote random variables by upper-case, and realizations by lower-

case. Each agent i chooses Qci ≡ D(p0;Ψi) under p0, and Qdi ≡ D(p0(1 − d);Ψi) under

arbitrary discount price p0(1−d). Let Gcd(qc, qd) denote the joint distribution of (Qci, Qdi),

with marginal distributions Gc(q)≡G(q|p0) and Gd(q)≡G(q|p0(1−d)), which are assumed

throughout to be observable to the econometrician, who uses the data to make inferences on

optimal nonlinear prices in the spirit of MR84.

This incentive variation may arise because the principal conducts a pricing RCT or be-

cause some natural experiment generates exogenous cross-sectional price variation. Note

that panel data, when available, can be highly valuable for identification in the presence

of multi-dimensional UH (e.g., see Hedblom et al. (2022) and Cotton et al. (2026a)). Our

focus on cross-sectional data is motivated by two considerations. First, panel data are often

unavailable in observational settings where PA1D models or RI assumptions are commonly

employed, as in many of the applications discussed in Section 2.5. Second, although panel

data improve inference, when the dimension of ψ is large there is no guarantee that they

eliminate the need for conditional RI assumptions, or fully resolve the partial-identification

problem.13 Accordingly, our focus on cross-sectional data can be interpreted as characteriz-

ing a worst-case benchmark for partial identification, with panel data facilitating empirical

refinements (e.g., see Section 5.2), though not necessarily delivering point identification.

3.1. Bounding Counterfactual Choices and Principal Objectives. Returning to the

nomenclature of consumer demand to fix ideas and aid discussion, suppose the firm imple-

ments an MR84-style nonlinear pricing scheme as a subscription offer, with fee-discount pair

(S, d). In Section 3.6.1 we show how this family of pricing schemes is equivalent to more

general nonlinear incentives with applications in other adverse-selection settings. Let π(S, d)

12Prior structural approaches to partial identification (e.g., Haile and Tamer (2003), Hortaçsu and McAdams (2010), Freyberger

and Larsen (2021), and Kang and Vasserman (2022)) have focused on bounding model primitives. Here, the primitive dimension

of UH ψ may be mis-specified, so we focus on bounding counterfactual choice distributions and principal objectives instead.
13Two recent studies use panel data to identify multi-dimensional UH (Cotton et al. (2026a) and Hedblom et al. (2022)), yet

both rely on a conditional RI assumption that residual selection on UH is negligible, given preferences and productivity.
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denote resulting profits, with default profits π0 ≡ π(0, 0), and let c< p0(1 − d) be the mar-

ginal production cost. We denote consumer i’s optimal uptake choice, given offer (S, d), as

υi=υ(S, d;ψi).
14 Then excess profits are given by

π(S, d)−π0=E
[
S+Qd [p0(1−d)−c]−Qc(p0−c)

∣∣∣Qc≥ S
p0×d

]
Pr

[
Qc≥ S

p0×d

]
+E

[
S+Qd [p0(1−d)−c]−Qc(p0−c)

∣∣∣Qc<
S

p0×d , υ=1
]
Pr

[
Qc<

S
p0×d , υ=1

]
.

(5)

The first term on the right is incremental profits from individuals for whom Qc ≥ S
p0×d .

Under any utility model satisfying the LoD these consumers would unambiguously save

money with a subscription. We refer to them as strong-uptakers and denote them by the set

SU(p0, S, d)≡
{
ψi : qci≥ S

p0×d

}
. The second term on the right-hand side of (5) is incremental

profits from marginal non-strong-uptakers who subscribe. For bounding excess profits, it

will be useful to note that the term inside the second expectation can be rearranged as

S−Qcp0d+(Qd−Qc)(p0(1−d)−c). The conditioning event Qc<
S

p0×d
implies S−Qcp0d>0,

while the LoD implies (Qd−Qc)(p0(1−d)−c)≥0, so the second term on the right-hand side

of (5) is positive. This logic establishes the following lemma:

Lemma 1. Consider the unrestricted demand system D(p;ψ) and hold fixed a default linear

price p0 and a subscription fee-discount pair (S, d). Then for excess profits, π(S, d)−π(0, 0),

(i) in the best-case DGP, D(p0(1 − d);ψi) ≥ S
p0×d > D(p0;ψi) ⇒ υi = 1 (all marginal

non-strong-uptakers subscribe); and

(ii) in the worst-case DGP, υi=1 ⇒ S
p0×d ≤D(p0;ψi) (only strong-uptakers subscribe).

In our endeavor to bound profits it will be useful to focus on bounding what we refer to

as strong uptaker distributions (SUDs), or the CDFs of counterfactual demand by strong-

uptakers under subscription offer (S, d): Pr
[
Qd≤q|Qc≥ S

p0×d

]
= Gd

(
q
∣∣Qc≥ S

p0×d

)
. In the

next two sections, we characterize sharp upper and lower bounds on SUDs, denoted by

Bd0(q;S, d) ≤ Gd

(
q
∣∣∣Qc≥

S

p0×d

)
≤ Bd0

(q;S, d),

and we show that these imply informative bounds on counterfactual profits. The above

objects are all cumulative distribution functions, so Bd0 being point-wise below means it

(first-order) stochastically dominates the true SUD. Thus, Bd0 is an upper bound on SUDs

in the sense that it is the conditional CDF of counterfactual demand under the plausible

DGP Qd0 : Qci → Qdi (derived below) where strong-uptakers’ collective price responses are

maximal. Conversely, Bd0
is a lower bound, being a demand CDF under the plausible DGP

Q
d0

: Qci → Qdi that minimizes strong-uptaker demand responses to discount d.

14Formally, optimal uptake of the subscription offer is characterized by the condition that i’s demand curve D(p;ψi) implies

that surplus from the discount d exceeds the upfront fee S, or υ(S, d;ψi)≡1

[
p0dQci +

∫ p0
p0(1−d)

(D(x;ψi)−Qci) dx ≥ S
]
.
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Henceforth, we refer to d0 as the in-sample discount, to distinguish it from out-of-sample

(i.e., experimentally untested) discounts d ∈ (−∞, 1). This terminology will be useful in

distinguishing inferences based directly on Gd0 , from those made less directly based on Goos
d

projections using some form of EMS. Quantile functions are G−1
c (r)=inf{q : Gc(q) ≥ r} and

G−1
d (r)= inf{q : Gd(q) ≥ r}. Bound subscripts denote their dependence on observed CDFs

(Gc, Gd0), while bound arguments may include counterfactual (i.e., out-of-sample) discounts

d. In what follows we will at times distinguish between in-sample bounds Bd0(q;S, d0) and

out-of-sample bounds Bd0(q;S, d) for d ̸=d0.
3.2. Upper Bound Construction. Note that Qd0(q) represents an upper bound on empir-

ically plausible consumption under discount price p0(1−d), if baseline demand is Qc=q. We

begin by defining this object, along with its CDF Bd0 , and then we show that they constitute

sharp bounds on the identified set of counterfactual PAkD projections. Formally,

Qd0(q; d, v)≡G−1
d (a(q)+b(q)v) , a(q)≡ lim

q′→q−
Gc(q

′), and b(q)≡Gc(q)−a(q), (6)

where v is an independent draw from V ∼Uniform(0, 1), and the a(q) and b(q) terms deal

with potential mass points in Gc. V can be thought of as a randome “tie-breaker,” a(q) is the

mass of all consumers with baseline demand below q, and b(q) is the size of the probability

mass at q. We can now also define Bd0(q;S, d)≡Pr
[
Qd0(Qc; d, v)≤q|Qc≥S/(p0×d)

]
.

We claim that the mapping Qd0(Qc; d, v) constitutes a bounding DGP that is consistent

with observables, and thus Bd0(q;S, d) is a sharp SUD upper bound. To see why, it will be

helpful to consider a special case where Gc has no mass points (as in Figure I). Under this

simplification, definition (6) reduces to Qd0(q; d, v)=Qd0(q; d)=G−1
d (Gc(q)). Now consider

the rth quantile difference in observed aggregate demand, G−1
d0
(r) − G−1

c (r) for some fixed

r∈(0, 1). Characterizing the upper bound Qd0 is equivalent to asking, what is the maximal

fraction of this shift that can be attributed exclusively to demand responses of consumers

with baseline demand Qr
c =G−1

c (r)? Since the RI condition is built into the PA1D model

(Propositions 1 and 7), and since it cannot be falsified by the observable data (Proposition

3), the answer is 100%, since that is the projection the PA1D model produces.15

In fact, this is precisely the interpretation of the upper-bound DGP: Qd0(Q
r
c; d)=G

−1
d (r),

meaning if one’s baseline choice is at the rth quantile of Gc, or r = Gc(Q
r
c), then one’s

discounted choice Qd is also at the rth quantile of Gd. Moreover, Qd0 is consistent with the

data, since its marginal distribution is exactly Gd0 :

Pr[Qd0(Qc; d0)≤q]=Pr[G−1
d0
(Gc(Qc))≤q]=Pr[Gc(Qc)≤Gd0(q)]=Gd0(q),

15More formally, at most, the mass of strong uptakers Msu≡1−Gc(S/(p0×d)) could occupy the top 1−Msu quantiles of Gd,

thus accounting for all of the aggregate demand shift in the upper tail. Because Qd0 (q; d) =G−1
d (Gc(q)) was constructed to

match quantile ranks, this is precisely what it does.
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where the last equality follows from Gc(Qc) being a uniformly distributed random variable.

Since Qd0 is both a bound and an empirically plausible DGP, it follows that Bd0 , its condi-

tional distribution, is a sharp SUD bound. We formalize this result as follows:

Proposition 4. Under Conditions 1 and 4, if (Gc, Gd0) are discontinuous at countably many

points, then Bd0(q;S, d) is an identified, sharp SUD upper bound: for any discount d ∈
(−∞, 1), and fee S≥0, we have Bd0(q;S, d)≡Pr

[
Qd0(Qc; d, v)≤q|Qc≥ S

p0×d

]
≤ Gd

(
q
∣∣Qc≥ S

p0×d

)
.

We relegate a full proof of the case with mass points in Gc to Appendix A.5. Intuitively,

the upper-bound DGP is one in which none of the aggregate demand shift arises from

any form of “rank-jumping” (e.g., unobserved substitution across rival goods, Appendix

OS.E). Proposition 4 establishes that the naive PA1D model remains a useful empirical

benchmark even when mis-specified: among k-dimensional principal-agent models D(p;ψ),

it characterizes the maximal demand elasticity (for high-demand types) consistent with the

data. Proposition 4 also implies a useful bound on profitability from nonlinear pricing:

Corollary 1. Under the conditions of Proposition 4, we have the following upper bound on

profits derived from strong-uptaker demand:

E
[
S+Qd[p0(1−d)−c]

∣∣∣Qc≥
S

p0 × d

]
≤ E

[
S+Qd0(Qc; d, V )[p0(1−d)−c]

∣∣∣Qc≥
S

p0 × d

]
.

Remark 2. Since Qd0 is consistent with PA1D model projections, it would seem natural to

view the latter as a benchmark for best-case profits derived from all subscribers. While

intuitive, formalizing this logic is complicated by pathological behavior that cannot be ruled

out without fully specifying the demand model D(p;ψ). Corollary 1 establishes RI behavior

as the best case for profits derived from strong-uptakers, but alternative DGPs may generate

higher overall profits through RI-violating behavior among non-strong-uptakers. Lemma 1

implies that (S, d) may become highly profitable if large masses of low-baseline-demand, RI-

violating consumers subscribe. However, such DGPs require contrived, wishful coincidences.

By contrast, extending PA1D projections to non-strong-uptakers yields a simple, principled

DGP that remains highly optimistic, as Corollary 1 shows. □

3.2.1. Out-of-Sample Inference. The observables (p0, d0, Gc(q), Gd0(q)), and equation (6) pin

down Qd0(q; d0, v) and Bd0(q;S, d0), which bound the selection-corrected discount-demand

demand CDF, given strong-uptaker status, Bd0(q;S, d0) ≤ Gd0

(
q
∣∣Qc≥ S

p0×d

)
. Then, we can

project out-of-sample aggregate demand, Goos
d (q;Gc, Gd0) under d ̸= d0, by applying some

form of EMS (Condition 4). Counterfactual CDFs Gc and Goos
d can then be plugged back

into equation (6) to get Qd0(q; d, v) and Bd0(q;S, d), for arbitrary (S, d) pairs. Existence of

multiple EMS variants may enable sensitivity analyses. Moreover, richer data also enable

direct empirical tests (Proposition 3) of the quality of a given EMS projection Goos
d .



IDENTIFICATION AND INFERENCE UNDER MULTI-DIMENSIONAL UH 23

3.3. Lower Bound Construction. Turning attention to the lower-bound DGP Q
d0
, con-

sider the hypothetical dataset depicted in Figure I, with densities and CDF differences in

Figure III. While Qd0 is a rank-invariant demand shift from Gc to Gd0 , the lower bound Q
d0

flips the logic, maximizing the degree of “rank-jumping,” subject to consistency with the LoD

and data. In absence of the LoD, the lower-bound DGP would simply swap quantile ranks,

so the rth quantile consumer under Gc becomes the (1−r)th quantile consumer under Gd.

These theory-free bounds with no restrictions imposed on the k-dimensional choice system

D(p;ψ) are denoted Q̃
d0

and B̃d0
, and formalized in Proposition 8 (Appendix OS.D). Note

that if the supports of Gc and Gd0 overlap, such perfect rank-swapping would induce some

individuals to consume Qd0<Qc when d0 > 0. This implied violation of the LoD illustrates

how basic economic theory delivers inferential power by ruling our certain possibilities.

Our main lower bound DGPQ
d0
(q; d, v) :Qci→Qdi maps baseline consumption levels under

p0 (for high-demand consumers) into minimum consumption under discount d, subject to

two key constraints: (i) the LoD (or Q
d0
(q; d, v)≥q for all d), and (ii) consistency with data,

meaning that its CDF, Pr
[
Q

d0
(Qci; d0, v) ≤ q

]
, when applied to observed baseline demands

Qci ∼ Gc must correspond precisely to the observed aggregate demand CDF Gd0 .

It will be useful to establish that the lower-bound DGPQ
d0
exhibits an adversarial property

of minimizing profitability from nonlinear pricing. An optimal offer (S, d) must balance three

competing forces for each subscriber typeψ in order to improve profits. First, it must account

for inframarginal subscriber revenues being lower by the amount (p0d)D(p0;ψ), and second,

it must facilitate consumer savings, or (p0d)D(p0(1− d);ψ)−S≥0. Third, type ψ’s demand

increase D(p0(1− d);ψ)−D(p0;ψ) must be large enough to offset the smaller margins and

improve revenues. This leads to the following lemma, formally proven in Appendix A.4:

Lemma 2. Given a default linear price p0 and fee-discount pair (S, d), strong uptaker de-

mand following the lower-bound DGP Q
d0

is consistent with worst-case excess profits.

3.3.1. Deriving Q
d0
. For simplicity, we temporarily assume that (Gc, Gd) are absolutely con-

tinuous with bounded supports, and the difference Gc(q) − Gd(q) is strictly quasi-concave

(i.e., unimodal with a unique mode), as depicted in Figure III. These restrictions are dropped

in our proofs in Appendix A.6, but at the cost of significant additional complexity.16

The lower bound DGP is formally constructed as follows. Under unimodality, Gc(q)−Gd(q)

is weakly increasing below its maximizer, q∗, and weakly decreasing above q∗. Let qmax be

the largest value at which Gc and Gd disagree, and define q̄d0(qc)=inf{qd∈ [q∗, qmax] :Gc(qc)−
Gd(qc) = Gc(qd)−Gd(qd)}. In other words, qd0 maps relatively low baseline consumption

levels qc≤q∗ into relatively high discounted consumption levels qd≥q∗. Because Gc and Gd

16It is worth noting though that unimodality is consistent with our data, D’Haultfœuille and Février (2020), and Sun (2023).
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Figure III. Proof Intuition For Lower Bound

(a) Demand PDFs
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(b) Demand CDF Differences
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Notes: Panel (A) plots hypothetical demand PDFs gc and gd0 corresponding to the CDFs plotted in Figure I. Panel (B) plots

the difference in the demand CDFs, Gc−Gd0 .

are continuous, the inf is attained, so Gc(qc)−Gd(qc)=Gc(q̄d0(qc))−Gd(q̄d0(qc)). Letting V

denote a Uniform(0, 1) random variable that is independent of (Qc, Qd), Qd0
is defined as

Q
d0
(q; d, v)≡

q̄d0(q) q ≤ q∗, v ≤ qc(q)−gd(q)
gc(q)

q otherwise,
(7)

and the SUD lower bound is given by Bd0
(q;S, d) ≡ Pr

[
Q

d0
(Qc; d, V ) ≤ q

∣∣∣Qc ≥ S
p0×d

]
.

3.3.2. Geometric Interpretation. Graphical intuition for why q̄d0 and Q
d0

constitute minimal

demand responses that cannot be ruled out is presented in Figure III. Achieving maximal

admissible rank-jumping can be thought of as an algorithm assigning consumers from low qc

values to high qd quantiles in order to maximally displace high-qc consumers from contribut-

ing to the observed upper-tail demand shift Gc(q)−Gd0(q).

Starting at some small value of qc (i.e., lower tail of Gc), the first step is to ask, what is

the largest possible mass of those consumers that are rank-jumpers? The answer is deter-

mined by the PDF difference (Figure III, Panel (A)). The remaining fraction gd0(qc)/gc(qc)

of consumers with baseline demand qc must “stay home” and be rank invariant, or the as-

signment will fail to replicate the lower tail of Gd0 . The random variable V in (7) separates

all consumers with baseline demand qc into a “rank-jumper” set, and a “rank-invariant” set.

For the second step, to guarantee that no other mapping exists with more extreme upper-

tail displacement, we assign rank-jumpers with the lowest values of qc to the highest possible

quantiles of qd. Thus, a question arises: how far can they jump quantile ranks without

violating the shape of the discount demand CDF Gd0? The answer is determined by the

CDF difference in Panel (B). For the lowest possible consumer, qc = 0, we assign them to

the upper bound qd=1. Stepping forward by ϵ and integrating over the set of rank jumpers

selected in step one, we see that Gc(ϵ)−Gd0(ϵ) measures the cumulative mass that has been

removed from the lower tail below qc= ϵ. By conservation of mass, that same amount must
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reappear somewhere in the upper tail of Gd0 . For this initial set of rank-jumpers to “fit,” they

must occupy a region of the support of Gd0 with sufficient excess mass capacity. This is also

determined by the CDF difference. For high qd values, the quantity (1−Gd0(qd))−(1−Gc(qd))

is the excess mass of consumers who purchase above qd under discount pricing, relative to

baseline pricing. Rearranging terms, this is simply Gc(qd)−Gd0(qd). Therefore, in step 2 we

simply search for an upper-tail point qd satisfying Gc(ϵ)−Gd0(ϵ) = Gc(qd)−Gd0(qd). This

is precisely the point at which qc = ϵ rank jumpers must land in order to maximize their

demand responses without overloading the upper tail of Gd0 .

Intuitively, this is precisely what the mapping qd0 is constructed to do. Moreover, it does so

not only for the data (Gc, Gd0), but for arbitrary (Gc, Gd) pairs as well. Iteratively applying

the procedure for increasing values of qc∈ [0, q∗) ensures the upper tail of the treatment CDF

Gd0 is maximally populated by low-baseline-demand rank-jumpers. Conversely, it implies

that demand responses by strong-uptakers (high-qc types) account for a minimal fraction of

the quantile shift G−1
d0
(r)−G−1

c (r), for upper-tail values of r=Gc(qc).

Proposition 5. Under Conditions 1 and 4, if (Gc, Gd0) are discontinuous at countably many

mass points, then Bd0
(q;S, d) is an identified lower bound on the SUDs: for any discount

d ∈ (−∞, 1), and fee S ≥ 0, we have Gd

(
q
∣∣Qc≥ S

p0×d

)
≤ Bd0

(q;S, d), where Q
d0
(q; d, v) is

defined in (7) when (Gc, Gd) are absolutely continuous and Gc(q)−Gd(q) is unimodal, and

defined in (31) (Appendix OS.F) otherwise. Moreover, Bd0
is sharp in the following sense:

(i) in absence of Condition 4, Bd0
(q;S, d0) is uniformly sharp with respect to q: Q

d0
is

consistent with the LoD and Pr[Q
d0
(Qc; d0, V )<q]=Gd0(q); and

(ii) using Condition 4, Bd0
(q;S, d) is uniformly sharp with respect to q and extrapolated

aggregate demand: Q
d0

is consistent with the LoD for prices p0 and p0(1 − d), and

Pr[Q
d0
(Qc; d, V )<q]=Goos

d (q;Gc, Gd0).

A full proof of the case with weak quasi-concavity, absolute continuity, and unbounded

supports can be found in Appendix A.6. Extended proofs relaxing quasi-concavity and ab-

solute continuity are in Online Supplements OS.F.1 and OS.F.2. Our notion of uniform

sharpness in q space, holding d fixed, follows Molinari (2020) and is motivated by the per-

spective of a principal designing robust nonlinear incentives. Proposition 5 with Lemmas 1

and 2 imply the following lower bound on profits:

Corollary 2. Under the conditions of Prop. 5, the DGP where consumer choice follows Q
d0

and only strong-uptakers subscribe gives a sharp lower bound on profits:

E
[
S+Q

d0
(Qc; d, V )[p0(1−d)−c]1

{
Qc≥

S

p0 × d

}
+Qc(p0−c)1

{
Qc<

S

p0 × d

}]
≤π(S, d).
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3.3.3. Out-of-Sample Inference. The observables (p0, d0, Gc(q), Gd0(q)), and equation (7) suf-

fice to pin down Q
d0
(q; d0, v) and Bd0

(q;S, d0), the in-sample bound for selection-corrected

discount-demand demand, given strong-uptaker status Gd0

(
q
∣∣Qc ≥ S

p0×d0

)
≤ Bd0

(q;S, d0).

Invoking some form of extrapolative model structure (Condition 4), obtaining out-of-sample

lower bounds is similar as in Section 3.2.1. First, one can use data (Gc, Gd0) to produce

reduced-form aggregate demand projections Goos
d (q;Gc, Gd0). The CDFs Gc and Goos

d can

then be plugged back into equation (7) to get Q
d0
(q; d, v) and Bd0

(q;S, d).

A researcher willing to maintain the LoD (treatment effect sign restriction) but reticent to

impose any EMS form can apply one of two results presented in Appendix OS.D. Corollary 3

shows that for offers with relatively large fee-discount ratios S/(p0×d) (i.e., less generous), the
lower-bound reduces to Bd0

(q;S, d)=Gc(q|Qc≥ S
p0×d

), and is therefore insensitive to EMS. For

more general offer pairs, Proposition 9 (Appendix OS.D) establishes analogs to Propositions 4

and 5 in absence of Condition 4. This produces out-of-sample bounds—denoted BLoD

d0
(q;S, d)

and BLoD
d0

(q;S, d)—which offer little inferential power beyond the in-sample bounds described

above. To see why, consider a discount d < d0 that is less generous than the in-sample

discount. Without any restrictions on the smoothness of aggregate demand shifts we cannot

rule out DGPs where demand is locally satiated, being arbitrarily close to Gc, for prices

p∈(p0, p0(1−d0)). Thus, BLoD
d0

(q;S, d)=Gc(q|Qc ≥ S
p0×d

). Similarly, for more generous d>d0

we cannot rule out DGPs where an arbitrarily large fraction of consumers have virtually

satiated demand under price p0(1−d0); thus, BLoD
d0

(q;S, d)=Bd0
(q;S, d0).

While this result is somewhat negative, Proposition 9 is a link in a chain of related results,

including Propositions 4, 5, 8, and Proposition 6 introduced below. Each link transparently

distinguishes all sources of marginal identifying power within common adverse-selection mod-

els, as one adds assumptions progressively from weakest to strongest.

Remark 3. Optimal Experiment Design Proposition 9 suggests an insight about exper-

imental randomization to maximize ex-post inferential power. If the experimentalist’s prior

beliefs indicate that the optimal discount lay in a neighborhood d∗∈ (
¯
d, d̄), then inferential

power is maximized by choosing a less generous experimental discount d0≤
¯
d. An alterna-

tive view of this insight is that an experimentalist who is comfortable with extrapolation but

wishes to lean more on data than on model structure should also choose d0≤
¯
d. □

3.4. Refined Profit Bounds with Richer Price Variation. Recall from Lemmas 1 and

2 that the worst case for profits that cannot be ruled out by data (Gc, Gd0), is where only

strong uptakers subscribe and RI violations are collectively maximal, as prescribed by Q
d0
.

Observing demand at discounts between 0 and d0 introduces two new constraints on plausible

DGPs that are absent under a single price change. First, while (Gc, Gd0) alone cannot rule
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out a worst case where only strong uptakers subscribe, some marginal non-strong-uptakers

relative to offer (S, d) can be shown to benefit unambiguously from it, once their behav-

ior at intermediate discounts is observed. To understand the second new constraint, recall

that these marginal non-strong-uptakers have relatively low baseline demand qc<S/(p0×d),
and thus tend to be assigned large demand responses under Q

d0
. However, by Lemma 2,

large demand responses by subscribers are actually good for firm profits. Thus, characteriz-

ing worst-case profits (constrained by the LoD) forces rank-invariant behavior among these

marginal confirmed subscribers. Therefore, additional price variation curtails rank-jumping

among some low-demand types, and tightens the lower profit bound by shrinking the set of

empirically plausible worst-case DGPs, relative to Lemmas 1 and 2.

Formally, consider Dd≡{d(1)<d(2)< · · ·<d(T−1)<d}, a set of observed discounts less gener-

ous than d, and the corresponding demand data GDd
≡{Gc(q), Gd(1)(q), . . . , Gd(T−1)(q), Gd(q)}.

For simplicity, we consider the focal discount d∗ on which bounding inference is to be done—

i.e., the value d∗ that enters as an argument of Q
d0

and Bd0
—as belonging to the set Dd, or

d=d∗.17 Observing demand at discounts d(t)<d enables derivation of a refined strong-uptaker

set. For a consumer with baseline demand qc=G
−1
c (r) at quantile rank r, define

t∗(r) ≡ max

{
t ∈ {1, . . . , T − 1} : r > Gd(t)

(
S

p0(d− d(t))

)}
, (8)

with the convention that t∗(r) = 0 whenever the set is empty, and d(0) = 0. Intuitively, this

last case signifies that the rth quantile is either a strong uptaker relative to (S, d), or has

low baseline demand. The index t∗(r) identifies the most informative intermediate discount

“treatment” at which a consumer of baseline demand rank r can be shown to receive sufficient

surplus gains to subscribe under offer (S, d). The refined strong uptaker set is given by

rSU(p0, S,Dd)≡
{
qc : υ

R
Dd
(qc;S, d) = 1

}
, where the refined strong-uptake indicator is defined

by υRDd
(q;S, d) ≡ 1[t∗(r) > 0 or q ≥ S/(p0×d)]. The refined adversarial DGP is given by

QR
Dd
(q;S, d, v) ≡

Q
d0
(q; d, v) if t∗(r) = 0, and

Qd(t
∗)(q;S, d, v) if t∗(r) > 0.

(9)

Proposition 6. For Dd = {d(1)< · · ·<d(T−1)<d}, if GDd
= {Gc, Gd(1) , . . . , Gd(T−1) , Gd} are

known, then under Condition 1 profits π(S, d) are bounded below by πA(S,Dd) ≡
E
[
{S +QR

Dd
(Qc;S, d, V )(p0(1− d)− c)}υRDd

(Qc;S, d, V ) +Qc(p0 − c)(1− υRDd
(Qc;S, d, V ))

]
.

We relegate a proof to Appendix A.7. While the single-discount “adversarial” bound

πA(S, d) is sharp, given availability of only data on (Gc, Gd0), π
A(S,Dd) need not be sharp

17To fix ideas, consider data {Gc, G0.10, G0.15}, where one derives a refined lower bound relative to d=0.25. Our discussion as-

sumes use of EMS to project aggregate demand Goos
0.25, and derivation of a refined bound based on GD={Gc, G0.10, G0.15, Goos

0.25}.
A researcher unwilling to lean on EMS for extrapolation would simply take Goos

0.25(q)=G0.15(q), ∀q instead.
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with a more expansive dataset GDd
. However, the Proposition establishes that richer variation

refines our profit bound, relative to a single discount: πA(S, d)≤πA(S,Dd) ≤ π(S, d).

Remark 4. Continuum Price Variation Observing continuum price variation Dd=(0, d)

need not collapse the gap between QR
Dd

and Qd0 . Point identification without RI to restrict

how ψ types react to price changes requires special features of the data. E.g., fix (S, d) and

suppose Gc(q) =Gd(q) for all q≤ S/(p0×d). Under this DGP, non-strong-uptakers do not

respond to the discount, or E[Qd −Qc|Qc≤S/(p0×d)]=0. Thus, Qd≥S/(p0×d) if and only

if Qc ≥S/(p0×d). Therefore, the SUD is point identified: Gd(q|Qc ≥S/(p0×d)) =Pr[Qd ≤
q|Qc≥S/(p0×d)] = Pr[Qd≤q|Qd≥S/(p0×d)], and the latter probability is known from data.

Such DGPs are not mere theoretical curiosities. Dizon-Ross and Zucker (2025) study a

nonlinear incentive scheme designed to encourage exercise, with varying linear incentives

for walking, as measured by daily step counts. Their data exhibit the above pattern: the

intervention leaves the lower tail of the steps distribution largely unchanged while producing

substantial shifts in the upper tail. Intuitively, the incentive affects only those who already

exercise heavily. At the same time, this example is an exception that reinforces the rule:

while some nonlinear incentives (S, d) satisfy the above criteria in their data and yield point-

identified SUDs, others with large equivalent fee-discount ratios S/(p0× d) will not. □

3.4.1. Refined Out-of-Sample Inference: Single Observed Discount. Thus far, our discussion

assumes the additional discounts in Dd and CDFs in GDd
come from richer experimental vari-

ation. Condition 4 affords an alternate interpretation of Proposition 6: using only (Gc, Gd0)

but imposing local smoothness conditions via EMS allows the researcher to choose new dis-

counts d(t)∈Dd\{d0} from the interval (0, d) and obtain out-of-sample projections to populate

the set GDd
={Goos

d1 (·;Gc, Gd0), . . . , G
oos
d(T−1)(·;Gc, Gd0)} ∪ {Gc, Gd0}. Thus, EMS enables sub-

stituting model structure (to rule out pathological demand) for costly data as a means of

refining worst-case profits. Our results facilitate different levels of reliance upon raw data

and/or model structure to deliver varying degrees of lower-bound inferential precision:

(i) (Theory-Free) Q̃
d0

using only data {Gc, Gd0} & Prop 8;

(ii) (No-Extrapolation) QLoD
d0

using {Gc, Gd0}, the LoD (Cond. 1), & Prop. 9;

(iii) (Extrapolation-Light) Q
d0

using {Gc, Gd0}, Cond. 1, Cond. 4, & Prop. 5;

(iv) (Extrapolation-Full) QR
Dd0

using {Gc, Gd0}, Cond. 1, Cond., 4, & Prop. 6;

(v) (Rich Data) QR
Dd0

using GDd
, Dd = (0, 1), Cond. 1, & Prop. 6;

(vi) (Hybrid) QR
Dd0

using GDd
, finite Dd, Cond. 1, Cond., 4, & Prop. 6.

Provided that the EMS form is correctly specified, bounds (iv), (v), and (vi) will be

identical, though obtained through differing means. Bounds (iii), (ii), and (i), on the other

hand, imply successively less informative bounds on worst-case profits.
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3.5. Extensions to More Flexible Pricing Schemes. Appendix OS.E considers two

generalizations of our partial identification framework. Thus far, SUD and profit bounds take

baseline price p as given, and seek to optimize an (S, d) pair. This setup facilitates discussion

of bound derivation, but is limiting in two ways. First, in many contexts, optimality requires

jointly choosing a (p, S, d) triple, as explored theoretically in MR84 and empirically in Bodoh-

Creed et al. (2026). This extension can be handled straightforwardly as a nested decision

problem within our existing framework; see Appendix OS.E.1 and Section 5.3.

Second, the above setup assumes a baseline linear payment function, P (q)=p×q. While

our bounds do not permit fully general redesign of an existing nonlinear payment schedule,

they do support robust optimization of additional “kinks,” taking the existing P (q) as given.

Appendix OS.E.2 develops this extension and discusses a prominent application to top and

bottom marginal income-tax policy (Sections OS.E.2.1 and OS.E.2.2). To illustrate the

limitation in the familiar consumer-demand setting, suppose the baseline payment function

P0(q) already includes a single-tier fee-discount offer (S1, d1) (as in equation (10) below).

Then Propositions 4, 5, and 6, with Corollaries 1 and 2, can be used to optimize an additional

fee-discount pair (S2, d2) while holding (p, S1, d1) fixed. They do not directly permit joint

robust optimization of the full two-tier schedule (S1, d1, S2, d2) taking only p as given. We

leave this more challenging identification problem to future research.18

3.6. Applying Profit Bounds to Other PA Settings. Here we explore how our bounding

framework extends to the broader principal-agent settings discussed in Section 2.6.

3.6.1. Equivalence of Subscriptions (S, d) with General Nonlinear Incentives. Recall that

the fee-discount pair (S, d) provides a means of improving profits via nonlinear pricing á la

MR84. In the demand context, a given (S, d) pair yields a concave total payment function,

P (q) = S×1[q≥S/(p0×d)] + p0

(
1− d×1[q≥S/(p0×d)]

)
× q. (10)

The fee-discount pair above and in the SUD bounds (Propositions 4 and 5) and profit

bounds (Corollaries 1 and 2, and Proposition 6) has a direct analog within a broad class of

nonlinear incentive schemes beyond consumer demand. Viewed more generally, (10) describes

a piecewise-linear transfer schedule between principal and agent. Positive values P (q)> 0

are transfers from the agent to the principal (“revenues”), while negative values P (q)<0 are

transfers from the principal to the agent (“costs”). Under this interpretation, the applications

discussed in Section 2.6 can all be represented within the same framework.

18In many applications, including ours and Bodoh-Creed et al. (2026), PA1D model projections imply that single-tier fee-

discount offers capture a large fraction (≈ 90%+) of excess profits achievable under a fully general implementation of MR84.
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The conditional lump-sum transfer S induces agents to self-select on UH, separating those

facing default price p0 from those receiving price p0(1 − d). S helps satisfy both incentive-

compatibility and participation constraints, a consideration arising in many adverse-selection

settings. Within labor supply (Section 2.6.2), the “fee-discount ratio,” S/(p0×d), might

represent a threshold at which a worker overtime bonus begins to apply. In firm regulation

(Section 2.6.5), it could be an externality threshold above which increased penalties apply,

while in procurement (Section 2.6.4) and human-capital investment (Section 2.6.3), it could

demarcate a bonus threshold. Finally, in Mirrleesian taxation (Section 2.6.1), the ratio is an

income threshold at which the marginal tax rate changes.

3.6.2. General Applications for SUD and Profit Bounds. Our counterfactual SUD bounds

can be used to inform market designer objectives that are (I) a known (or estimable) func-

tion of the potential outcome Qd, and (II) are sensitive to UH-driven selection patterns

within the tails of the distribution. This idea is clearly illustrated by the relationship be-

tween Propositions 4, and 5 (conditional bounds on Qd) vis a vis Corollaries 1 and 2 (bounds

on profits as a function of Qd). Similar imperatives arise elsewhere, as in childhood human

capital (see Section 2.6.3), where policy makers often focus on helping struggling students to

achieve (tail behavior) using grants or information nudges to improve incentives for achieve-

ment (counterfactual Qd). Similar logic applies to labor-supply context (Section 2.6.2).

Moreover, since “subscription offers” (S, d) can be reinterpreted as payment schedule

“kinks,” our profit bounds (Corollaries 1 and 2, and Proposition 6) are directly applica-

ble in various settings. This includes procurement (Section 2.6.4) if the market designer’s

sole objective is to deliver public goods/services at minimal cost, or firm regulation (Section

2.6.5) where it wishes to mitigate externality violations above some fixed regulatory thresh-

old. Notably, researchers have drawn parallels between principal objectives in top marginal

tax-rate reform and profit maximization. Saez (2001) argued that standard utilitarian wel-

fare criteria imply nearly zero normative weight on the well-being of high-income households

(see also Piketty and Saez (2013)). As a result, top marginal tax-rate reform is simply a

revenue maximization problem. See Appendix OS.E.2.1 for additional discussion of this ex-

ample, and how/why our Propositions 4, 5, and 6, and Corollaries 1 and 2 apply. Similarly,

an application of the envelope theorem establishes that our main results can also be used di-

rectly to approximate planner objectives when considering marginal bottom tax-rate reform,

or transfers to the poorest members of society (see Appendix OS.E.2.2).

4. Data, Estimation Strategy, and Baseline Results

We analyze a prototypical dataset from Lyft, a popular rideshare service in the US.

Rideshare platforms have ongoing relationships with customers whose demand fluctuates over
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time, and they collect a wealth of internal transaction data, often including platform-imposed

random price variation. Rideshare consumers also have widely heterogeneous demand, and

the platform has limited or no information on individuals’ demand for rival services. These

factors make Lyft a well-suited case study for our partial identification approach to robust

nonlinear pricing in the presence of multi-dimensional UH.

In the primary experimental dataset we analyze, a random subset of consumers, the treat-

ment group, received a fixed discount d0 = 10% off all rides over a two-week period. The

control group consisted of other rideshare consumers who faced the default per-unit price

p0. We refer to this as the uniform-discount RCT, since d0 was automatically applied to

all treated individuals. This experiment’s dataset comprises an indicator tudi for discount

treatment status and consumption qi, i=1, . . . , N , over the ensuing two-week period.

We also have access to a secondary experiment we refer to as the subscription RCT, where

treated individuals in two separate arms were offered the opportunity to pay a fee, $S, in

exchange for a discount of d1 = 15% (treatment group 1) or d2 = 25% (treatment group 2)

over the ensuing month. Individuals in control received default pricing and no offer, while

treated individuals had to subscribe to receive a discount. Bodoh-Creed et al. (2026) explore

identification and estimation of a PA1Dms model using the subscription RCT data. They

focus on behavioral frictions in consumers’ uptake decisions; the interested reader is directed

there for a more complete exposition of the subscription RCT data. Our primary analyses are

performed using the simpler, cleaner, uniform-discount RCT, though access to a secondary

RCT allows us to explore a series of PA1D model tests that highlight practical implications

of model assumptions for empirical work (see Section 4.4).

4.1. Reported Consumption Units. Lyft rides are heterogeneous, so we need a measure

of aggregated consumption that can be interpreted as q within the model. We do so by

defining q as the cost of the ride in absence of discounts. A control consumer who takes two

rides at $20 and $15, is recorded as having q = 35. Another consumer who took the same

rides, but had a 10% discount would pay $31.5=0.9($20+$15) but would also be recorded as

having non-discount equivalent (NDE) consumption q=35. Using NDE as our measure of q

is convenient for two reasons. First, it normalizes the baseline market price to p0=1. Second,

Lyft rides are heterogeneous (e.g., different origin-destination pairs and travel times), and

measuring q as total NDE allows for comparisons across different scenarios. This approach

is akin to assuming hedonic valuations of ride attributes (Rosen (1974)) and is similar to

“bid homogenization” in the auctions literature (Athey and Haile (2007)).19

19Bids in auctions are “homogenized” by regressing them on auction covariates and interpreting the residual as bidder-specific

demand intensity, with regression terms as hedonic utilities. Ride covariates (proxied for by prices) implicitly play a similar

role, while θ represents demand intensity.
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When we report results in tables/figures, we add a normalization for q to maintain Lyft’s

data confidentiality: we divide by the 98th percentile q observed in our data, denoted q.

Thus, all plots and tables involving q represent various levels of consumption as fractions of

q. In the subscriptions RCT, the fee S was set at roughly 3% of q. Note that, regardless of

how q is normalized, percentage discounts are still represented by multiplying prices by d.

For simplicity we re-normalize prices, to maintain the convention that p0=1.

4.2. Data and Descriptive Analyses. Table IV summarizes rideshare demand. Our sam-

ple (N =946,681) had Nc=498,113 control consumers and Nt=448,568 treated consumers.

Due to the large sample, all estimates reported in the table are highly significant and statis-

tically different across the reported quantile columns. Note that demand is highly dispersed:

around half of registered users had zero demand during the sample period, while a long

upper tail of high-demand consumers accounted for a large share of total sales. The high

demand dispersion can be seen in the coefficients of variation (ratio of st. dev. to mean),

which were 1.91 and 1.75 in the control and treatment groups. The primary data moments

required for structural analysis are the empirical demand CDFs plotted in Figure IV.

Figure IV. Raw CDFs From Experiemnts

Table I. Summary Statistics

Median 60th Pctl 70th Pctl 80th Pctl 90th Pctl Max Mean Std. Dev. N

Uniform Discount (All) 0.000 0.034 0.075 0.136 0.258 1.000 0.081 0.148 946,681

UD, Control Group 0.000 0.028 0.066 0.123 0.238 1.000 0.074 0.141 498,113

UD, Treatment Group 0.000 0.042 0.085 0.151 0.279 1.000 0.088 0.154 448,568

Demand Difference
Pre-/Post-Sample Period – – – – – – -0.027 0.160

Notes: Rows one and two present information about the distribution of q in the Subscription RCT and uniform-discount RCT,
respectively. The third row contains information about the distribution of the diferences between the value of q when comparing
the pre-experiment period to the post-experiment period in the uniform-discount RCT.

4.3. Estimation. Proposition 4 establishes the PA1D model as a relevant empirical bench-

mark, even if it is mis-specified, since it generates maximal counterfactual demand responses

that cannot be ruled out by data. Proposition 5 characterizes minimal subscriber demand

responses as a function of the observable demand CDFs (Gc, Gd0). These results facilitate

straightforward, multi-stage, “plug-in” estimators as outlined below.
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4.3.1. Stage 1: Smoothed Demand Distributions. We first estimate smoothed versions of the

demand distributions in order to obtain both CDF and density information. We use flexible

parametric representations based on cubic B-splines to ensure continuously differentiable

densities: Ĝ(q|p(1−d);ωd)≡
∑Kd+3

k=1 ωdkBdk(q). The basis functions Bdk={Bd1, . . . ,Bd,Kd+3}
are uniquely determined by the Cox-de Boor recursion formula (de Boor (2001)) and a knot

vector κd={κd1<κd2< · · ·<κd,Kd+1}, that is pre-specified by the econometrician, spans the

relevant support, and partitions it into Kd non-empty sub-intervals. We estimate the control

and treatment CDFs, with parameters (ω0,ωd), via GMM:

(ω̂d,ω̂0)=argmin(ωd,ω0)

{∑Nt

i=1

(
Ĝ(qi|1−d0;ωd)−

∑Nt
n=1 1(qn≤qi)

Nt

)2

+
∑Nc

i=1

(
Ĝ(qi|1;ω0)−

∑Nc
n=1 1(qn≤qi)

Nc

)2
}

s.t. ωdk ≤ ωd,k+1, k = 1, . . . , Kd + 2; ω0k ≤ ω0,k+1, k = 1, . . . , K0 + 2,

ω0,1 ≥ 0, ωd,1 ≥ 0 ω0,K0+3 = 1, ωd,Kd+3 = 1; and Ĝ(q|1−d0;ωd) ≤ Ĝ(q|1;ω0) ∀q.

The constraints enforce monotonicity and boundary conditions requisite for valid CDFs. The

final constraint enforces the LoD, which implies first-order dominance.

Assuming the underlying true CDFs are continuously differentiable above zero, and that

inequality constraints do not bind in the limit, standard GMM asymptotic theory applies.

That is, taking knot vectors as fixed—so that the B-splines are treated as flexible finite-

dimensional parametric forms, rather than sieves—we have consistency and asymptotic joint

normality of the parameter estimates, (ω̂d,ω̂0), with convergence at rate
√
N .

4.3.2. Stage 2: PA1Dms Model Primitives. We also represent utility with a flexible paramet-

ric form, but here we opt for a quartic B-spline in order to ensure the elasticity function is

continuously differentiable. Formally, we pre-specify a knot vector, κu={κu1< · · ·<κu,Ku+1},
which pins down utility basis functions: û(q;ωu)≡

∑Ku+4
k=1 ωukBuk(q).

We also define T̃ (qd0)≡Ĝ−1
[
Ĝ(qd0|1−d0, ; ω̂d)

∣∣1, ω̂0

]
as an empirical treatment effect (i.e.,

quantile-specific demand shift). This mapping is the rank-invariant prediction of how much

an individual choosing qd0 at price (1−d0) would consume when the price is p0 =1. For a

given guess of ωu, based on equation (3) we can define the model-generated analog of T̃ as

T̂ (qd0 ;ωu) ≡ (u′)−1
[

1
1−d0

u′
(
q∗
[
1− d0; θ

∗(1− d, qd0 ;ωu);ωu

]
;ωu

)
;ωu

]
= (u′)−1

(
1

1−d0
u′(qd0 ;ωu);ωu

)
, (11)

where θ∗(1 − d0, qd0 ;ωu) is the PA1Dms consumer type that chooses discount demand qd0 .

Then we can pin down ωu via GMM by minimizing the ℓ2-distance between T̃ and T̂ :

ω̂u =argminωu

∑Nt

i=1

(
T̂ (qi;ωu)− T̃ (qi)

)2

s.t. ωu1 = 0, ωu1 =
κu5−κu2

3
, ωuk ≤ ωu,k+1 − ϵ, k = 1, . . . , Ku + 3, ϵ > 0, and

ωuk−ωu,k−1

κu,k+3−κuk
≤ ωu,k+1−ωuk

κu,k+4−κu,k+1
− ϵ, k = 2 . . . , Ku + 3, ϵ > 0.

(12)
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The constraints enforce, respectively, the location normalization (u(0) = 0), the scale nor-

malization (u′(0) = 1), monotonicity, and concavity.20 Finally, for the purpose of PA1Dms

counterfactual projections, we can estimate θ̂i (and hence, F̂θ) by inverting consumer i’s

first-order condition (Section 2) for each qi.
21

Standard asymptotic theory applies once again, assuming the control density is bounded

away from zero and that the utility derivatives are finite and bounded away from zero.

In that case, if inequality constraints don’t bind in the limit, ω̂u is
√
N -consistent and

asymptotically joint normal, with asymptotic variance that reflects both the second-stage

minimum-distance criterion and first-stage estimation error in T̃ .

4.3.3. Stage 2, Bound Estimation. Recall from Proposition 4 that the projections of the

PA1D model correspond to the SUD upper bound. Therefore, if the multiplicatively sep-

arable form of EMS is useful, one can derive maximal profit projections from estimates

outlined above.22 An alternative, more direct method of estimating bounds on counterfac-

tual price responses is also possible, which does not require estimating a utility function

and is not specific to the multiplicatively separable EMS form. One can plug Stage-1 esti-

mates Ĝ(q|1 − d0; ω̂d) and Ĝ(q|1; ω̂0) into equations (6) and (7) to get empirical estimates

Q̂
d0
(q; d, v) and Q̂d0(q; d, v), respectively. Moreover, for bounds based on out-of-sample dis-

counts d, one can use the strategies described in Sections 3.2.1, 3.3.3, and 3.4.1. This enables

computation of empirical SUD bounds for counterfactual demand (using propositions 4 or

5), as well as profit bounds (using corollaries 1 or 2, or Proposition 6), for a given (S, d) pair.

The plug-in estimators Q̂
d0

and Q̂d0 inherit the first-stage asymptotics. Provided the

relevant CDF and inverse-CDF maps are sufficiently smooth, densities are bounded away

from zero on the relevant support, and switching boundaries or mass-point tie-breaking

events V occur only on probability-zero sets, Q̂
d0
(q; d, v) and Q̂d0(q; d, v) are

√
N -consistent

to their population counterparts and point-wise asymptotically normal.

4.3.4. Practical Considerations. We chose knots uniformly on [0, q], with Ku =8 and Kd =

K0 = 10. This afforded high flexibility and additional knots made little difference. Having

a common stage-1 knot vector facilitates cross-group comparisons: it implies that the LoD

is equivalent to imposing ωdk ≤ ω0k for each k. Confidence intervals are obtained via the

20For large samples, a less computationally intensive approach can be found by defining a uniform grid of domain points,

0= q1 <q2 <. . .< qm = qmax, and summing the squared differences in (12) over m instead. The number of objective function

(12) evaluations should be m≥Ku; we chose m=50. For the tolerance on the shape constraints we chose ϵ=10−6.
21θ is bound identified when qc=0, so we back out Fθ by looking at the consumption CDF in the treatment group and code θ

to be the maximum type consistent with no consumption for all consumers with q=0.
22Alternate EMS variants imply a different form of equation (11); otherwise (12) remains the same. Appendix OS.G presents

a sensitivity analysis where we compare counterfactuals under φ-separable utility with φ = 1 (MS) to counterfactuals under

φ=0 (AS), and those based on Corollary 3. Empirical conclusions are insensitive to one’s choice among these EMS options. In

Figure OS.G.1 (Appendix OS.G.3) we show this is because CDF projections under each alternative are similar.
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Figure V. Stage-II Estimation: Utility (uniform-discount RCT)

(a) Utility Function (b) Elasticity Function (c) Cross-RCT Model Test

Notes: Thick lines are point estimates; bootstrapped 95% confidence bands (2,000 bootstrap samples) are thin lines.

bootstrap. Specifically, we draw 2,000 bootstrap samples of data. For each iteration, we run

through both stages for estimating relevant parameters. For scalar parameters, we construct

95% confidence intervals by taking the 0.025 and 0.975 quantiles of the bootstrapped esti-

mates. For functions (e.g., u), we construct point-wise 95% confidence bounds by taking the

0.025 and 0.975 quantiles of the respective bootstrapped functions at each q.

4.4. Results and Model Tests. Utility function estimates and confidence bounds are in

Figure V. Panel A plots our estimates for the utility function u(q), while Panel B plots the

implied elasticity function, E(q) ≡ u′(q)/[qu′′(q)]. Due to the large sample, our estimates are

fairly precise: the average width of the point-wise confidence band for elasticity in Panel B

is 0.18, with smaller values at higher consumption levels. Taking an average across latent

consumer types θ ∼ Fθ, the implied elasticity is -1.65.

Before moving on to our counterfactual analyses, we explore tests of whether the assump-

tions of the PA1Dms model are consistent with the available data. First, following Proposition

3, we see that the LoD is empirically upheld: the data firmly reject the null hypothesis of

distributional equality using a Kolmogorov-Smirnov test (p-value <10−16), while Gd0(q) lay

everywhere below Gc(q), meaning discounts drive stochastic dominance shifts in demand.

Second, following Proposition 3 again, it is not possible to test the quality of EMS via mul-

tiplicatively separable utility using the uniform-discount data, which contains only a single

price shift. In a related paper, (Bodoh-Creed et al., 2026) estimated consumer preferences

using a different price experiment, run on roughly the same population of Lyft consumers.

Using the multi-arm feature of the subscription RCT, the PA1Dms model is over-identified,

provided it is correctly specified, and they find that it is not rejected by the data.

Finally, as for testing RI, while the uniform-discount experiment we focus on in this paper

gives a discount to all consumers, the subscription RCT studied in (Bodoh-Creed et al., 2026)

induces a degree of self-selection by consumers into receiving a discount. Combining the two

datasets—including the treatment and control CDFs, as well as correlations between uptake

choices and demand—implies an expanded set of observables relative to the conditions of
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Proposition 3. Given that Condition 1 is consistent with both experimental datasets, and

Condition 4 is found to be consistent with the subscription RCT data, this enables a cross-

RCT test of the RI assumption (Condition 2), provided that the consumer populations of

both experiments are similar. In Figure V Panel (C), we report the results of this test,

which compares implied PA1Dms elasticity estimates within the two experimental datasets.

We find statistically and economically significant differences.23,24

Even with the two-part choice in the subscription RCT, one-dimensional consumer UH

implies that self-selection may alter the overall distribution of baseline q values among up-

takers, but q-conditional elasticities ought to be identical across the experiments. These dif-

ferences thus reject the null hypothesis of one-dimensional UH in our data. If brand-loyalty

heterogeneity is present in the DGP, for example, one would expect the two experimental

conditions to induce different unseen substitution patterns, which could account for the dis-

agreement between the elasticity estimates. Having rejected the baseline PA1Dms model, we

now implement an empirical robust bounds analysis of optimal nonlinear pricing.

5. Counterfactuals and Robust Policy Inference

Following Proposition 4, we use PA1Dms estimates from the uniform-discount data as

a starting point for design of a subscription offer. In other words, we first characterize

optimal nonlinear pricing under a baseline model which assumes maximal uptaker price

responsiveness that cannot be ruled out with data. Given the naive optimal policy, we use

our lower bounds to study how the model recommendation should shift under alternate

DGPs based on weaker assumptions. We also propose a data-driven method to estimate the

degree of RI violations within the DGP, as a means of refining worst-case profit projections.

5.0.1. Marginal Cost Imputation. Henceforth we assume a constant marginal cost, c. Once

again, to protect Lyft’s internal data confidentiality, we do not incorporate raw information

on its internal cost structure into our empirical analyses. Rather, we follow an imputation

approach that is common to various strains of the industrial organization literature, including

markup estimation in demand analysis (e.g., Ackerberg et al. (2007)). Specifically, this

method assumes that Lyft’s default price level maximizes profits under linear pricing and

infers marginal cost accordingly. See Appendix OS.H.1 for details.

5.1. Optimal PA1Dms Pricing. Our pricing problem is a special case of MR84, who pro-

posed a concave total payment function P ∗(q) as a superior alternative to linear pricing. It

awards increasing volume discounts as consumers choose higher q, and incentivizes them to

23In Appendix OS.I, we investigate potential sample differences and show that systematic variation between the RCT sample

populations cannot explain the divergence of estimates in Panel (C) of Figure V.
24Cotton et al. (2026b) use a combination of panel data and cross-sectional price variation to formalize an alternate statistical

test of RI within a PA1Dms framework. They find that RI is rejected within a case study of childhood human capital investment.
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Figure VI. Profitability of Subscription Offers

Notes: Discount d is expressed as a fraction of the markup under default pricing. Upfront fee S is expressed as a fraction

of the maximal upfront fee in the optimal menu. Lighter shades in the heatmap denote higher profitability. We also plot the

optimal menu of subscription prices, and a point representing the optimal single subscription.

self-sort by their unobserved demand types. In its full generality, MR84 can be implemented

as a continuum-menu of fee-discount offers, (S(θ), d(θ)) to produce a fully separating equi-

librium by consumer types θ under the PA1Dms model (see Appendix OS.H.2 for technical

details). The solution is plotted in Figure VI. For Lyft’s internal data confidentiality, we

report d as a fraction of the (imputed) markup under default pricing, and S as a fraction

of the maximum upfront fee from the optimal menu. In our rideshare data, the continuum

subscription menu produces excess profits of 4.80%, relative to the linear-price optimum.

5.1.1. Optimal Single Subscription. Many real-world practitioners (e.g., Costco, Lyft, Charge

Point, etc.) typically offer one or a small number of subscription plans. Firms may prefer

simplicity for ease of implementation, or because of customer cognitive constraints (e.g.,

Grubb and Osborne (2015) and Bodoh-Creed et al. (2026)). This raises a question of how

much profits are being left on the table in foregoing the fully separating equilibrium for a

simplistic subscription program. To answer this question we numerically solve for profits

under a fine grid of single-offer fee-discount pairs.25

Results are also shown in Figure VI, which depicts the optimal single contract (S∗, d∗)

with a dot, and a heatmap of profitability for various single-offer (S, d) pairs. Lighter shades

denote higher profitability. There is a region with intermediate values of d where any single

contract near the optimal menu performs fairly well. The upper left shade represents baseline

linear-pricing profits, while the lower-right corner is considerably darker, indicating that

the main threat to profitability is offering overly generous subscription plans. The best

single subscription captures 90.75% of profit gains from an optimal continuum menu. In

other words, the continuum menu is only slightly better than a well-chosen simple menu.

Thus, even moderate concerns about implementing complex menus could rationalize the

low-dimensional nature of most real-world subscription programs.

25For each candidate offer (S, d), we compute the model-implied uptake and consumption choices of each consumer type θ.

Integrating over Fθ gives us an estimate of total profits under each (S, d) pair.
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Figure VII. Robust Bounds

(a) SUD Bounds (b) Refined SUD Bounds (c) SUD Elasticity Bounds

Notes: Panel (A) plots empirical bounds, Bd0 (q;S
∗, d∗) and Bd0

(q;S∗, d∗), and the theory-free lower bound, B̃d0
(q;S∗, d∗).

Panel (B) plots refined lower bounds BR
Dd∗

(q;S∗, d∗) under prices Dd∗ . Panel (C) plots implied bounds on demand elasticities,

holding d∗ fixed, and varying upfront fee S; i.e., E∗ (qc) =
E[ε(Qc)Qc|Qc≥qc]

E[Qc|Qc≥qc]
, where qc=

S
p0×d∗ .

5.2. Robust SUD and Elasticity Bounds. Figure VII compares out-of-sample bounds

on strong-uptaker demand relative to the benchmark model prescription (S∗, d∗). Recall that

Section 3.4.1 outlines various options for constructing lower bounds with different reliance on

data vs EMS. The thick solid line in Figure VII Panel (A) is the SUD upper bound (PA1Dms

projection), while the thick dashed line is the extrapolation-light SUD lower bound Bd0
(Sec-

tion 3.4.1, option (iii)). We also plot the theory-free lower bound B̃d0
(thick dotted line)

which does not impose the LoD. It is totally uninformative, as it places too few restrictions

on the latent DGP. By comparison, Bd0
is quite informative.26 This result highlights the

inferential power to be had from the most basic behavioral assumptions within an incom-

plete structural model, mirroring similar findings by Haile and Tamer (2003), Hortaçsu and

McAdams (2010), Barseghyan et al. (2021), and Larsen (2021).

This paper further contributes to the literature by providing a complete decomposition of

how point identification is aided by all model assumptions. Panels (B) and (C) of Figure VII

plot extrapolation-full bounds BR
Dd

(thin dash-dot line, Remark 3.4.1 option (iv)) based con-

tinuum price variation Dd∗ =(0, d∗] and projected aggregate demand CDFs, Goos
d (q;Gc, Gd0),

using Condition 3. For illustrative purposes we also depict hypothetical refined bounds from

two intermediate discount sets: D1
d∗ = {d∗

2
, d∗} and D2

d∗ = {d∗

3
, 2d

∗

3
, d∗} (medium dotted and

dash-dot lines). Recall from Section 3.4 that these are alternatively interpretable as bound

refinements obtainable from additional exogenous price variation, rather than EMS. Panel

(C) compares the corresponding price-elasticity bounds for strong uptakers.

The figure illustrates how adding information—model structure or data—rules out latent

DGPs where subscribers are relatively price-insensitive. While structural methods are often

critiqued for opaqueness on the relation between empirical moments and model primitives,

Figure VII transparently shows how theory and raw data combine to deliver identifying

26Bound tightness depends partly on the focal (S∗, d∗) pair. As S∗/(p0×d∗)→0, strong-uptakers encompass the full population,

and B(q; 0, d∗)=B(q; 0, d∗)=Gd∗ (q). As S∗/(p0×d∗)→∞, the set of strong-uptakers vanishes, so the bound gap again collapses.
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Figure VIII. Path of Optimal Single Subscriptions

(a) Before Discontinuity (b) After Discontinuity

Notes: Evolution of robust optimal subscriptions as λ varies. The solid line and heat map are as in Figure VI. The circle is the
RI-optimal subscription offer, (S∗(0), d∗(0)). The dashed line shows the path of robust adjustment using the extrapolation-light

lower bound (Remark 3.4.1), and the dash-dot line is similar, but uses the extrapolation-full lower bound (Remark 3.4.1). The

triangle and square are (S∗(0.16), d∗(0.16)) for the estimated value of λ̂ = 0.16.

power for a broad family of adverse selection models (see Section 2.6). The gap between

the thick dotted line and the thick dashed line in Panel (A) is inference derived from basic

data, assuming only the LoD. The gaps between the thick dashed lines and the thin/medium

lines in Panels (B) and (C) are additional inference derived either from richer data, holding

model structure fixed, or from imposition of smoothness conditions (EMS), holding data

fixed. Finally, gaps between the thin dash-dot lines and the thick solid lines in panels (B)

and (C) are inference derived from the observables under a fully-specified model, layering

the dimension-reducing RI assumption on top of the LoD and EMS.

5.2.1. Empirical Profit Bounds. We now consider adjustments to the optimal policy (S∗, d∗)

projected by the PA1Dms model, based on bounds from Figure VII. The adversarial DGP is

where strong-uptakers minimally increase consumption after subscribing (Lemma 2), and we

can compute this by simulating profits (equation (5)) under QR
Dd0

to get adversarial profits

under each (S, d) pair. We compare these to RI profits, denoted πRI(S, d), by plugging Qd0 ,

the opposite latent DGP not ruled out by data, into equation (5). Henceforth, we adopt the

refined extrapolation-full lower bound QR
Dd

as our main specification: we view the restriction

to smooth demand evolution across prices as reasonable, and Bodoh-Creed et al. (2026)

found Condition 3 to be consistent with similar Lyft data. For comparison, we also plot

profits based on the extrapolation-light bound Q
d0

(Section 3.4.1, option (iii)). We denote

adversarial profits under each extrapolation mode as πA
e (S, d); e= l for the extrapolation-light

version and e=f for extrapolation-full. Note that πA
l (S, d) ≤ πA

f (S, d) ≤ π(S, d) ≤ πRI(S, d),

provided that multiplicatively separable EMS is reasonable.

5.2.2. Bound Interpolation. To further refine market-design decisions, we can interpolate

between upper and lower bounds by considering λ-adversarial profits πλ
e (S, d)≡λπA

e (S, d)+

(1−λ)πRI(S, d) if fraction λ of consumers behave according to the adversarial DGP, while

(1−λ) behave according to the rank-invariant DGP. One intuitive way of interpreting the
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Figure IX. Profitability of Robust Policies

(a) Rel. Adversarial Profits (b) Robust Profits Under RI

Notes: Panel (A) shows how robust profits vary by λ, relative to RI profits—solid line,
πλ(S∗(λ),d∗(λ))−πλ(0,0)

πRI (S∗(0),d∗(0))−πRI (0,0)
—and how

naive relative profits vary by λ—dashed line, i.e.,
πλ(S∗(0),d∗(0))−πλ(0,0)

πRI (S∗(0),d∗(0))−πRI (0,0)
. Panel (B) depicts the cost of adopting a robust

policy (S∗(λ), d∗(λ)) when the DGP is actually rank invariant; i.e.,
πRI (S∗(λ),d∗(λ))−πRI (0,0)

πRI (S∗(0),d∗(0))−πRI (0,0)
.

new parameter could be that (1−λ) of Lyft’s users are loyal, having only a Lyft account or

routinely checking only the Lyft app. The remaining λ fraction exhibit low loyalty and are

also assumed to substitute adversarially across the two platforms in response to Lyft price

changes. Optimizing with respect to πλ
e instead of πA

e allows for improved robust decisions

if the market designer believes that the pure adversarial DGP is overly pessimistic.

For each λ ∈ (0, 1) we find the robust optimum, (S∗
e (λ), d

∗
e(λ)), via grid search. Fig-

ure VIII plots the (S∗
e (λ), d

∗
e(λ))-locus for our main specification (dash-dot line) and the

extrapolation-light analog (dashed line). Panel (A) zooms in on values of λ∈ [0, 0.35], while

Panel (B) includes λ > 0.35 also. The extrapolation-full bound prescribes intuitive policy

adjustments toward the northwest: the market designer gains robustness with a less generous

offer (slightly larger S and smaller d). There is a profit discontinuity at roughly λ= 0.35.

For intuition, note that there is a set of contracts (S, d) that are good for profits near the

PA1D DGP (small λ), but non-robust and very bad for profits near the adversarial DGP

(λ close to one). There is another disjoint set of contracts with higher S that are robust

and profit-optimal near the adversarial DGP, but generally rendering low excess profits ev-

erywhere. For λ ≤ 0.35 the market designer prioritizes profitability, and for λ > 0.35 she

prioritizes robustness. The less-informative extrapolation-light bound prescribes robustness

through a substantial increase in S, but a small increase in d as well.

Figure IX translates robust offer adjustments for various λ levels into profits. Panel (A)

characterizes a non-RI world, where λ is the actual degree of RI violations in the DGP.

The dash-dot and dashed lines are robust excess profits above linear pricing, relative to

baseline excess profits, i.e., πλ
e (S

∗
e (λ),d

∗
e(λ))−πλ(0,0)

πRI(S∗
e (0),d

∗
e(0))−πRI(0,0)

, given extrapolation mode e∈ {l, f}. The

solid line depicts how naive excess profits vary with λ, relative to baseline excess profits, or
πλ
f (S

∗
f (0),d

∗
f (0))−π

λ(0,0)

πRI(S∗
e (0),d

∗
e(0))−πRI(0,0)

. The three lines are mechanically close when λ is small. The solid line

goes negative at λ=0.28, indicating the worst-case point at which naive policy prescriptions

may become profit negative. On the other hand, robust adjustments prevent the other two
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Table II. Subscriber Savings Retained: (S∗
f (λ), d

∗
f (λ)) vs (S

∗(0), d∗(0))

λ Strong Uptaker Percentiles 0.1 0.25 0.5 0.75 0.9 Total

λ = 0.35 SU(p0, S∗
f (λ), d

∗
f (λ)) 0.157 0.324 0.504 0.615 0.665 0.542

λ = 0.35 SU(p0, S∗(0), d∗(0)) 0 0 0.287 0.558 0.645 0.497
λ = 0.16 SU(p0, S∗

f (λ), d
∗
f (λ)) 0.380 0.607 0.760 0.832 0.858 0.791

λ = 0.16 SU(p0, S∗(0), d∗(0)) 0 0.179 0.724 0.823 0.856 0.783

Notes: Retained savings ratios
q(r)d∗f (λ)−S∗

f (λ)

q(r)d∗(0)−S∗(0) , where q(r) is the rth quantile of Qc among strong-uptakers, for r ∈

{0.1, 0.25, 0.5, 0.75, 0.9}. The final column is aggregate retained savings, or

∫ 1
0 q(r)d∗f (λ)−S∗

f (λ)dr∫ 1
0 q(r)d∗(0)−S∗(0)dr

.

lines from going negative under any value of λ. Panel (B) considers paranoid excess profits,

πRI(S∗
e (λ), d

∗
e(λ))−πRI(0, 0), where an over-cautious market designer incorrectly chooses a

robust offer (S∗
e (λ), d

∗
e(λ)) in a RI world. This serves as a measure of the effective insurance

premium required to guard profits against the worst possible unobserved contingency.

The lesson from Figures VIII and IX is that nonlinear pricing via subscription offers is

only guaranteed to be a viable strategy when the adversarial fraction of consumers is below

roughly one third under the main specification and below one quarter with the unrefined

extrapolation-light specification. Panel (B) of Figure IX shows that the cost of achieving

robustness is fairly low. If the true DGP really is RI but the market designer assumes

0≤ λ≤ 0.35, then robust profits πλ(S∗(λ), d∗(λ)) still capture 80% or more of true excess

profits. Thus, if we view robust policy design as insurance against making large errors,

then fully hedging against that risk comes relatively cheaply for relevant values of λ where

nonlinear pricing is a viable business strategy at all.

Figure VIII shows that policy prescriptions from the PA1Dms model are fairly robust to

moderate perturbations in the underlying DGP. In our main specification, S∗
f (0.35) is about

9% higher than S∗(0), and d∗f (0.35) is about 18% lower than d∗(0). Table II depicts implica-

tions of moving from the naive optimum to (S∗
f (0.35), d

∗
f (0.35)) for consumer surplus. Among

the set of strong-uptakers relative to the robust optimum, or SU(p0, S
∗
f (λ), d

∗
f (λ)), the me-

dian (90th percentile) consumer retains half (two thirds) of would-be savings from the baseline

offer. Among the set of strong-uptakers relative to the naive optimum, SU(p0, S
∗(0), d∗(0)),

the lower quartile of consumers retain none of their previous savings, since many of them

transition from uptakers to non-uptakers when the contract becomes less generous.

5.2.3. Estimating λ. We now propose a method for using panel data to infer empirically

relevant values of λ. Let Qpre
n denote volume demanded in the two weeks prior to the uniform-

discount RCT. Note that the pre-period sample of demands {qprei }Nc+Nt

i=1 is realized entirely

under default price p0, and consider a comparison of the rank correlation of (Qpre, Qd0) in

the treatment group, and of (Qpre, Qc) in control. A rank-invariant DGP implies these rank

correlations should be identical, while if consumer behavior deviated from RI the pre-/post-

RCT rank correlation should be lower within the treatment group, due to the price change.
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Formally, let Ŝt denote Spearman’s sample rank correlation of demand for the pre-/post-

RCT treatment sample, or {qprei , qdi}Nt
i=1, and let Ŝc denote the pre/post rank correlation

for the control sample, or {qprei , qci}Nc
i=1. Finally, let Ŝa denote rank correlation between the

pre-RCT control sample and its adversarial projection, or
{
qprei ,Q

d0
(qci, v)

}Nc

i=1
, and define

λ̂≡1−(Ŝt−Ŝa)/(Ŝc−Ŝa). (13)

The denominator captures the change in rank-correlation as counterfactual consumption

ranges between the limiting RI and adversarial DGPs. The numerator captures where the

treatment data lay along this spectrum. Since Sc< 1 may be true due to within-consumer

time-varying demand, we don’t directly compare St to Sc, but (St−Sa) to (Sc−Sa) instead.

The control rank correlation Sc is generally above the treatment rank correlation St, which

is above the adversarial rank correlation Sa.
27 Thus, 0≤ λ̂≤1 should generally be true.

Table OS.J.2 (Appendix OS.J) reports raw rank correlations and bootstrapped confidence

intervals. Our point estimate is λ̂ = 0.160, with a 95% confidence upper bound of 0.281,

well below the cutoff of λ=0.35 where subscriptions cease to be viable. The robust optimal

subscription selects S∗
f (0.16) at 2.0% above the naive optimum fee, and d∗f (0.16) at 8.0%

below the naive optimum discount. This contract implies an “insurance premium” of only

5% of baseline subscription profits (Figure IX, Panel (B)), to hedge against the worst likely

case, while consumers retain nearly 80% of surplus gains, relative to the naive optimum.

This demonstrates how one may use partial identification to facilitate effective empirical

market design, despite crucial limitations like unseen agent selection patterns.

5.3. Robust Joint Optimization of (p, S, d). Our market design exercise thus far has

treated the default price level p0 as fixed. As discussed in Section 3.5, this is restrictive,

since the firm can improve profits by optimizing the default linear price jointly with the

subscription fee-discount pair (S, d). If we allow p to vary as well under the PA1Dms baseline

model, excess profits are 7.68%, as opposed to the 4.80% increase when holding baseline price

fixed. This additional excess profit can only be realized if the PA1Dms model is correctly

specified, including the RI assumption that unobserved heterogeneity is 1-dimensional. Thus,

we also compute a robust policy that is profitable even under plausible adversarial DGPs.

To solve for the robust optimum policy, we must compute adversarial profits πA
f (p, S, d)

as well as profits under the PA1Dms model, πRI(p, S, d) for all prices p. First, recall from

before that when holding p fixed we compute πA
f (p0, S, d) by simulating draws of q using

QR
d0
(q; d, v), and we compute πRI(p0, S, d) by simulating draws of q using Qd0(q; d, v). To

27If one assumes a well-behaved model of time-varying demand where persistence arises solely from a consumer’s stable type θ,

and period-t demand shocks εt are iid, then the inequalities Sc≥St≥Sa follow as a direct consequence of Propositions 4 and 5.
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compute πA
f (p, S, d) and π

RI(p, S, d) for general values of p, we take the nested fixed-point

approach outlined in Appendix OS.E.1. For any p, define an alternate “control” CDF, G̃c to

be the distribution of demand under price p: G̃c(q) ≡ G(q|p), and define the “discounted”

CDFs G̃d ≡ G(q|p(1 − d)). Plugging these new CDFs into the Qd(q; d, v) and QR
d
(q; d, v)

mappings, the robust optimal subscription pricing policy is then given by the solution to the

maximization problem max
p,S,d

(1− λ)πRI(p, S, d) + λπA(p, S, d), with λ = 0.160.

We find that the robust optimal policy now relinquishes 25% of “paranoid” excess profits

attained under the PA1Dms model. Comparing this finding with the previous result—i.e.,

that the fixed-price robust optimum only sacrificed 5% of profits—raises an interesting ques-

tion: why is the implicit insurance premium higher in the unconstrained case? The intuition

is that default linear price and fee-discount pairs are complementary tools for increasing

firm profits. The optimal (S, d) entices high-demand consumers to buy the subscription in

part by raising the default price p to relax their incentive constraint. Concerns about RI

violations, which make subscriptions off of any benchmark price less attractive, thus have a

compounding effect of dampening the firm’s incentives to raise default price as well.

6. Discussion and Conclusion

In this paper we clarify assumptions that underlay structural identification of the canon-

ical adverse-selection model. We show that it is equivalent to a reduced-form, potential-

outcomes framework with three additional assumptions: a treatment-effect sign restriction,

extrapolative model structure, and rank invariance. The key assumption we highlight—rank

invariance—may be especially problematic in the presence of multi-dimensional unobserved

heterogeneity, as it involves arbitrary and untestable restrictions on unseen agent selection

patterns. We propose a suite of tools that allow a market designer to flexibly estimate pricing

counterfactual bounds, despite significant data limitations.

A naive but fully-specified rank-invariant DGP bounds price responsiveness from above,

and thus still serves as a useful empirical benchmark. The lower bound corresponds to a

worst-case profit scenario where likely subscribers’ price responses account for a minimal

fraction of the observed demand shift from an exogenous price drop.

Our estimated counterfactual demand bounds with rideshare data are informative, de-

spite lack of information on cross-provider substitution. The bounds facilitate robust policy

prescriptions using data sources similar to those available in many other real-world applica-

tions. Our partial identification approach enables profitable nonlinear pricing design while

achieving robustness against worst-case deviations from model assumptions. It also applies

to a wide class of adverse-selection models and principal objectives.
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Hortaçsu, A. and McAdams, D. (2010). Mechanism choice and strategic bidding in divisible
good auctions: An empirical analysis of the turkish treasury auction market. Journal of
Political Economy, 118(5):833–865.

Imbens, G. W. (2009). ”better late than nothing: Some comments on deaton (2009) and
heckman and urzua (2009)”. Journal of Economic Literature, 48(2):399–423.

Imbens, G. W. and Newey, W. K. (2009). Identification and estimation of triangular simul-
taneous equations models without additivity. Econometrica, 77(5):1481–1512.

Kang, K. and Silveira, B. (2021). Understanding disparities in punishment: Regulator
preferences and expertise. Journal of Political Economy, 129(10:2947–2992.

Kang, Z. and Vasserman, S. (2022). Robust bounds for welfare analysis. Wk Paper.



IDENTIFICATION AND INFERENCE UNDER MULTI-DIMENSIONAL UH 47

Keane, M. P. (2010). A structural perspective on the experimentalist school. Journal of
Economic Perspectives, 24(2):47–58.

Keane, M. P. and Wasi, N. (2016). Labour supply: the roles of human capital and the
extensive margin. The Economic Journal, 126(592):578–617.

Kleven, H. J. and Schultz, E. A. (2014). Estimating taxable income responses using danish
tax reforms. American Economic Journal: Economic Policy, 6(4):271–301.

Kleven, H. J. and Waseem, M. (2013). Using notches to uncover optimization frictions
and structural elasticities: Theory and evidence from pakistan. The quarterly journal of
economics, 128(2):669–723.

Laffont, J.-J. and Tirole, J. (1986). Using cost observation to regulate firms. The Journal
of Political Economy, 94(3):614–641.

Larsen, B. J. (2021). The efficiency of real-world bargaining: Evidence from wholesale used-
auto auctions. Review of Economic Studies, 88(2):851–882.

Levinsohn, J. and Petrin, A. (2003). Estimating production functions using inputs to control
for unobservables. The review of economic studies, 70(2):317–341.

Luo, Y., Perrigne, I., and Vuong, Q. (2018). Structural analysis of nonlinear pricing. The
Journal of Political Economy, 126(6):2523–2568.

Maskin, E. and Riley, J. (1984). Monopoly with incomplete information. The RAND Journal
of Economics, 15(2):171–196.

Mirrlees, J. A. (1971). An exploration in the theory of optimal taxation. The Review of
Economic Studies, 38(2):175–208.

Molinari, F. (2020). Microeconometrics with partial identification. Handbook of econometrics,
7:355–486.

Mussa, M. and Rosen, S. (1978). Monopoly and product quality. Journal of Economic
Theory, 18:301–317.

Nevo, A. and Whinston, M. D. (2010). Taking the dogma out of econometrics: Structural
modeling and credible inference. Journal of Economic Perspectives, 24(2):69–82.

Olley, S. and Pakes, A. (1992). The dynamics of productivity in the telecommunications
equipment industry.

Perrigne, I. and Vuong, Q. (2011). Nonparametric identification of a contract model with
adverse selection and moral hazard. Econometrica, 79(5):1499–1539.

Piketty, T. and Saez, E. (2013). Optimal labor income taxation. In Handbook of public
economics, volume 5, pages 391–474. Elsevier.

Rosen, S. (1974). Hedonic prices and implicit markets: Product differentiation in pure
competition. Journal of Political Economy, 82(1):34–55.

Rubin, D. B. (1974). Estimating causal effects of treatments in randomized and nonrandom-
ized studies. Journal of educational Psychology, 66(5):688.

Saez, E. (2001). Using elasticities to derive optimal income tax rates. The review of economic
studies, 68(1):205–229.

Saez, E. (2002). Optimal income transfer programs: intensive versus extensive labor supply
responses. The Quarterly Journal of Economics, 117(3):1039–1073.

Spence, M. (1973). Job market signaling. The Quarterly Journal of Economics, 87(3):355–
374.

Sun, G. (2023). Minimum cost minimum income guarantees. Working Paper, Olin Business
School, Washington University in St Louis.



48 HICKMAN, LIST, MUIR, SUN

Sun, G. (2026). Nonparametric identification in optimal income taxation models. Working
Paper.

Todd, P. and Wolpin, K. I. (2018). Accounting for mathematics performance of high school
students in mexico: Estimating a coordination game in the classroom. Journal of Political
Economy, 126(6):2608–2650.

Torgovitsky, A. (2015). Identification of nonseparable models using instruments with small
support. Econometrica, 83(3):1185–1197.

Appendix A. Formal Proofs

A.1. Proof of Proposition 1. Suppose that D(p;ψ) = argmax
q≥0

θ(ψ)u(q)−pq. Then in-

verting the FOC, we have q∗(p; θ) = (u′)−1 (p/θ), which, by concavity of u, is decreasing in

price—and thus satisfies Condition 1—and increasing in θ. Now suppose q∗(p; θ)>q∗(p; θ′),

which implies θ>θ′. Thus, q∗(p′; θ)≥ q∗(p′, θ′) ∀p′, establishing Condition 2. Since increas-

ing functions preserve quantile ranks, for any r ∈ [0, 1] we have q∗(p;F−1
θ (r)) = G−1(r|p).

Differentiating both sides by p and applying the implicit function theorem, p∂G−1(r|p)
∂p

=
u′(q∗(p;F−1

θ (r)))

u′′(q∗(p;F−1
θ (r)))

≡σ(q∗(p;F−1
θ (r)))=σ(G−1(r|p)), or Condition 3.

Conversely, suppose that D(p;ψ) satisfies Conditions 1–3. For simplicity, assume that

G(q|p∗) has unbounded support [0,∞) for some p∗. It is straightforward (though tedious)

to extend the proof logic when this assumption is relaxed. Define σ : R+ → R such that

∀r ∈ [0, 1], σ(qr)≡ p∗ ∂G
−1(r|p∗)
∂p

where qr =G−1(r|p∗). Condition 3 implies the definition of

σ is the same for any other p ̸= p∗, and Condition 1 implies σ(q) ≥ 0 for all q. Define

the utility function to be u(q)≡
∫ q

0
exp

(∫ q′

0
σ(q) dq′′

)
dq′, which is monotone and concave

by the non-negativity of σ. Define θ(ψ) ≡ p∗/u′(D(p∗;ψ)). It now suffices to check that

D(p;ψ)=q∗(p; θ(ψ)) ≡ (u′)−1 (p/θ(ψ)), ∀ψ and ∀p.
This is equivalent to showing that the distributions of q∗(p; θ(Ψ)) andD(p;Ψ) are the same

∀p, since Condition 2 requires that a ψ-type at the rth demand quantile under price p∗ will re-

main at the rth quantile under any other price p. Note that θ(ψ) was chosen so that D(p∗;ψ)

satisfies the FOC, which by concavity of u is sufficient for D(p∗;ψ)=argmax
q≥0

θ(ψ)u(q)−p∗q.

Let G̃(q|p)≡Pr[q∗(p; θ(Ψ))≤ q] ∀p, and note that G̃(q|p∗)=G(q|p∗). Applying the implicit

function theorem, we again have p∂G̃−1(r|p)
∂p

=
u′(q∗(p;F−1

θ (r)))

u′′(q∗(p;F−1
θ (r)))

=σ(q∗(p;F−1
θ (r)))=σ(G̃−1(r|p)),

where Fθ is the CDF of the random variable θ(Ψ). Thus, G and G̃ satisfy the same ODE

p∂y(p)
∂p

=σ(y(p)), ∀p. Since they also agree at p=p∗, they must agree everywhere. ■

A.2. Proof of Proposition 2. The proof of Proposition 2 proceeds analogously to the

proof of Proposition 1, so we do not repeat all of the details. Instead, we simply verify that

the utility functions satisfy cases (1) and (2) of Condition 4.

For φ-separable utility, recall that utility takes the form u(q; θ) ≡
∫ q

0

[∫ t

0
1−φ
σ(x)

dx+ θ
]1/(1−φ)

dt.

Then the first-order condition for utility maximization, uq(q; θ) = p can be fully written as
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0
1−φ
σ(x)

dx+ θ
]1/(1−φ)

= p. Totally differentiating both sides with respect to p yields

1

σ(q∗(p; θ))

[∫ q∗(p;θ)

0

1− φ

σ(x)
dx+ θ

]φ/(1−φ)

︸ ︷︷ ︸
=pφ, by FOC

∂q∗(p; θ)

∂p
= 1. (14)

Since by rank-invariance, we have that the quantile function satisfiesG−1(r|p) = q∗(p;F−1
θ (r)),

we show that case (1) of Condition 4 is satisfied:

pφ
∂G−1(r|p)

∂p
= pφ

∂q∗(p;F−1
θ (r))

∂p
= σ(q∗(p;F−1

θ (r))) = σ(G−1(r|p)),

where the second equality follows by rearranging Equation (14).

We next show that the φ-separable family nests MS and AS utility as special cases. In

the case where φ→1, the utility representation converges to

u(q; θ) =

∫ q

0

exp

[∫ t

0

dx

σ(x)
+ θ

]
dt = exp(θ)

∫ q

0

exp

[∫ t

0

dx

σ(x)

]
dt ≡ exp(θ)u(q),

which is equivalent to the MS specification up to a (behaviorally irrelevant relabeling of the

type θ. Similarly, in the case where φ = 0, te utility representation becomes

u(q; θ) =

∫ q

0

[∫ t

0

dx

σ(x)
+ θ

]
dt =

∫ q

0

[∫ t

0

dx

σ(x)

]
dt+ θq ≡ u(q) + θq.

Next, consider the case where U(q; θ) =
∫ q

0
P [t|Fθ(θ)] dt. The first-order condition in this

case states that P [q∗(p; θ)|Fθ(θ)] = p. Since P(q|r) is the inverse of G−1(r|p) with respect

to price, applying G−1(Fθ(θ)|·) to both sides yields q∗(p; θ) = G−1(r|p). ■

A.3. Proof of Proposition 3. Any CDF G(q|p) that is not weakly decreasing in p would

falsify Condition 1. If G(q|p1) satisfies σ(q) = p1
∂G−1(G(q|p1)|p1)

∂p
, we must have that G−1(r|pj)

is the solution to p̃∂y(p̃)
∂p

=σ(y(p̃)), ∀p̃∈{p1, . . . , pJ}, with initial condition given by y(p1)=

G−1(q|p1). Any r∈ [0, 1] and j ∈{2, . . . , J} s.t. G−1(r|pj) does not satisfy the above would

falsify Condition 3. Finally, let Ψ≡U∼Uniform(0, 1), and for each pj∈{p1, . . . , pJ}, define
D(pj;u)≡G−1(u|pj). Then D(pj;u) satisfies Condition 2, since D is non-decreasing in u.

Moreover, Pr[D(pj;U)≤q]=Pr[G−1(U |pj)≤q]=Pr[U≤G(q|pj)]=G(q|pj), as desired. ■

A.4. Proof of Lemma 2. Recall from the body that profits can be decomposed as

π(S, d)−π0=E
[
S+Qd [p0(1−d)−c]−Qc(p0−c)

∣∣∣Qc≥ S
p0×d

]
Pr

[
Qc≥ S

p0×d

]
+E

[
S+Qd [p0(1−d)−c]−Qc(p0−c)

∣∣∣Qc<
S

p0×d , υ=1
]
Pr

[
Qc<

S
p0×d , υ=1

]
.

(15)

Lemma 1 shows that in the worst-case DGP, the second term on the RHS of (15) is 0. On the

other hand, the only unknown quantity affecting the first term on the RHS is the expectation
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of Qd conditional on Qc ≥ S
p0×d

. Note that since Q
d0

represents a first-order stochastic

lower bound on the conditional distribution of Qd given Qc ≥ S
p0×d

, it also minimizes the

expectation. This establishes that Q
d0

is consistent with the worst-case scenario for profits,

given the data and the LoD. ■

A.5. Proof of Proposition 4 w/Mass Points in Gc. RecallQd0(q, v; d)≡G−1
d (a(q)+b(q)v),

V is an independent uniform random variable, a(q)≡ limq′→q− Gc(q) is the mass of consumers

with baseline demand strictly below q, and b(q)≡Gc(q)−a(q) is the size of the mass point

at Qc=q. We break up our proof into two Lemmas as follows:

Lemma 3. Qd0(Qc, V ; d0) as defined in Equation (6) is an admissible DGP that cannot be

ruled out by the dataset (Gc, Gd0); that is Pr
[
Qd0(Qc, V ; d0)≤q

]
=Gd0(q).

Proof. At any demand q where G−1
c is strictly increasing at Gd0(q), Pr

[
Qd0(Qc, V ; d0)≤q

]
=

Pr[G−1
d (Gc(Qc)) ≤ q] = Pr[Gc(Qc)≤Gd(q)]=Gd(q), where the last equality follows because

Gc(Qc) is a Uniform(0, 1) random variable. Otherwise, the random variable Qc has a mass

point at q∗q ≡G−1
c (Gd0(q))). By definition of a, a(q∗q )=Pr[Qc<q

∗
q ], so

Pr[Qd0(Qc, V ; d0)≤q]=Pr
[
Qc<q

∗
q or

(
Qc=q

∗
q and V ≤ Gd0

(q)−a(q∗q )
b(q∗q )

)]
=Pr[Qc<q

∗
q ]+Pr

[
Qc = q∗q and V ≤ Gd0

(q)−a(q∗q )
b(q∗q )

]
=a(q∗q )+Pr[Qc = q∗q ]×Pr

[
V ≤ Gd0

(q)−a(q∗)
b(q∗q )

]
=a(q∗q )+b(q

∗
q )

Gd0
(q)−a(q∗q )

b(q∗q )
=Gd0(q). □

(16)

Lemma 4. Pr[Qd0(Qc, V ; d0)≤ q|Qc ≥ q′] is an upper bound (in the first-order dominance

sense) on SUDs; that is, Pr[Qd0(Qc, V ; d0)≤q|Qc≥q′]≤Pr[Qd0 ≤q|Qc≥q′].

Proof. The upper bound property is equivalent to Pr [Qd≤q|Qc≥q′] < Pr
[
Qd0 (Qc; d, v)≤q|Qc≥q′

]
being impossible. Suppose for contradiction that the inequality holds for some (q′, q). Then

Pr
[
Qd0(Qc; d, V ) ≤ q|Qc ≥ q′

]
Pr[Qc ≥ q′] + Pr

[
Qd0(Qc; d, V ) ≤ q|Qc < q′

]
Pr[Qc < q′]

= Pr[Qd0(Qc; d, V ) ≤ q] = Pr [Qd ≤ q]

= Pr [Qd ≤ q|Qc ≥ q′] Pr[Qc ≥ q′] + Pr [Qd ≤ q|Qc < q′] Pr[Qc < q′],

⇒Pr[Qc < q′]
(
Pr

[
Qd0(Qc; d, V ) ≤ q|Qc < q′

]
−Pr [Qd ≤ q|Qc < q′]

)
= Pr[Qc ≥ q′]

(
Pr [Qd ≤ q|Qc ≥ q′]−Pr

[
Qd0(Qc; d, V ) ≤ q|Qc ≥ q′

])
.

(17)

The first and third equalities use the law of total probability and the second uses (16). Our

supposition Pr [Qd≤q|Qc ≥ q′]<Pr
[
Qd0(Qc; d, V )≤q|Qc≥q′

]
is thus equivalent to

Pr [Qd≤q|Qc<q
′]>Pr

[
Qd0(Qc; d, V )≤q|Qc<q

′] , (18)

since the last two lines of (17) have the same sign. By definition, Qd0 is non-decreasing, so

inequality (18) implies Qd0 (q
′; d, v)=Qd0

(
S

p0×d
; d, v

)
>q. To see why, if Qd0(q

′; d, v)≤q, then the
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conditioning event Qc≤q′ implies Qd0(Qc; d, v)≤q as well, by monotonicity of Qd0 . This im-

plies Pr
[
Qd0(Qc; d, v)≤q|Qc≤ S

p0×d

]
= 1. This would violate (18) since Pr

[
Qd ≤ q|Qc <

S
p0×d

]
≤1. In

other words, (18) requires that counterfactual consumption implied by baseline consumption

level q′ weakly exceeds the benchmark q. Also,

Gd(q) = Pr [Qd ≤ q] = Pr [Qd ≤ q|Qc < q′] Pr [Qc < q′] + Pr [Qd ≤ q,Qc ≥ q′]

> Pr
[
Qd0(Qc; d, V ) ≤ q|Qc < q′

]
Pr [Qc < q′] + Pr [Qd ≤ q,Qc ≥ q′],

(19)

where the equality follows from the law of total probability and the inequality follows from

(18). This last expression can be re-written as

Pr
[
Qd0(Qc; d, V )≤q|Qc<q

′]Pr [Qc<q
′]+Pr [Qd≤q,Qc≥q′]

= Pr
[
Qd0(Qc; d, V )≤q,Qc<q

′]+Pr [Qd≤q,Qc≥q′]

= Pr
[
Qd0(Qc; d, V )≤q

]
+ Pr [Qd≤q,Qc≥q′]=Gd(q)+Pr [Qd≤q,Qc≥q′]≥Gd(q).

(20)

The second equality follows because if Qd0(Qc; d, v) ≤ q then the event Qc ≥ q′ = S
p0×d

is

impossible since otherwise Qd0(Qc; d, v)≥Qd0(q
′; d, v)>q. Note, however, that (19) and (20)

imply that Gd(q) is strictly greater than itself, a contradiction. □

We have shown Bd0(q;S, d0)≡Pr
[
Qd0(Qc, V ; d0)≤q|Qc≥q′

]
is sharp upper bound on SUDs:

Bd0(q;S, d0)≤Pr[Qd0 ≤ q|Qc ≥ q′], i.e., the RI DGP sharply upper bounds the set of DGPs

not ruled out by data (Gc, Gd0). With Assumption 4, we can use in-sample distributions

(Gc, Gd0) to extrapolate G
oos

d (q;Gc, Gd0) for alternative discount d. The logic of Lemmas 3

and 4 can then be repeated with G
oos

d replacing Gd0 in the definitions of Qd0(q, v; d) and

Bd0(q;S, d) and in equations (19) and (20). ■

A.6. Proof of Proposition 5 (Quasi-Concave, Absolutely Continuous Case, w/o

Support Bounds). By unimodality, Gc(q)−Gd0(q) weakly increases below its smallest max-

imizer, q∗min, and weakly decreases above its largest maximizer, q∗max. Let qmax be the largest

value whereGc andGd0 disagree. Define q̄d0(q
′)≡ inf

{
q∈ [q∗max, qmax] : Gc(q

′)−Gd0(q
′)=Gc(q)−Gd0(q)

}
and its “quasi-inverse”

¯
qd0(q)≡sup

{
q′∈ [0, q∗min] : Gc(q

′)−Gd0(q
′)=Gc(q)−Gd0(q)

}
. Gc and Gd0 are

absolutely continuous, so the inf and sup above are attained; Gc(q)−Gd0(q) =Gc(q̄d0(q))−
Gd0(q̄d0(q)) and Gc(q)−Gd0(q)=Gc(

¯
qd0(q))−Gd0(

¯
qd0(q)). Also, q̄d0 and

¯
qd0 strictly decrease

on their respective domains. The lower-bound DGP Q
d0

is

Q
d0
(q; d, v) =

q̄d0(q) if q ≤ q∗min, v ≤ qc(q)−gd0 (q)

gc(q)
, and

Q
d0
(q; d, v)=q otherwise.

(21)

Q
d0
(Qc) ≥ Qc respects the LoD. We refer to the individuals for whom Qc ≤ q∗min and

V ≤ gc(Qc)−gd0 (Qc)

gc(Qc)
as “jumpers”. The maximum possible fraction of jumpers consistent with

data (Gc, Gd0), conditional on Qc, is
gc(Qc)−gd0 (Qc)

gc(Qc)
(see Figure III, Panel B).

Lemma 5. Q
d0
(Qc, V ; d0) as defined in (21) is an admissible DGP that cannot be ruled out

by the dataset, (Gc, Gd0); that is Pr[Qd0
(Qc, V ; d0)≤q]=Gd0(q).
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Proof. By definition of Q
d0
, we have the following:

Pr
[
Q

d0
(Qc, V )≤q

]
=


A(q) q≤q∗min,

A(q∗min)+B(q) q∗min<q<q
∗
max, and

A(q∗min)+B(q∗max)+C(q) q≥q∗max,

(22)

where A(q)=
∫ q

0

[
1− gc(x)−gd0 (x)

gc(x)

]
gc(x) dx covers the case where q is below the smallest maximizer

q∗min, B(q)=
∫ q

q∗min
gc(x) dx covers the case where q is between the smallest and largest max-

imizers, and C(q)=
∫ q

q∗max
gc(x) dx+

∫ q∗min

¯
qd0 (q)

gc(x)−gd0 (x)

gc(x)
gc(x) dx covers the case where q is above the

largest maximizer q∗max. A(q) counts mass from the case where Q
d0
(Qc, V ) ≤ q because

Qc ≤ q∗min, but V is too small to induce jumping. B(q) and the first term of C(q) count

mass where Qc∈ [q∗min, q] since conditioning on Qc∈ [q∗min, q] implies Q
d0
(Qc, V )=Qc≤q with

prob. 1. The second term of C(q) corresponds to jumpers for whom Qc ∈ [
¯
qd0(q), q

∗
min], in

which case, despite jumping, Q
d0
(Qc, V )≤q.

The expression for A can be simplified: A(q)=
∫ q

0
gd0(x) dx=Gd0(q). For q∗min<q<q

∗
max,

Gc(q)−Gd0(q) is constant (by unimodality), imploying gc(q)−gd0(q)=0. Thus, B(q) can be

written
∫ q

q∗min
gd0(x) dx, soB(q)=Gd0(q)−Gd0(q

∗
min). Finally,

∫ q∗min

¯
qd0 (q)

gc(x)−gd0 (x)

gc(x)
gc(x) dx = Gc(q

∗
min)−Gd0(q

∗
min)−(Gc(

¯
qd0(q))−Gd0(

¯
qd0(q))=Gc(q

∗
min)−Gd0(q

∗
min)−

(Gc(q)−Gd0(q)), which implies C(q) =Gd0(q)−Gd0(q
∗
max). Plugging these identities into (22)

shows that regardless of the value of q, Pr
[
Q

d0
(Qc)≤q

]
=Gd0(q). □

Lemma 6. Pr[Q
d0
(Qc, V ; d0) ≤ q|Qc ≥ q′] is a lower bound (in the first-order dominance

sense) on SUDs; that is, Pr[Q
d0
(Qc, V ; d0)≤q|Qc≥q′]≥Pr[Qd0 ≤q|Qc≥q′].

Proof. We show that Pr[Qd0 ≤ q|qc ≥ q′] > Pr[Q
d0
(Qc, V ; d0) ≤ q|Qc ≥ q′] is impossible,

∀(q, q′). Suppose for contradiction that it holds for some (q, q′). By similar logic as equation

(17), this is equivalent to Pr[Qd0 ≤ q|qc<q′]<Pr[Q
d0
(Qc, V ; d0)≤ q|Qc<q

′]. Since Pr[Qd0 ≤
q|qc<q′]+Pr[Qd0>q|qc<q′] = 1 = Pr[Q

d0
(Qc, V ; d0)≤q|Qc<q

′] + Pr[Q
d0
(Qc, V ; d0)>q|Qc<

q′], our supposition is further equivalent to

Pr[Qd0>q|Qc<q
′] > Pr[Q

d0
(Qc, V ; d0)>q|Qc<q

′], (23)

which we now show is impossible. Let RHS(q, q′)≡Pr[Q
d0
(Qc, V ; d0)>q|Qc<q

′] denote the

RHS of (23). We further split Lemma 6 into the following steps.

Step 1: If pair (q, q′) satisfies (23) then Q
d0
(q′, 0) < q: We prove the contrapositive in

two further sub-cases, but it will be useful to first note the following. When q′ < q∗min,

Q
d0
(q′, 0; d0)= q̄d0(q

′) can be interpreted as the minimum value of counterfactual consumption

among jumpers for whom Qc < q′, or Q
d0
(q′, 0; d0; d0) = inf{Q

d0
(q′, v) : Q

d0
(q′, v; d0)> q′}.

On the other hand, if q′≥q∗min, then Q
d0
(q′, 0; d0)=q

′.

Case 1.1: q≤q′: The LoD implies that if Qd0<q, Qc<q
′, so Gd0(q)=Pr[Qd0 ≤q]=Pr[Qd0 ≤

q,Qc<q
′]=Pr[Qd0 ≤ q|Qc<q

′]Pr[Qc<q
′]. Dividing by Pr[Qc<q

′]=Gc(q
′), Pr[Qd0 ≤ q|Qc<

q′]=
Gd0

(q)

Gc(q′)
. Thus, Pr[Qd0>q|Qc<q

′] = 1−Pr[Qd0 ≤q|Qc<q
′]=

Gc(q′)−Gd0
(q)

Gc(q′)
. This logic relied
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only on the LoD, and applies to the pair (Qc,Qd0
(Qc, V ; d0)) too, since Qd0

was satisfies the

LoD. Thus, RHS(q, q′) = Pr[Q
d0
(Qc, V ; d0)> q|Qc < q′] =

Gc(q′)−Gd0
(q)

Gc(q′)
= Pr[Qd0 > q|Qc < q′]

contradicting (23).

Case 1.2: q′ < q ≤ Q
d0
(q′, 0; d0): In this case, RHS(q, q′) is constant in its first ar-

gument ∀q∈
[
q′,Q

d0
(q′, 0; d0)

]
. To see why, note that conditional on Qc < q′, by the def-

inition of Q
d0
, either V is large, so Q

d0
(Qc, V ; d0) = Q

d0
(Qc, 1; d0) = Qc < q′; or the

value of V is low, so Q
d0
(Qc, V ; d0) = Q

d0
(Qc, 0; d0) = q̄d0(Qc) > q̄d0(q

′) = Q
d0
(q′, 0; d0),

where the inequality follows from monotonicity of q̄d0 . Either way, Q
d0
(Qc, V ; d0) lies

outside of
[
q′,Q

d0
(q′, 0; d0)

]
, so for any q on that interval, 0 ≤ RHS(q′, q′)−RHS(q, q′) =

Pr
[
Q

d0
(Qc, V ; d0)∈ [q′, q]|Qc>q

′
]
≤Pr

[
Q

d0
(Qc, V ; d0)∈ [q′,Q

d0
(q′, 0; d0)]|Qc>q

′
]
=0. The first inequal-

ity and equality are true by definition of RHS. The second inequality is true by the sup-

position of Case 1.2. The logic used in Case 1.1 shows RHS(q′, q′) = Pr [Qd0>q
′|Qc<q

′].

Since RHS(q, q′) is constant in its first argument, ∀q ∈
[
q′,Q

d0
(q′, 0, d0)

]
, RHS(q, q′) =

RHS(q′, q′)=Pr [Qd0>q
′|Qc<q

′]≤Pr [Qd0>q|Qc<q
′], contradicting (23).

Cases 1.1 and 1.2 demonstrate that inequality (23) can only be satisfied when q′ ≤
Q

d0
(q′, 0)<q. We next show that this case also leads to a contradiction.

Step 2: Inequality (23) leads to a contradiction when q′≤Q
d0
(q′, 0)<q: Using similar logic

as in equations (19) and (20), we have

1−Gd0(q)=Pr[Qd0>q]=Pr[Qd0>q|Qc<q
′]Pr[Qc<q

′] + Pr[Qd0>q|Qc≥q′]Pr[Qc≥q′]

>Pr[Q
d0
(Qc, V ; d0)>q|Qc<q

′]Pr[Qc<q
′] + Pr[Qd0>q,Qc≥q′]

=Pr[Q
d0
(Qc, V ; d0)>q,Qc<q

′] + Pr[Qd0 ≥q,Qc≥q′],

(24)

where the strict inequality follows directly from (23). We now analyze each of the two

terms on the RHS of (24) (last line) in turn. For the first term, note that the events

Q
d0
(Qc, V ; d0)> q and Qc < q′ can simultaneously occur if and only if (Qc, V ) is a jumper

and Q
d0
(Qc, V ; d0) = Q

d0
(Qc, 0; d0) = q̄d0(Qc) > q.28 But by monotonicity of

¯
qd0 , this is

equivalent to Qc<
¯
qd0(q), since Qc ≤

¯
qd0(q̄d0(Qc)), by definition—recall that

¯
qd0 and q̄d0 are

quasi-inverses of each other—and since
¯
qd0(q̄d0(Qc))<

¯
qd0(q), which follows from qL(Qc) being

strictly greater than q. This further implies that the first term on the RHS of (24) satisfies

Pr
[
Q

d0
(Qc, V ; d0)>q,Qc<q

′]=Pr
[
(Qc, V ) is a jumper ∩Qc<

¯
qd0(q)

]
=

∫
¯
qd0 (q)

0 Pr
[
V ≤ gc(x)−gd0 (x)

gc(x)

]
gc(x) dx

=
∫
¯
qd0 (q)

0
gc(x)−gd0 (x)

gc(x)
gc(x) dx=Gc(

¯
qd0(q))−Gd0(

¯
qd0(q))=Gc(q)−Gd0(q). Next, turning to the second joint

probability on the RHS of (24), we have Pr[Qd0 ≥q,Qc≥q′]=Pr[Qd0 ≥q,Qc≥q] + Pr[Qd0 ≥q, q>Qc≥q′]

= Pr[Qc≥q] + Pr[Qd0 ≥q, q>Qc>q
′]≥1−Gc(q) where the first equality follows from the law of total

probability and the supposition of Step 2, and the second equality is true because Qc ≥
q ⇒ Qd0 ≥ q by the LoD. As a result, the last line of (24) is greater than or equal to

28Note that Qc > q is inconsistent with the second event of the joint probability for the case considered in Step 2, where

Qc<q′<q.
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Gc(q)−Gd0(q)+(1−Gc(q)) = 1−Gd0(q), which combined with the rest of inequality (24),

leads to the contradiction that 1−Gd0(q)>1−Gd0(q). □

Lemmas 5 and 6 imply that Q
d0

is a DGP not ruled out by the dataset (Gc, Gd0).

Bd0
(q;S, d0)≡Pr

[
Q

d0
(Qc, V ; d0)≤q|Qc≥q′

]
is thus a sharp upper bound (in the first-order

dominance sense) on SUDs, i.e., Bd0
(q;S, d0)≥Pr[Qd0 ≤q|Qc≥q′]. ■

A.7. Proof of Proposition 6. First suppose we observe demand at one intermediate dis-

count d>d(1)>0. When Qd(1) = qd(1) , the demand curve passing through the price-quantity

pair (p0(1− d(1)), qd(1)) delivering the least consumer surplus relative to d is D(p;ψ) =

qd(1)1{p≤ p0(1−d(1))}. That is, demand is constant for prices below p0(1−d(1)) and jumps

from 0 to qd(1) precisely at price p0(1−d(1)). If so, the change in consumer surplus from dis-

count d is p0(d−d(1))qd(1) . Thus, surplus from discount d for consumers with counterfactual

demand Qd(1) ≥ S
p0(d−d(1))

is at least p0(d−d(1))× S
p0(d−d(1))

=S, so they will unambiguously ben-

efit under any DGP satisfying the LoD. The refined strong-uptaker set, given Dd={d(1), d},
is rSU(p0, S,Dd)≡SU(p0, S, d)∪

{
consumer i : qd(1)i≥ S

p0(d−d(1))

}
, and the firm’s incremental

profits from offer (S, d) are

E
[
S+Qd(p0(1−d)−c)−Qc(p0−c)

∣∣∣rSU(p0, S,Dd)
]
Pr [rSU(p0, S,Dd)]+

E
[
S+Qd(p0(1−d)−c)−Qc(p0−c)

∣∣∣not rSU(p0, S,Dd), υ=1
]
Pr [not rSU(p0, S,Dd), υ=1].

(25)

By similar logic as in Lemma 1, non-rSU individuals only improve profits if they subscribe,

and we cannot rule out the case where they do not. The worst case, therefore, again involves

setting the second line of (25) to zero. Worst-case profits now arise in a DGP where the first

line of (25) is minimized (similarly as in Lemma 2), which means rSUs minimally increment q

after subscribing, subject to consistency with data and the LoD. Characterizing this scenario

is equivalent to maximizing a rSU consumer’s Qc while minimizing that same consumer’s Qd.

If we re-define p̃0= p0(1−d(1)) as the default price, and d̃= d−d(1)

1−d(1)
, then Corollary 3 applies

to the price change from p̃0 to p̃0(1−d̃)—i.e., the change from p0(1−d′) to p0(1−d)—which

indicates that Qd =Qd(1) is the DGP with minimal price responsiveness for rSUs. On the

other hand, for the price change from p0 to the intermediate discounted price p0(1 − d(1)),

the logic of Proposition 4 implies that the rank-invariant DGP where Qc=G
−1
c [Gd(1)(Qd(1))]

is true maximizes Qc. Finally, Gd(1)(q)<Gc(q) ∀q implies that Qd=Qd(1)>Qc.

This last finding indicates that we have achieved a tightening of the lower-bound DGP,

relative to the case with only a single price change, where we could not rule out Qd =Qc.

More formally, the refined lower-bound DGP for a {d, d(1)} dataset is defined as

QR
{d,d(1)}(q;S, d, v) ≡Q

d0
(q; d, v)1

{
G−1

d(1)
[Gc(q)]<

S

p0(d−d(1))

}
+G−1

d(1)
[Gc(q)]1

{
G−1

d(1)
[Gc(q)]≥

S

p0(d−d(1))

}
.

(26)
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The first term encompasses previous inferences when a single discount d was available: for

demand Qd(1) ∈
(
0, G−1

d(1)
[Gc(q)]

)
the adversarial projection does not change.29 The second

term characterizes how the intermediate demand CDF Gd(1) updates the worst case by elim-

inating some degree of weak price responses: some rSUs—consumers with qd(1) ≥ S
p0(d−d(1))

under discount d(1)—would have to increase counterfactual demand by at least a margin of

G−1
d(1)

[Gc(qd(1))]−qd(1) if they got the more generous discount d.

Applying identical logic to any price triple (p0, p0(1 − d(t)), p0(1 − d)) for d(t) ∈ Dd =

{d(1), . . . , d(T−1), d} shows that the worst-case DGP consistent with {Gc, Gd(t) , Gd} and the

LoD requires all individuals with demand quantile rank r>Gd(t)

(
S

p0(d−d(t))

)
under discount

d(t) must behave consistently with rank-invariance when prices shift from p0 to p0(1−d(t)).

We can aggregate these individual worst-case DGPs into a single refined DGP, QR
Dd
(q;S, d),

consistent with all observables, GDd
={Gc, Gd(1) , . . . , Gd(T−1) , Gd}.

Whenever d(t) < d(j), if consumers with baseline Qc = G−1
c (r) behave in rank-invariant

manner when prices shift from p0 to p0(1− d(j)) in the worst-case DGP consistent with

{Gc, Gd(j) , Gd}, they must also behave rank-invariant fashion when prices shift from p0 to

p0(1−d(t)) in the worst-case DGP consistent with {Gc, Gd(j) , Gd}∪{Gd(t)}. Formally extending

this argument, let t∗(r) ≡ max
{
t∈{1, . . . , T} : r > Gd(t)

(
S

p0(d−d(t))

)}
, where max ∅ ≡ 0 by

convention. Intuitively, t∗(r) is the smallest discount d(t) such that an individual at the rth

quantile is identified as a refined strong-uptaker. The worst-case DGP for profits is one

where all individuals at quantile ranks in control where t∗(r)> 0 (i.e., they were identified

as rSUs at some intermediate discount) subscribe, but maximize their value of Qc and

minimize their value of Qd, and no individual for whom t∗(r)=0 subscribes unless Qc≥ S
p0×d

.

Formalizing this, let υRDd
(q;S, d)≡ 1

{
t∗(r)>0 or q≥ S

p0×d

}
be an indicator for rSU status.

Then the worst-case DGP for profits follows (9) above, which aggregates an upper envelope

of minimal price responsiveness, for each r∈ [0, 1]. ■

29If Gc has mass points one can replace it with a(q) + b(q)v, where a and b are defined in (6).
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