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Introduction

Why do countries fail to adopt reforms that promise substantial economic gains? This ques-
tion has long occupied the political-economy literature. Classic explanations emphasize the
resistance of incumbent elites (Acemoglu and Robinson, 2012), the ability of concentrated
losers to block socially beneficial change (Olson, 1965), the actions of beneficiaries of the initial
stage of reform (Hellman, 1998), and uncertainty regarding the distribution of gains and losses
(Fernandez and Rodrik, 1991). A central insight of this literature is that reformsmay fail even
when they increase aggregate welfare.

This paper studies a different mechanism. We show that information about the conse-
quences of reformmay itself be a political cleavage. In our framework, a large group supports
the reform ex ante because its members evaluate the reform according to the expected gains.
An informational experiment reveals which individuals will benefit and which will lose. Once
uncertainty is resolved, the group fractures into winners and losers, reducing support for
reform. Consequently, groups that favor reform in expectation may oppose learning more
about it.

The question is particularly relevant for contemporary debates over artificial intelligence.
The economic consequences of AI remain highly uncertain, particularly for middle-class
workers.1 Some are likely to become substantially more productive by complementing AI
technologies, while others may face displacement or declining demand for their skills. Pol-
icymakers have increasingly proposed experimentation through regulatory sandboxes and
pilot programs as a way of learning about these effects before adopting broader reforms.2 The
European Union’s Artificial Intelligence Act requires member states to establish at least one AI
regulatory sandbox and explicitly promotes experimentation under regulatory supervision
(European Parliament and Council of the European Union, 2024). Similar proposals have
emerged in the United States, including the recently introduced SANDBOX Act, which would
establish a federal regulatory sandbox program for artificial intelligence (United States Senate,
2025).

The common rationale behind these initiatives is straightforward: additional information
1The 2025 Pew Survey demonstrated that 52% of the US workers worry about the consequences of AI for their job; workers with a college

degree worry significantly more than those without a college degree.
2Originally developed in financial regulation, sandbox frameworks have spread to digital markets, health care, and artificial intelligence

(Financial Conduct Authority, 2015). Their common purpose is to generate information before policymakers commit to a permanent
regulatory regime.
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improves policy decisions. Yet the political consequences of information are less obvious.
If experimentation reveals which workers are likely to lose from technological change, the
resulting informationmay alter political coalitions in ways that make technological progress
less likely. The EU Artificial Intelligence Act has already been harshly criticized for “imposing
technical requirements for market access on an emerging technology before Europe has even
created onemajor AI company” (Petit, Holmstrom and Garicano, 2025).

This logic goes against a long tradition in political economy, which views the emergence
of a largemiddle class as a foundation of both economic development and political support
for market institutions. From Lipset’s modernization theory to more recent work on the politi-
cal economy of development and democracy, a broadmiddle class is often associated with
moderation, investment in human capital, support for property rights, and political stability
(Lipset, 1959; Boix, 2003; Acemoglu and Robinson, 2006). Implicit in much of this literature is
the assumption that themiddle class functions is a relatively cohesive political constituency
whosemembers share common interests in growth and economicmodernization.

Our analysis highlights a limitation of this perspective. Technological changemay divide
the middle class into winners and losers, even when the group as a whole supports reform
in expectation. Once information reveals these divisions, the middle class may cease to act
as a unified political actor. As a result, the political advantages traditionally associated with
middle-class expansion may weaken or even reverse. In this sense, our argument qualifies
rather than rejects the classic view: a larger middle class remains conducive to reformwhen
its members perceive common interests, but information that makes distributional conflicts
within themiddle class salient can undermine the very coalition that has historically supported
economic change.

We develop a simplemodel of reform under heterogeneous uncertainty. Society consists
of poor, middle-class, and rich voters. The poor and the rich know how reform affects them.
Members of themiddle class face uncertainty: some will benefit from the reformwhile others
will lose. Before a reform vote, a policymaker may authorize an informational experiment,
interpreted as an AI regulatory sandbox. If the sandbox is conducted, middle-class voters learn
whether they are winners or losers. At the same time, revealed losers become politically more
influential because their losses become identifiable, salient, and easier to organize around.

Themodel delivers two sets of results. The first concerns the political value of information.
An ex ante pro-reformmiddle class never supports experimentation: the sandbox replaces
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a coalition held together by uncertainty with politically identifiable losers and winners. By
contrast, reform opponents may favor information precisely because it fragments pro-reform
coalition. This logic can reverse the standard composition effect of middle-class expansion.
Evenwhen themiddle class is more favorable to reform than groups it replaces, a largermiddle
class may reduce the probability of adoption by creating a larger pool of politically mobilized
losers. The relationship betweenmiddle-class size and reform is therefore non-monotonic:
when the middle class is small, reform opponents can use experimentation to expose and
mobilize losers; when it becomes large enough, coalition capable of authorizing experiment
weakens, restoring the pro-reform effect of favorable group expansion.

The second set of results concerns compensation. Transfers can rebuild support for reform
by compensating revealed losers, but they do so by taxing voters who otherwise benefit from
adoption. This creates a tradeoff: compensation converts middle-class losers into reform sup-
porters, but may alienate the beneficiaries who finance the transfer. As a result, compensation
has political value only in particular regions of the parameter space, not ordered simply by the
size of the middle class or by the share of winners. The deeper implication is a wedge between
feasibility and efficiency. When the uncertain middle class is small, compensation that makes
reformmore likely also supportswelfare-improving reform. When the uncertainmiddle class is
sufficiently large, politically effective compensations advance reforms with negative expected
surplus. Transfers, thus, canmanufacture amajority for reforms whose aggregate gains are too
uncertain to justify adoption.

This paper contributes to several strands of political-economy research. The closest connec-
tion is to the literature on reform under uncertainty. The seminal contribution of Fernandez
and Rodrik (1991) shows that individual-specific uncertainty may prevent socially beneficial
reforms frombeingadopted. In their framework, uncertaintygenerates status-quobiasbecause
individuals who would support reform after learning that they are winners may oppose it ex
ante when they do not knowwhether they personally gain. Ourmechanism operates in the
opposite direction. We study environments in which uncertainty sustains support for reform.
Information reveals the distribution of gains and losses within an initially supportive coalition,
creates politically identifiable losers, and thereby reduces support for reform. In this sense,
Fernandez andRodrik showhowuncertainty canblock reform,whilewe showhow information
can block reform.

A closely related recent contribution is van Wijnbergen and Willems (2016), who study
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learning dynamics and support for economic reforms. They show that reforms that begin
successfully may lose support as outcomes are revealed, because learning about early winners
changes beliefs among those whose outcomes remain uncertain. Their mechanism is infor-
mational but differs from ours. In their setting, learning changes beliefs about the remaining
distribution of gains and losses. In ours, information changes political coalitions directly by
identifying winners and losers within a group that had supported reform in expectation.

A second literature studies the value of information. Hirshleifer (1971) provides the classic
argument that informationmay have private value while reducing social value when it affects
risk-sharing and distributive positions. Schlee (2001) sharpens this benchmark, characterizing
when public information is Pareto-worsening in efficient risk-sharing arrangements. Morris
and Shin (2002) show that public information can have ambiguous welfare effects in environ-
ments with coordinationmotives. None of these papers concern reform politics, but together
they establish the broader point that more information need not be socially beneficial. Our
contribution is to identify a political channel: informationmay be individually useful while
undermining the coalition needed for reform. Matějka and Tabellini (2021) carry the disvalue
of information into politics, showing that finer information can worsen policy when voters are
rationally inattentive; however there it operates through costly attention rather than through
coalition fragmentation.

The policy-experimentation literature provides another connection. Livermore (2017) ar-
gues that experimentation and decentralizationmay generate information that exacerbates
public-choice failures. Chen, Luo and Xi (2024) study how political stakes affect policy ex-
perimentation and reform. Dur et al. (2025) examine voter support for randomized policy
experiments and find that voters often support experimentation, especially when they do not
hold strong prior views. Our paper is complementary. We identify a reason why groupsmay
rationallyopposeexperimentationevenwhenexperimentationproducesaccurate information:
the information can fragment a supportive coalition.

The paper is also related to work on collective information acquisition. Eilat and Eliaz (2023)
study groups that bargain overwhat public signal to acquire before voting on a collective action.
Their focus is on the collective choice of an information structure and the cost-sharing problem
it creates. Our setting is different because the information structure is a policy experiment,
and its political effect comes from revealing heterogeneous reform consequences. Still, both

4



papers emphasize that collective decisions about information cannot be separated from the
subsequent collective decision that information affects.

A related political-science literature studies policy feedback. Pierson (1993) argues that
policies shape subsequent politics by creating resources, incentives, and interpretive cues for
political actors. Ourmechanism is not standard policy feedback because the reformhas not yet
been adopted. But the logic is similar: an institution introduced before final policy adoption
changes the organization and political influence of affected groups. The sandbox reveals a
set of losers andmakes their oppositionmore politically actionable. In this sense, themodel
provides a pre-adoption analogue of policy feedback.

Finally, the paper connects to behavioral work on information avoidance. Golman, Hag-
mann and Loewenstein (2017) survey evidence that individuals may avoid information even
when it is accurate and freely available, and Grossman and van derWeele (2017) study willful
ignorance in social decisions. Our mechanism is not psychological information avoidance.
Voters oppose information for strategic political reasons rather than because information
directly enters utility or protects self-image. The connection is nevertheless useful because
both literatures challenge the presumption that agents always want more information.

2 Model

Our objective is to understand how information about the consequences of reform affects
political support for reform itself. We study an environment in which a large group of voters
faces uncertainty regarding the consequences of a proposed policy change. Before uncertainty
is resolved, these voters evaluate the reform according to its expected payoff. An informational
experiment can reveal who benefits and who loses. The central question is whether such
information strengthens or weakens political support for reform.

We focus on artificial-intelligence regulation as amotivating application. Members of the
middle class face uncertain exposure to technological change. Some workers may comple-
ment AI and benefit substantially from adoption, while others may experience displacement
or declining labor-market prospects. Regulatory sandboxes and pilot programs can reveal
these heterogeneous effects before broader reforms are implemented. Themodel, however,
applies more generally to reforms whose consequences are uncertain for a large segment of
the population.
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2.1 Environment

Weconsider an economywith a continuumof voters ofmass one. Thepopulation is partitioned
into three groups: the poor, located on the interval [0, 𝑎]; themiddle class, located on [𝑎, 𝑏];
and the rich, located on [𝑏, 1]. The size of themiddle class is𝜇 = 𝑏 −𝑎. Society faces a collective
choice over a binary reform, 𝑅 ∈ {0, 1},where 𝑅 = 1 represents adoption of a reform and 𝑅 = 0

denotes the status quo. Throughout the paper, we interpret the reform as large-scale adoption
of an AI-related policy.

The status quo payoff is normalized to zero for all voters. If the reform is adopted, poor and
rich voters receive certain payoffs 𝑦𝑃 and 𝑦𝑅 , respectively. These groups know ex ante whether
the reform benefits or harms them.

Themiddle class faces individual-specific uncertainty. A fraction 𝜔 ∈ (0, 1) of middle-class
voters are winners from reform and receive payoff 𝑦𝑊 > 0. The remaining fraction 1 − 𝜔 are
losers and receive payoff −𝑦𝐿 < 0. Before information is revealed, middle-class voters evaluate
reform according to expected utility, 𝑣𝑚 ≡ 𝜔𝑦𝑊 − (1 − 𝜔)𝑦𝐿 . The parameter 𝑣𝑚 summarizes
whether the middle class supports reform behind a veil of uncertainty. Finally, denote the
reform’s expected aggregate surplus as𝑉 (·) ≡ 𝑎𝑦𝑃 + (1 − 𝑎 − 𝜇)𝑦𝑅 + 𝜇𝑣𝑚 .

2.2 Information and Experimentation

Before the reform vote, society may conduct an informational experiment. We interpret this
experiment as a regulatory sandbox, pilot program, or limited deployment that generates
information about thedistributional consequences of reform. Let𝑆 ∈ {0, 1} denote the sandbox
decision.

If 𝑆 = 0, no experiment takes place and middle-class voters remain uncertain regarding
whether they are winners or losers. If 𝑆 = 1, uncertainty is resolved. Eachmiddle-class voter
learns her type and therefore knows whether she benefits from reform.

Information has a second, political consequence. Once losses are identifiable, affected
individuals become easier to organize politically through sectoral bargaining, union repre-
sentation, consultation rights, or compensation claims. We capture this in reduced form by
assigning each revealed loser political weight 𝜒 ≥ 1, while all other voters retain weight one. We
refer to 𝜒 as the degree of political amplification: it measures the additional per-capita political
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weight acquired by an identified loser, with larger values corresponding to environments in
which identified losers are better able to exert political influence.

2.3 Political Process

Collective choice occurs in two stages. At the experimentation stage, a pivotal voter is selected
uniformly from the population and determines whether a sandbox is conducted. At the reform
stage, a pivotal voter is selected from the politically weighted electorate. The policy chosen at
that stage coincides with the preference of the selected voter.

The timing is therefore:

1. A sandbox-stage pivotal voter is drawn uniformly from the population and chooses 𝑆 ∈ {0,

1}.

2. If 𝑆 = 1, middle-class voters learn whether they are winners or losers.

3. A reform-stage pivotal voter is drawn from the weighted electorate and chooses 𝑅 ∈ {0, 1}.

4. Payoffs are realized.

The probabilistic voting structure is intended to capture uncertainty regarding political
influence and agenda-setting power. It provides a tractable representation of coalition forma-
tion while preserving the central role of information revelation. We solve for subgame-perfect
equilibrium. Indifference is resolved in favor of the status quo at the sandbox stage and in favor
of reform at the reform stage.

Proposition 1. In every subgame-perfect equilibrium, poor voters support the reform if and only

if 𝑦𝑃 ≥ 0, and rich voters support the reform if and only if 𝑦𝑅 ≥ 0. If 𝑆 = 0, middle-class voters

support the reform if and only if 𝑣𝑚 ≥ 0. If 𝑆 = 1, middle-class winners support the reform and

middle-class losers oppose it.

Proof. See Appendix A. □

The poor and rich face no uncertainty and support the reform exactly when their payoff is
positive. Themiddle class, by contrast, vote on the basis of expected payoff under uncertainty;
once uncertainty is resolved, they support the reform only if they turn out to be winners.

Proposition 2. In every subgame-perfect equilibrium, an uninformedmiddle-class pivotal voter

chooses experimentation (the sandbox) as follows.
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1. If 𝑣𝑚 ≥ 0, she chooses 𝑆 = 0;

2. If 𝑣𝑚 < 0, she chooses 𝑆 = 1when

𝜔 < 𝜔̄ ≡
(𝜒 − 1)

(
(𝑎1(𝑦𝑃 > 0) + (1 − 𝑎 − 𝜇)1(𝑦𝑅 > 0))

)
1 + (𝜒 − 1)

(
𝑎1(𝑦𝑃 > 0) + (1 − 𝑎 − 𝜇)1(𝑦𝑅 > 0)

)
and chooses 𝑆 = 0 otherwise.

Proof. See Appendix B. □

The sandbox creates information, but for an ex ante pro-reformmiddle class it breaks a
supportivebloc intowinners and losers, reducing theprobability that its preferredpolicypasses
and, thus, they never support the sandbox. For an ex ante anti-reformmiddle class, by contrast,
the sandbox can turn diffuse opposition into organized resistance bymaking losers greater
political weight. Therefore, when anti-reformmiddle class anticipates sufficient number of
reform losers, they initiate the sandbox. Note that the ex ante anti-reformmiddle class never
authorize the sandbox when both outside groups oppose the reform, nor when 𝜒 = 1; in both
cases information can only reveal winners and add supporters, never strengthen opposition.

Proposition 3. For each group 𝑖 ∈ {𝑃 ,𝑅}, the sandbox-stage optimal strategy is

𝑆∗
𝑖 =


1, if 𝑣𝑚 ≥ 0 and 𝑦𝑖 < 0,

1, if 𝑣𝑚 < 0 and 𝑦 𝑖 (𝜔 − 𝜔̄) > 0,

0, otherwise.

Proof. See Appendix C. □

While the sandbox resolves uncertainty for themiddle class, it also fragments themiddle
class as apolitical bloc. Thus,while the sandboxhasno intrinsic political value, groupsopposed
to themiddle class can strategically support experimentation as a tool to divide an opponent.
Importantly, absent political amplification (𝜒 = 1), any class that initiates the sandbox acts
against the ex ante interests of themiddle class.

We now make explicit what it means to vary the size of the middle class. A middle-class
expansion is a continuously differentiable path 𝜇 ↦→ (𝑎 (𝜇), 𝑏 (𝜇)) such that 0 ≤ 𝑎 (𝜇) ≤ 𝑏 (𝜇) ≤ 1

and 𝑏 (𝜇) − 𝑎 (𝜇) = 𝜇. Along such a path, the poor have mass 𝑎 (𝜇). If 𝑎′(𝜇) < 0, middle-class
expansion draws voters from the poor; if 𝑏′(𝜇) > 0, it draws voters from the rich. The special
case 𝑎′(𝜇) ∈ [−1, 0] corresponds to a pure expansion of themiddle class.
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Lemma 1. Suppose the reform vote occurs without prior sandbox. The ex ante probability of

reform passage is strictly decreasing in the size of the middle class when

1{𝑣𝑚 > 0} − 1{𝑦𝑅 > 0} + 𝑎′(𝜇)
(
1{𝑦𝑃 > 0} − 1{𝑦𝑅 > 0}

)
< 0

and weakly increasing in the size of the middle class otherwise.

Proof. See Appendix D. □

Thus, the effect of middle-class expansion without experimentation, as the next remark
highlights, is governed by a simple compositional logic.

Remark 1. Underpure expansion, 𝑎′(𝜇) ∈ [−1, 0], reformpassagewithout a sandbox is (weakly)
increasing in 𝜇 when 𝑣𝑚 ≥ 0 and (weakly) decreasing when 𝑣𝑚 > 0, regardless of 𝑦𝑃 and 𝑦𝑅 .

Proof. See Appendix E. □

Eachmiddle-class voter contributes a pro-reform vote when 𝑣𝑚 > 0 and an anti-reform vote
when 𝑣𝑚 < 0, while replacing some combination of poor and rich. A supportive entrant cannot
eliminatemore support than she adds; an opposed entrant adds none andmay displace an
existing supporter. The effect is zero when entrant and displaced voter favor the same policy.
Thus, absent experimentation, an optimistic middle class expands the reform coalition and a
pessimistic one contracts it.

In case of AI middle-class sentiment appears pessimistic. Half of U.S. adults report greater
concern than excitement about the growing use of AI with only ten percent reporting the
reverse (Pew Research Center, 2025a). Among employed adults, fifty-two percent are worried
aboutworkplace AI, and concern about diminished job opportunities is greater amongworkers
without postgraduate education (Pew Research Center, 2025b). The constituency traditionally
associated with technological modernizationmay, therefore, be among its most reluctant.

If 𝑣𝑚 < 0, the benchmark ranking reverses whenever middle-class expansion displaces
reform supporters: societies with larger middle classes should be less likely to adopt. Because
themiddle-income share is substantially larger inWestern Europe than in the United States
(Pew Research Center, 2017), the benchmark would predict easier adoption in the United
States – not because Americans are more enthusiastic, but because the reluctant constituency
is smaller.

This ranking, however, is purely compositional. As the next section shows, neither direction
is guaranteed to survive once voters can learn in advance. When revealed losses receive greater
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political weight, an optimistic middle class promotes reform only after becoming sufficiently
large; when that weight is sufficiently low, expansion of a pessimistic middle class may instead
increase adoption.

3 Middle-Class Expansion and Reform Adoption

Theprevious section showed that a largermiddle classmay reduce reformadoption. That result,
however,wasmechanical andentirelydrivenbyunfavorable composition: expansiondisplaced
voters who weremore favorable to reform than the newmiddle-class entrants. In this section,
we, therefore, consider the case least favorable to the claim that the middle class can become a
political liability. Themiddle class now expands entirely by absorbing committed opponents of
the reform. This is precisely the compositional shift under which the conventional view – that a
larger middle class moderates distributive conflict and facilitates institutional change (Meltzer
and Richard, 1981; Bénabou, 2000; Acemoglu and Robinson, 2006) – should be strongest. As
we shall see, under some circumstances a middle-class expansion can nevertheless reduce
reform adoption. However, it is not the compositional effect, but rather an effect of learning –
the compositional effect works in the other direction.

Suppose poor voters oppose the reform (𝑦𝑃 < 0) and rich voters support it (𝑦𝑅 > 0).3 The
middle class supports reformwhen 𝑣𝑚 ≥ 0 and opposes it when 𝑣𝑚 < 0. Further, let the middle
class expand entirely at the expense of the poor: 𝑎 (𝜇) = 𝑏 −𝜇, 𝜇 ∈ [0, 𝑏]. Because the rich share,
1−𝑏 , remains fixed, every voter absorbed into themiddle class replaces a committed opponent.
Without experimentation, this substitution can only favor reform: adoption increases in 𝜇

when 𝑣𝑚 ≥ 0 and remains unchanged when 𝑣𝑚 < 0. Any decline in reform passage must
therefore be generated by information rather than by composition.

Proposition 4. Suppose 𝑦𝑃 < 0, 𝑦𝑅 > 0, and let the middle class expand by replacing poor voters:

𝑎 (𝜇) = 𝑏 − 𝜇. Then:

1. When 𝑣𝑚 ≥ 0, there exists a threshold 𝜇̄ such that

sign
(
𝜕𝑃𝑟 [𝑅 = 1]

𝜕𝜇

)
=

{
−1, 𝑖 𝑓 𝜇 < 𝜇̄ 𝑎𝑛𝑑 𝜒 > 1 + 1−𝑏 (1−𝜔)

𝑏 (1−𝑏) (1−𝜔) ;
+1, 𝑜𝑡ℎ𝑒𝑟𝑤𝑖𝑠𝑒 .

3The case in which the rich oppose reform and the poor support it is symmetric. Whatmatters is that middle-class expansion replaces
voters who are certain to oppose reform.
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2. When 𝑣𝑚 < 0,

sign
(
𝜕𝑃𝑟 [𝑅 = 1]

𝜕𝜇

)
=

{
−1, 𝑖 𝑓 𝜒 > 1 + 𝜔

(1−𝑏) (1−𝜔) ,

+1, 𝑜𝑡ℎ𝑒𝑟𝑤𝑖𝑠𝑒 .

Proof. See Appendix F. □

The proposition identifies two ways in which learning can turn the middle class into a
political liability. When 𝑣𝑚 ≥ 0, each poor voter absorbed becomes an ex ante supporter of
the reform. Yet, the same expansion also enlarges the group that can be fragmented into
winners and politically amplified losers. If the political amplification (𝜒) is sufficiently strong,
the informational effect can outweighs the favorable compositional effect. Because poor
voters are the only constituency that opposes the reform, they are also the only group willing
to initiate experimentation. When the middle class is small, its expansion gives the poor a
larger constituency to fragment while leaving enough poor voters to authorize the sandbox.
Adoption therefore falls. As expansion continues, however, the middle class increasingly
absorbs the very voters who demand learning, making a sandbox less likely. The effect is,
therefore, non-monotonic in 𝜇: below 𝜇̄, the informational liability dominates; beyond it, the
declining demand for experimentation allows the favorable compositional effect to prevail.
Figure 1a depicts the probability of reform adoption as a function of the size of themiddle class
against the benchmark without experimentation.

When 𝑣𝑚 < 0, expansion has no effect without experimentation: it replaces poor voters
who oppose the reformwithmiddle-class voters who also weakly oppose it. Once the sandbox
is available, however, the direction of the effect depends on the political weight of revealed
losers. If 𝜒 is low, rich voters initiate experimentation and revealed middle-class winners
join reform coalition. A larger middle class then improves reform passage. When 𝜒, however,
is sufficiently large, poor andmiddle-class voters initiate experimentation as it strengthens
opposition through politically amplified losers. Information then turns themiddle class into a
political liability despite the neutral compositional effect: as𝜇 increases, themass of influential
opponents grows and reform adoption falls. Figure 1b shows probability of reform adoption as
a function of middle-class size with and without political amplification.

Proposition 4 shows that a larger middle class becomes a liability when experimentation
turns latent exposure into organized opposition. When themiddle class supports reform ex
ante, expansion may provide reform opponents a larger constituency to fragment; when it
opposes reform, expansion reduces adoption whenever revealed losers receive sufficient polit-
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(a) Ex ante probability of the reform adoption as a function
of themiddle class size 𝜇.

(b) Ex ante probability of the reform adoption for 𝑣𝑚 < 0 as a
function of themiddle class size 𝜇.

ical weight. Holding AI welfare effects fixed, reform should therefore face greater resistance in
countries where displaced can orfanize easily and translate their losses into political influence.
Where those losses remain fragmented and electorally diluted, however, the very same reform
should be easier to adopt.

4 Compensatory reform

We now let a Policymaker attach a compensation scheme to the reform. We assume that the
Policymaker’s objective is tomaximize the probability that the reform is adopted. Before the
sandbox decision she commits to a per-capita reparation 𝜏 ≥ 0 paid to every voter whose
reform payoff is negative, financed by a uniform per-capita tax 𝑡 ≥ 0 levied on every voter
whose reform payoff is positive. Throughout this section we set 𝜒 = 1, so the reform stage is
decided by an unweighted pivotal voter; this isolates the redistributive role of compensation
from the political-amplification channel of Section 3. Wemaintain 0 ≤ 𝑦𝑃 ≤ 𝑦𝑊 ≤ 𝑦𝑅 , so that,
before taxes, everyone except middle-class losers weakly benefits.

Reform losers have amass (1 − 𝜔)𝜇 and the tax base – poor, rich, andmiddle-class winners
– hasmass 1 − (1 − 𝜔)𝜇. Budget balance ties the tax to the reparation, thus,

𝜏 = 𝜏∗(𝑡 ) ≡ 1 − (1 − 𝜔)𝜇
(1 − 𝜔)𝜇 𝑡 . (1)

The Policymaker’s choice, thus, is restricted to the ray (1). When several points on this ray
guarantee the same adoption probability, we select the one with the smallest reparation, so
that the Policymaker never over-compensates.

Under a scheme (𝜏, 𝑡 ), the net reform payoffs are 𝑦𝑃 − 𝑡 (poor), 𝑦𝑅 − 𝑡 (rich), 𝑦𝑊 − 𝑡 (a
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revealed winner), and −𝑦𝐿 + 𝜏 (a revealed loser). An uninformed middle-class voter values
the reform at 𝑣𝑚𝑐 (𝜏, 𝑡 ) ≡ 𝜔 (𝑦𝑊 − 𝑡 ) + (1 − 𝜔) (−𝑦𝐿 + 𝜏), which is non-negative exactly when
𝜏 ≥ 𝜏 (𝑡 ) ≡ 𝑦𝐿 + 𝜔

1−𝜔 (𝑡 − 𝑦𝑊 ).Note that

𝜏 (𝑡 ) ≷ 𝑦𝐿 ⇐⇒ 𝑡 ≷ 𝑦𝑊 . (2)

When the proposed tax is below the benefit of middle-class winners (𝑡 < 𝑦𝑊 ), it is cheaper to
buymiddle-class support behind the veil of uncertainty than to indemnify each revealed loser
(𝜏 < 𝑦𝐿). When winners are themselves taxed above their gain (𝑡 > 𝑦𝑊 ), resolving uncertainty
will cost the reform their support; at the same time, compensating revealed losers is easier
than buying ex ante support of themiddle-class (𝜏 > 𝑦𝐿).

Given reform adoption is an all-or-nothing collective outcome, learning one’s own type
carries no private decision value; a voter supports experimentation only when it moves the
probability of adoption in the direction she favors.

Remark 2. A sandbox-stage pivotal voter with reform value 𝑣 strictly prefers 𝑆 = 1 if and only if
𝑣 · (Pr[𝑅=1 | 𝑆=1] − Pr[𝑅=1 | 𝑆=0]) > 0.

When the middle class supports the reform ex ante, information fractures that support;
when it opposes ex ante, information identifies winners inside it. Under no compensation
(𝜏 = 𝑡 = 0) themiddle class is decisive only through its ex ante position. When it opposes reform
ex ante (𝑣𝑚 < 0), the poor and rich (both beneficiaries) run the sandbox to reveal winners, and
adoption occurs with probability

𝑃𝑟 [𝑅 = 1] = 𝑃0(𝜇) ≡ (1 − 𝜇) (1 + 𝜔𝜇), 𝑃 ′
0(𝜇) = −

(
1 − 𝜔 (1 − 2𝜇)

)
< 0. (3)

This benchmark remains available for every 𝜇. When 𝑣𝑚 ≥ 0 the middle class already sup-
ports reform and adoption is certain and compensation is superfluous. We, therefore, restrict
attention to 𝑣𝑚 < 0.

Proposition 5. Across the eight relevant configurations of (𝑡 ,𝜏), the ex ante probability of adop-
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tion is the constant given below; whenever 𝜏 < min{𝑦𝐿 ,𝜏} it equals 𝑃0(𝜇).

Label Configuration Pr[𝑆 = 1] Pr[𝑅 = 1]

R1 𝑡 < 𝑦𝑃 , 𝜏 ≤ 𝜏 < 𝑦𝐿 0 1
R2 𝑡 < 𝑦𝑃 , 𝜏 ≥ 𝑦𝐿 0 1
R3 𝑦𝑃 < 𝑡 < 𝑦𝑊 , 𝜏 ≤ 𝜏 < 𝑦𝐿 𝑎 1 − 𝑎

(
1 + (1 − 𝜔)𝜇

)
R4 𝑦𝑃 < 𝑡 < 𝑦𝑊 , 𝜏 ≥ 𝑦𝐿 0 1 − 𝑎

R5 𝑦𝑊 < 𝑡 < 𝑦𝑅 , 𝑦𝐿 ≤ 𝜏 < 𝜏 1 − 𝑎 − 𝜇 (1 − 𝑎 − 𝜇)
(
1 + (1 − 𝜔)𝜇

)
R6 𝑦𝑊 < 𝑡 < 𝑦𝑅 , 𝜏 ≥ 𝜏 𝑎 1 − 𝑎 (1 + 𝜔𝜇)
R7 𝑡 > 𝑦𝑅 , 𝑦𝐿 ≤ 𝜏 < 𝜏 0 0
R8 𝑡 > 𝑦𝑅 , 𝜏 ≥ 𝜏 1 − 𝜇 𝜇

(
1 − 𝜔 (1 − 𝜇)

)
.

Proof. See Appendix G. □

Two substantively important cases organize the table. When 𝑡 < 𝑦𝑊 , and, thus, 𝜏 < 𝑦𝐿 , ex
ante middle class support is relatively cheap. If the poor are not priced out (𝑡 < 𝑦𝑃 ) the reform
passes for certain (R1, R2), if they are, the poor attempt to initiate the sandbox to shatter the
middle-class bloc, leaving the Policymaker with R4 (fully indemnify losers, passage 1 − 𝑎) or,
failing that, R3. For 𝑡 > 𝑦𝑊 revealing types chases the winners away. With 𝑦𝐿 ≤ 𝜏 < 𝜏 the rich
want to run the sandbox to convert losers (R5); with 𝜏 ≥ 𝜏 the middle class would back the
reform ex ante, and the poor – or poor and rich together – want the sandbox precisely to expose
the now-unprofitable winners and turn them against reform (R6, R8). This mirrors the result in
Section 2.3: experimentation is never neutral. Whichever group the schemedisadvantages uses
information to fracture the coalition on the other side. Figure 2a depicts eight conditions in
the (𝑡 ,𝜏) plane. The solid line is themiddle-class support threshold𝜏 (𝑡 ); the dashed horizontal
line is the loser-indemnity level 𝜏 = 𝑦𝐿 . The two cross at 𝑡 = 𝑦𝑊 .

Budget balance forces a single trade-off between the tax and the reparation it finances, and
its terms depend on themiddle class itself: a larger 𝜇meansmore losers to compensate out of
a smaller base. The feasible pairs (𝜏, 𝑡 ) therefore trace a different ray for each𝜇, and the highest
adoption the Policymaker can reach along it inherits that dependence,

Π(𝜇) ≡ max
(𝜏,𝑡 ) satisfying (1)

Pr[𝑅=1 | (𝜏, 𝑡 )].

We let themiddle class expand along a path with 𝑎′(𝜇) ∈ [−1, 0]: amarginal increase in𝜇 draws
mass −𝑎′(𝜇) from the poor and 1 + 𝑎′(𝜇) from the rich, with pure rich-displacement (𝑎′ = 0)
and pure poor-displacement (𝑎′ = −1) as the extremes.
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(a) Eight regions configurations in the (𝑡 ,𝜏) plane. (b) Rays configurations in the (𝑡 ,𝜏) plane.

Figure 2. Rays and regions configurations in the (𝑡 ,𝜏) plane.

Each unit of tax funds reparations faster than it raises the reparation themiddle class needs
to stay onside, so the budget ray is steeper than the support threshold. As the middle class
grows, it leaves more losers to indemnify and a smaller base and the budget ray, thus, flattens
toward 𝜏 . Figure 2b pivoting clockwise through the configuration regions as 𝜇 increases. The
cheapest scheme that still secures themiddle-class support, therefore, slides out of the low-tax
regions, where the poor and the rich remain onside, and into region R8, where the tax needed
to fund compensation exceeds even the rich’s gain and every beneficiary is taxed above what
the reform delivers. The following lemma characterizes R8.

Lemma 2.

1. Region R8 is the only configuration attainable along the ray (1) for every 𝜇 ∈ (0, 1).

2. RegionR8 is the only region inwhich for every expansionpath𝑎′(𝜇) ∈ [−1, 0] the probability

of adoption is strictly increasing in 𝜇 while the probability of learning is weakly decreasing.

3. In region R8 as 𝜇 → 1, adoption becomes certain while learning vanishes: lim𝜇→1 Pr[𝑅=1 |

R8] = 1 and lim𝜇→1 Pr[𝑆=1 | R8] = 0.

Proof. See Appendix H. □

Since the budget ray is steeper than the support threshold, extending the scheme far enough
along it always clears both the rich’s tax ceiling and themiddle class’s compensation require-
ment; so whatever the size of themiddle class, R8 is reachable. Once there, themiddle class
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– secured behind the veil of uncertainty – is the reform’s only ex ante backer, so enlarging it
enlarges the sole pro-reform bloc. Since the gain accrues solely to themiddle class, adoption
rises in 𝜇 along every expansion path. The same reallocation drains the constituency for
information: only the taxed poor and rich, of mass 1 − 𝜇, would run the sandbox to expose the
now-unprofitable winners, and that bloc contracts as𝜇 grows. When themiddle class becomes
everyone, the reform is certain and no one remains to learn.

Proposition 6. There exists a unique threshold 𝜇† s.t. the adoption-maximizing scheme lies in

region R8 if and only if 𝜇 > 𝜇†.

Proof. See Appendix I. □

A larger middle class meansmore realized losers to indemnify out of a smaller per-capita
tax base. Eventually any reparation large enough to win over the uninformed middle class
requires a tax exceeding even the rich voters’ gain, at which point R8 is the only compensatory
configuration that can improve adoption.4 This does not by itself make R8 optimal: whenever
R6 is available alongside it, R6 guarantees strictly higher passage because both ex ante secure
the middle class but R6 spares the rich whereas R8 taxes them into opposition. Once R6

becomes infeasible, the Policymaker chooses among no compensation, R5, and R8. Since the
retained rich bloc is weakly decreasing along every expansion path, both the no-compensation
benchmark andR5movemonotonically againstR8while its own passage probability increases
in 𝜇, until R8 is uniquely optimal. This monotonicity guarantees that once the Policymaker
selects R8 she never reverts.

So far compensation has been judged by whether it passes reform, not by whether reform is
worth passing. The reform’s expected aggregate surplus is𝑉 (𝜇) = 𝑎𝑦𝑃 + (1 − 𝑎 − 𝜇)𝑦𝑅 + 𝜇𝑣𝑚 ,
which is strictly decreasing along every expansion path: 𝜕𝜇𝑉 = 𝑎′(𝑦𝑃 − 𝑦𝑅 ) − 𝑦𝑅 + 𝑣𝑚 < 0, since
𝑦𝑃 ≤ 𝑦𝑅 , 𝑎′ ∈ [−1, 0], and 𝑣𝑚 < 0. Expansion swaps a sure beneficiary for an expected loser, the
surplus, thus, falls monotonically crossing zero at the unique 𝜇∗ solving𝑉 (𝜇∗) = 0. Political
feasibility and economic desirability are, thus, determined by two distinct thresholds, 𝜇† and
𝜇∗. The next proposition orders them.

Proposition 7. Along every admissible expansion path

1. the political and welfare thresholds are ordered, 𝜇∗ ≤ 𝜇†; and
4R7 remains reachable but leaves every group opposed and always delivers zero passage.
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2. the adoption-maximizing scheme lies in R8 only where the reform is welfare-reducing:

𝑉 (𝜇) < 0 for every 𝜇 > 𝜇†.

Proof. See Appendix J. □

Onemight expect compensation to align political feasibility with efficiency: if losers can be
paid off, reformsworth doing should be the ones that pass. That presumption fails here. On the
welfare side, each unit of expansion replaces a beneficiary with a reluctant middle-class voter,
so expected surplus declines, turning negative at 𝜇∗. On the political side, expansion raises
the compensation needed, and hence the required tax. If that tax exceeds the gain of even the
richest group, the reform is not welfare improving. Simultaneously, only when compensating
the rich and buying ex antemiddle-class support is not jointly feasible does regionR8, in which
the policymaker exhausts every other group to secure the middle class, become optimal.5

Hence 𝜇† ≥ 𝜇∗, throughout [𝜇†, 1) compensation raises adoption, Π′(𝜇) > 0, for a reform of
negative expected surplus.

In the limit (𝜇 → 1) the middle class becomes the whole electorate. A reform that absent
transfers would surely fail, instead attains certain support: redistribution converts the veil
of uncertainty into a unanimous pro-reformmajority. By Lemma 2, this same electorate is
governed by a reformwhose personal consequences it is structurally prevented from learning;
adoption becomes certain, Pr[𝑅=1] → 1, exactly as the probability that anyone discovers who
wins and who loses falls to zero, Pr[𝑆=1] → 0. Figure 3 depicts probability of policy passage as
a function of 𝜇 together with thresholds 𝜇∗ and 𝜇†.

5 Concluding Remarks

AI regulation is often chosen before workers knowwhether the technology will augment their
productivity or displace the tasks they perform. This uncertainty distinguishes AI from earlier
waves of automation, whose distributional consequences could often be inferred from the
tasks and occupations they threatened. AI, by contrast, may complement some workers and
substitute for others within the same occupation.

Theuncertainty is especially consequential for theprofessionalmiddle class, whose tasks are
exposed to both effects and whose support is necessary for any durable AI regime. Fernandez
and Rodrik (1991) provide the canonical case for resolving it: uncertainty about individual

5When compensation does not alienate the rich, region R6, which dominates R8, is optimal instead.
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Figure 3. Probability of policy passage as a function of 𝜇.

incidence candefeat a reform that amajoritywould support oncewinners and losers are known.
Regulatory sandboxes offer a comparatively low-cost means of producing that information,
and legislatures have begun to adopt them (European Parliament and Council of the European
Union, 2024; United States Senate, 2025). By permitting supervised deployment at limited
scale, sandboxes reveal who gains and who loses while the regulatory regime remains open to
revision.

Yet whatever a sandbox contributes to rule design, it has no direct private value to an in-
dividual voter. Learning that she is a loser does not avert the loss; it changes only how she
votes. Because adoption is collective and all-or-nothing, informationmatters solely through
the coalition it creates. Experimentation is, therefore, initiated bywhichever bloc the prevailing
alignment disadvantages: opponents when an optimistic middle class carries reform, and
beneficiaries when a pessimistic middle class blocks it.

In the tradition of Lipset (1959), a larger middle class should facilitate reform, since its
expansion replaces certain opponents with possible supporters. Once experimentation is
available, however, the same substitution can work in reverse: it enlarges the constituency
that revelation may turn against reform. When the middle class is optimistic, adoption is
therefore non-monotonic in its size, and the classical relation re-emerges only after expansion
has sufficiently depleted the outside bloc willing to produce information. Themiddle class
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votes cohesively only while uninformed, and whether it remains uninformed is determined by
other groups.

Compensation sharpens the paradox. A larger middle class createsmore potential losers
to indemnify from a narrower tax base, so the least costly scheme that secures its support
eventually taxes every other group beyond its gain. Compensation then purchases a coalition
that information would dissolve. By the time this scheme becomes politically attractive, ex-
pansion has already driven expected surplus below zero: compensation facilitates adoption
precisely when reform has become socially undesirable. Hirshleifer (1971) showed that public
information can destroy value by foreclosing risk sharing. Here, information destroys political
agreements that survive only while no one knows whose consent has been purchased and who
will ultimately bear the cost.
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A Proposition 1

Fix any history at which the reform stage vote is reached. The reform-stage pivotal voter faces
a one-person decision problem: choose 𝑅 = 1 if the payoff from reform is weakly greater than
the payoff from the status quo, choose 𝑅 = 0 otherwise. Hence, poor voters support the reform
if and only if 𝑦𝑃 ≥ 0; rich if and only if 𝑦𝑅 ≥ 0. Informedmiddle-class pivotal voter supports the
reform if and only if identified as winner. When 𝑆 = 0, the middle-class pivotal voter supports
the reform if and only if 𝜔𝑦𝑊 − (1 − 𝜔)𝑦𝐿 ≥ 0.

B Proposition 2

Without a sandbox, the probability of reform adoption is

Pr[𝑅 = 1 | 𝑆 = 0] = 𝑎1{𝑦𝑃 ≥ 0} + (1 − 𝑎 − 𝜇)1{𝑦𝑅 ≥ 0} + 𝜇1{𝑣𝑚 ≥ 0}.

With a sandbox, revealed losers receive weight 𝜒, so

Pr[𝑅 = 1 | 𝑆 = 1] = 𝑎1{𝑦𝑃 ≥ 0} + (1 − 𝑎 − 𝜇)1{𝑦𝑅 ≥ 0} + 𝜔𝜇

1 + (𝜒 − 1) (1 − 𝜔)𝜇 .

Suppose first that 𝑣𝑚 ≥ 0. Then

Pr[𝑅 = 1 | 𝑆 = 1]−Pr[𝑅 = 1 | 𝑆 = 0] =
−𝜇(1 − 𝜔)

(
1 + (𝜒 − 1)

(
𝑎1{𝑦𝑃 > 0} + (1 − 𝑎 − 𝜇)1{𝑦𝑅 > 0} + 𝜇

) )
1 + (𝜒 − 1) (1 − 𝜔)𝜇 .

Given Since 𝜔 < 1, 𝜒 ≥ 1, (𝑎1{𝑦𝑃 > 0} + (1 − 𝑎 − 𝜇)1{𝑦𝑅 > 0} + 𝜇) ≥ 0, and the denominator is
positive, this expression is always strictly negative. The sandbox therefore lowers theprobability
of the reform preferred by the middle class, so an uninformed middle-class pivotal voter
chooses 𝑆 = 0.

Now suppose that 𝑣𝑚 < 0. Then

Pr[𝑅 = 1 | 𝑆 = 1]−Pr[𝑅 = 1 | 𝑆 = 0] =
𝜇
(
𝜔 − (𝜒 − 1) (1 − 𝜔)

(
𝑎1{𝑦𝑃 > 0} + (1 − 𝑎 − 𝜇)1{𝑦𝑅 > 0}

) )
1 + (𝜒 − 1) (1 − 𝜔)𝜇 .

Because themiddle class opposes the reform, it chooses the sandbox if and only if this expres-
sion is negative, or equivalently when

𝜔 < 𝜔̄ ≡
(𝜒 − 1)

(
𝑎1{𝑦𝑃 > 0} + (1 − 𝑎 − 𝜇)1{𝑦𝑅 > 0}

)
1 + (𝜒 − 1)

(
𝑎1{𝑦𝑃 > 0} + (1 − 𝑎 − 𝜇)1{𝑦𝑅 > 0}

) .
Otherwise, it chooses 𝑆 = 0.
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C Proposition 3

A voter 𝑖 ∈ {𝑃 ,𝑅} chooses the sandbox if and only if

Δ𝑖 (Pr[𝑅 = 1 | 𝑆 = 1] − Pr[𝑅 = 1 | 𝑆 = 0]) > 0.

Suppose first that 𝑣𝑚 ≥ 0. From Proposition 2,

Pr[𝑅 = 1 | 𝑆 = 1]−Pr[𝑅 = 1 | 𝑆 = 0] = −
𝜇(1 − 𝜔)

(
1 + (𝜒 − 1)

(
𝑎1{𝑦𝑃 > 0} + (1 − 𝑎 − 𝜇)1{𝑦𝑅 > 0} + 𝜇

) )
1 + (𝜒 − 1) (1 − 𝜔)𝜇 < 0.

Thus, voter 𝑖 chooses the sandbox if and only if Δ𝑖 < 0.
Suppose next that 𝑣𝑚 < 0. Then

Pr[𝑅 = 1 | 𝑆 = 1]−Pr[𝑅 = 1 | 𝑆 = 0] =
𝜇
(
𝜔 − (𝜒 − 1) (1 − 𝜔)

(
𝑎1{𝑦𝑃 > 0} + (1 − 𝑎 − 𝜇)1{𝑦𝑅 > 0}

) )
1 + (𝜒 − 1) (1 − 𝜔)𝜇 .

The denominator is positive, and

𝜔 − (𝜒 − 1) (1 − 𝜔)
(
𝑎1{𝑦𝑃 > 0} + (1 − 𝑎 − 𝜇)1{𝑦𝑅 > 0}

)
≷ 0 ⇐⇒ 𝜔 ≷ 𝜔̄.

Therefore, voter 𝑖 chooses the sandbox if and only if

𝑦 𝑖 (𝜔 − 𝜔̄) > 0..

When either term is zero, the voter is indifferent and chooses 𝑆 = 0.

D Lemma 1

Along amiddle class expansion path (𝑎 (𝜇), 𝑏 (𝜇)), the ex ante probability that the reformpasses
without sandbox is

𝑃𝑟 [𝑅 = 1|𝑆 = 0] = 𝑎 (𝜇)1(𝑦𝑃 > 0) + 𝜇1(𝑣𝑚 ≥ 0) + (1 − 𝑏 (𝜇))1(𝑦𝑅 > 0).

Therefore,
𝜕𝑃𝑟 [𝑅 = 1|𝑆 = 0]

𝜕𝜇
= 𝑎′(𝜇)1(𝑦𝑃 > 0) + 1(𝑣𝑚 ≥ 0) − 𝑏 ′(𝜇)1(𝑦𝑅 > 0).

Given 𝑏′(𝜇) = 1 + 𝑎′(𝜇), probability increases in 𝜇 when

𝑎′(𝜇)1(𝑦𝑃 > 0) + 1(𝑣𝑚 ≥ 0) − (1 + 𝑎′(𝜇))1(𝑦𝑅 > 0) > 0

and weakly decreases in 𝜇 otherwise. Equivalently, probability increases in 𝜇 when

1{𝑣𝑚 ≥ 0} − 1{𝑦𝑅 > 0} + 𝑎′(𝜇)
(
1{𝑦𝑃 > 0} − 1{𝑦𝑅 > 0}

)
> 0

and weakly decreases in 𝜇 otherwise.
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E Remark 1

When 𝑆 = 0, the probability of reform adoption is

Pr[𝑅 = 1 | 𝑆 = 0] = 𝑎 (𝜇)1{𝑦𝑃 > 0} + 𝜇1{𝑣𝑚 ≥ 0} + (1 − 𝑏 (𝜇))1{𝑦𝑅 > 0}.

Since 𝑏 (𝜇) − 𝑎 (𝜇) = 𝜇, we have 𝑏′(𝜇) = 1 + 𝑎′(𝜇). Hence,
𝜕 Pr[𝑅 = 1 | 𝑆 = 0]

𝜕𝜇
= −𝑎′(𝜇)

(
1{𝑣𝑚 ≥ 0} − 1{𝑦𝑃 > 0}

)
+ (1 + 𝑎′(𝜇))

(
1{𝑣𝑚 ≥ 0} − 1{𝑦𝑅 > 0}

)
.

Under pure expansion, 𝑎′(𝜇) ∈ [−1, 0], so both coefficients, −𝑎′(𝜇) and 1 + 𝑎′(𝜇), are nonnega-
tive.

If 𝑣𝑚 > 0, each term in parentheses is nonnegative, and therefore
𝜕 Pr[𝑅 = 1 | 𝑆 = 0]

𝜕𝜇
≥ 0.

If 𝑣𝑚 ≤ 0, each term in parentheses is nonpositive, and therefore
𝜕 Pr[𝑅 = 1 | 𝑆 = 0]

𝜕𝜇
≤ 0.

F Proposition 4

1. Suppose first that 𝑣𝑚 > 0. Fix 𝜇 ∈ [0, 𝑏], so that the poor havemass 𝑏 − 𝜇 and the rich have
mass 1 − 𝑏 . Without a sandbox, the rich and the entire middle class support the reform. Hence,

Pr[𝑅 = 1 | 𝑆 = 0] = 1 − 𝑏 + 𝜇.

With a sandbox, the pro-reform political weight consists of the rich andmiddle-class winners,
while middle-class losers receive weight 𝜒. Therefore,

Pr[𝑅 = 1 | 𝑆 = 1] = 1 − 𝑏 + 𝜔𝜇

1 + (𝜒 − 1) (1 − 𝜔)𝜇 .

By Proposition 3, only poor voters choose the sandbox. It is therefore conducted with probabil-
ity 𝑏 − 𝜇, and the ex ante probability of reform adoption is

Pr[𝑅 = 1] = (𝑏 − 𝜇) 1 − 𝑏 + 𝜔𝜇

1 + (𝜒 − 1) (1 − 𝜔)𝜇 + (1 − 𝑏 + 𝜇)2.

Differentiating,
𝜕 Pr[𝑅 = 1]

𝜕𝜇
= 2(1 − 𝑏 + 𝜇) − 1 − 𝑏 + 𝜔𝜇

1 + (𝜒 − 1) (1 − 𝜔)𝜇 + (𝑏 − 𝜇) (𝜔 − (𝜒 − 1) (1 − 𝜔) (1 − 𝑏))
(1 + (𝜒 − 1) (1 − 𝜔)𝜇)2 .
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Because the denominator is positive, the sign of this derivative is determined by

2(1 − 𝑏 + 𝜇) (1 + (𝜒 − 1) (1 − 𝜔)𝜇)2

− (1 − 𝑏 + 𝜔𝜇) (1 + (𝜒 − 1) (1 − 𝜔)𝜇)

+ (𝑏 − 𝜇) (𝜔 − (𝜒 − 1) (1 − 𝜔) (1 − 𝑏)) .

The derivative of this expression with respect to 𝜇 is
2 (1 + (𝜒 − 1) (1 − 𝜔)𝜇)

× (1 − 𝜔 + 2(𝜒 − 1) (1 − 𝜔) (1 − 𝑏) + 3(𝜒 − 1) (1 − 𝜔)𝜇) > 0.

Thus, 𝜕 Pr[𝑅 = 1]/𝜕𝜇 can cross zero at most once. At 𝜇 = 0, its sign is determined by

1 − 𝑏 + 𝑏𝜔 − (𝜒 − 1) (1 − 𝜔)𝑏 (1 − 𝑏),

whereas at 𝜇 = 𝑏 it is determined by

(1 + (𝜒 − 1) (1 − 𝜔)𝑏) (2 (1 + (𝜒 − 1) (1 − 𝜔)𝑏) − (1 − 𝑏 + 𝜔𝑏)) > 0.

Consequently, a unique threshold 𝜇̄ ∈ (0, 𝑏) exists if and only if

(𝜒 − 1) (1 − 𝜔)𝑏 (1 − 𝑏) > 1 − 𝑏 + 𝑏𝜔,

or equivalently,
𝜒 > 1 + 1 − 𝑏 (1 − 𝜔)

𝑏 (1 − 𝑏) (1 − 𝜔) .

Under this condition, reform adoption decreases for 𝜇 < 𝜇̄ and increases for 𝜇 > 𝜇̄. Otherwise,
it is weakly increasing throughout and strictly increasing for every 𝜇 > 0.

2. Suppose next that 𝑣𝑚 < 0. Without a sandbox, only rich voters support the reform, so

Pr[𝑅 = 1 | 𝑆 = 0] = 1 − 𝑏.

With a sandbox,
Pr[𝑅 = 1 | 𝑆 = 1] = 1 − 𝑏 + 𝜔𝜇

1 + (𝜒 − 1) (1 − 𝜔)𝜇 .

The effect of the sandbox on reform adoption is therefore

Pr[𝑅 = 1 | 𝑆 = 1] − Pr[𝑅 = 1 | 𝑆 = 0] = 𝜇 (𝜔 − (𝜒 − 1) (1 − 𝜔) (1 − 𝑏))
1 + (𝜒 − 1) (1 − 𝜔)𝜇 .

If
𝜒 > 1 + 𝜔

(1 − 𝑏) (1 − 𝜔) ,
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the sandbox lowers reform adoption. Poor andmiddle-class voters therefore choose it, so it is
conducted with probability 𝑏 . Hence,

Pr[𝑅 = 1] = 𝑏
1 − 𝑏 + 𝜔𝜇

1 + (𝜒 − 1) (1 − 𝜔)𝜇 + (1 − 𝑏)2,

and
𝜕 Pr[𝑅 = 1]

𝜕𝜇
= 𝑏

𝜔 − (𝜒 − 1) (1 − 𝜔) (1 − 𝑏)
(1 + (𝜒 − 1) (1 − 𝜔)𝜇)2 < 0.

If
𝜒 < 1 + 𝜔

(1 − 𝑏) (1 − 𝜔) ,

the sandbox raises reform adoption. Only rich voters choose it, so it is conducted with proba-
bility 1 − 𝑏 . Hence,

Pr[𝑅 = 1] = (1 − 𝑏) 1 − 𝑏 + 𝜔𝜇

1 + (𝜒 − 1) (1 − 𝜔)𝜇 + 𝑏 (1 − 𝑏),

and
𝜕 Pr[𝑅 = 1]

𝜕𝜇
= (1 − 𝑏)𝜔 − (𝜒 − 1) (1 − 𝜔) (1 − 𝑏)

(1 + (𝜒 − 1) (1 − 𝜔)𝜇)2 > 0.

At 𝜒 = 1 + 𝜔
(1−𝑏) (1−𝜔) , the sandbox does not affect reform adoption, and 𝜕 Pr[𝑅=1]

𝜕𝜇
= 0.

G Proposition 5

Since
𝑣𝑚𝑐 (𝜏, 𝑡 ) = (1 − 𝜔)

(
𝜏 − 𝜏 (𝑡 )

)
,

the uninformedmiddle class supports the reform if and only if 𝜏 ≥ 𝜏 (𝑡 ). By (2), 𝜏 (𝑡 ) < 𝑦𝐿 if and
only if 𝑡 < 𝑦𝑊 . Note that

Pr[𝑅=1 | 𝑆=1] − Pr[𝑅=1 | 𝑆=0] = 𝜇
(
𝜔1{𝑡 ≤ 𝑦𝑊 } + (1 − 𝜔)1{𝜏 ≥ 𝑦𝐿} − 1{𝜏 ≥ 𝜏}

)
.

Thus, experimentation changes reform adoption only through themiddle class. By Remark 2,
the signs of this expression and the groups’ net reform payoffs determine who authorizes the
sandbox. Directly computing Pr[𝑅=1 | 𝑆=1] − Pr[𝑅=1 | 𝑆=0] for every region we get
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Pr[𝑅=1 | 𝑆=0] Pr[𝑅=1 | 𝑆=1] − Pr[𝑅=1 | 𝑆=0] Sandbox Pr[𝑅=1]

R1 1 −(1 − 𝜔)𝜇 none 1
R2 1 0 none 1
R3 1 − 𝑎 −(1 − 𝜔)𝜇 poor 1 − 𝑎

(
1 + (1 − 𝜔)𝜇

)
R4 1 − 𝑎 0 none 1 − 𝑎

R5 1 − 𝑎 − 𝜇 (1 − 𝜔)𝜇 rich (1 − 𝑎 − 𝜇)
(
1 + (1 − 𝜔)𝜇

)
R6 1 − 𝑎 −𝜔𝜇 poor 1 − 𝑎 (1 + 𝜔𝜇)
R7 0 (1 − 𝜔)𝜇 none 0
R8 𝜇 −𝜔𝜇 poor and rich 𝜇

(
1 − 𝜔 (1 − 𝜇)

)
At 𝑡 ∈ {𝑦𝑃 , 𝑦𝑊 , 𝑦𝑅 }, the relevant group supports the reform but obtains zero net payoff and

therefore does not strictly prefer experimentation. Thus, adoption equals that in the adjacent
lower-tax configuration. Finally, suppose 𝜏 < min{𝑦𝐿 ,𝜏}. Then

Pr[𝑅=1 | 𝑆=1] − Pr[𝑅=1 | 𝑆=0] = 𝜔𝜇 1{𝑡 ≤ 𝑦𝑊 } ≥ 0.

Themiddle class opposes the reform and therefore never authorizes the sandbox, while each
outside group authorizes it exactly when it supports the reform. Consequently,

Pr[𝑅=1] =
(
𝑎1{𝑡 ≤ 𝑦𝑃 } + (1 − 𝑎 − 𝜇)1{𝑡 ≤ 𝑦𝑅 }

) (
1 + 𝜔𝜇1{𝑡 ≤ 𝑦𝑊 }

)
.

Because 0 ≤ 𝑦𝑃 ≤ 𝑦𝑊 ≤ 𝑦𝑅 ,

Pr[𝑅=1] ≤ (1 − 𝜇) (1 + 𝜔𝜇) = 𝑃0(𝜇),

with equality if and only if 𝑡 ≤ 𝑦𝑃 . Since𝜏 = 𝑡 = 0 attains𝑃0(𝜇), no scheme satisfying𝜏 < min{𝑦𝐿 ,

𝜏} improves upon no compensation.

H Lemma 2

Along the ray (1),
𝜏∗(𝑡 ) − 𝜏 (𝑡 ) = (1 − 𝜇)𝑡 + 𝜇𝑣𝑚

(1 − 𝜔)𝜇 .

Since all denominators are positive,

𝜏∗(𝑡 ) ≥ 𝜏 (𝑡 ) ⇐⇒ 𝑡 ≥ −𝑣𝑚𝜇
1 − 𝜇

, 𝜏∗(𝑡 ) ≥ 𝑦𝐿 ⇐⇒ 𝑡 ≥ (1 − 𝜔)𝜇𝑦𝐿
1 − (1 − 𝜔)𝜇 .

Both thresholds are strictly increasing in𝜇. The first tends to infinity as𝜇 → 1, while the second
approaches (1−𝜔)𝑦𝐿

𝜔
> 𝑦𝑊 , where the inequality follows from 𝑣𝑚 < 0. Further,

(1 − 𝜔)𝜇𝑦𝐿
1 − (1 − 𝜔)𝜇 <

−𝑣𝑚𝜇
1 − 𝜇

⇐⇒ 𝜇 >
𝑦𝑊

(1 − 𝜔) (𝑦𝑊 + 𝑦𝐿)
.
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1. For any 𝜇 ∈ (0, 1), choose 𝑡 > max
{
𝑦𝑅 ,

−𝑣𝑚𝜇
1−𝜇

}
. Then 𝑡 > 𝑦𝑅 and 𝜏∗(𝑡 ) ≥ 𝜏 (𝑡 ), so R8 is

feasible.
No other configuration is feasible for every 𝜇. Regions R1, R3, and R6 require 𝜏∗(𝑡 ) ≥ 𝜏 (𝑡 )

while imposing, respectively, 𝑡 < 𝑦𝑃 , 𝑡 < 𝑦𝑊 , and 𝑡 < 𝑦𝑅 . These requirements fail for 𝜇
sufficiently close to one because −𝑣𝑚𝜇/(1−𝜇) → ∞. RegionsR2 andR4 require𝜏∗(𝑡 ) ≥ 𝑦𝐿 with,
respectively, 𝑡 < 𝑦𝑃 and 𝑡 < 𝑦𝑊 . They likewise fail near one because

(1 − 𝜔)𝜇𝑦𝐿
1 − (1 − 𝜔)𝜇 −→ (1 − 𝜔)𝑦𝐿

𝜔
> 𝑦𝑊 ≥ 𝑦𝑃 .

Finally, R5 and R7 require 𝑦𝐿 ≤ 𝜏∗(𝑡 ) < 𝜏 (𝑡 ), which is possible only if

𝜇 >
𝑦𝑊

(1 − 𝜔) (𝑦𝑊 + 𝑦𝐿)
.

Thus, only R8 is attainable for every 𝜇 ∈ (0, 1).
2. By Proposition 5, in R8,

Pr[𝑅=1] = 𝜇
(
1 − 𝜔 (1 − 𝜇)

)
, Pr[𝑆=1] = 1 − 𝜇.

Thus, along every expansion path,
𝜕

𝜕𝜇
Pr[𝑅=1 | R8] = 1 − 𝜔 + 2𝜔𝜇 > 0,

𝜕

𝜕𝜇
Pr[𝑆=1 | R8] = −1 < 0.

To rule out every other configuration, consider the admissible path 𝑎′(𝜇) = 0. Adoption is
constant in R1, R2, R4, and R7. In the remaining configurations,

𝜕

𝜕𝜇
Pr[𝑅=1 | R3] = −𝑎 (1 − 𝜔) ≤ 0,

𝜕

𝜕𝜇
Pr[𝑅=1 | R6] = −𝑎𝜔 ≤ 0,

𝜕

𝜕𝜇
Pr[𝑅=1 | R5] = −

(
1 + (1 − 𝜔)𝜇

)
+ (1 − 𝜔) (1 − 𝑎 − 𝜇) < 0.

Thus, no configuration other than R8 guarantees strictly increasing adoption along every
expansion path.

3. Finally, lim𝜇→1 𝜇
(
1 − 𝜔 (1 − 𝜇)

)
= 1, lim𝜇→1(1 − 𝜇) = 0.

I Proposition 6

By Part 1 of Lemma 2, regions R1-R4 are feasible only if 𝜇 <
𝑦𝑊

(1−𝜔) (𝑦𝑊 +𝑦𝐿 ) =
𝑦𝑊

𝑦𝑊 −𝑣𝑚 ; R6 is feasible
if and only if 𝜇 <

𝑦𝑅

𝑦𝑅−𝑣𝑚 . Since 𝑦
𝑊 ≤ 𝑦𝑅 , 𝑦𝑊

𝑦𝑊 −𝑣𝑚 ≤ 𝑦𝑅

𝑦𝑅−𝑣𝑚 .
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Suppose first that 𝜇 <
𝑦𝑅

𝑦𝑅−𝑣𝑚 . Then R6 is feasible, and Proposition 5 gives

Pr[𝑅=1 | R6] − Pr[𝑅=1 | R8] = (1 − 𝑎 − 𝜇) (1 + 𝜔𝜇) ≥ 0.

Further, R6 requires 𝑡 < 𝑦𝑅 , and R8 requires 𝑡 > 𝑦𝑅 . Along (1), R6 therefore uses a strictly
smaller reparation. Thus, the selection rule always chooses R6 over R8whenever the former is
attainable. Region R8 can be optimal only if 𝜇 ≥ 𝑦𝑅

𝑦𝑅−𝑣𝑚 .

Above this bound, the only relevant alternatives are R5, R7, and no compensation. Their
feasibility sets are nested: any such alternative attainable at 𝜇′′ is also attainable at every 𝜇′ s.t.

𝑦𝑅

𝑦𝑅 − 𝑣𝑚
≤ 𝜇′ < 𝜇′′.

No compensation is worth 𝑃0(𝜇), which is strictly decreasing in 𝜇, while R7 guarantees proba-
bility of passage of zero. In R5,

𝜕

𝜕𝜇

[
(1 − 𝑎 − 𝜇)

(
1 + (1 − 𝜔)𝜇

) ]
= −(1 + 𝑎′)

(
1 + (1 − 𝜔)𝜇

)
+ (1 − 𝑎 − 𝜇) (1 − 𝜔) < 1 − 𝜔,

where 𝑎′ ≥ −1. Thus, the value of the best non-R8 alternative increases at rate of at most 1 − 𝜔.
By contrast,

𝜕

𝜕𝜇
Pr[𝑅=1 | R8] = 1 − 𝜔 + 2𝜔𝜇 > 1 − 𝜔.

The difference between the value of R8 and that of its best alternative is therefore strictly
increasing for 𝜇 ∈

[
𝑦𝑅

𝑦𝑅−𝑣𝑚 , 1
)
. As 𝜇 → 1,

Pr[𝑅=1 | R8] → 1, 𝑃0(𝜇) → 0, Pr[𝑅=1 | R5] → 0,

whileR7 guarantees passage zero. Thus, R8 eventually strictly dominates every alternative and,
by strict single crossing, does so above a unique threshold

𝜇† ≥ 𝑦𝑅

𝑦𝑅 − 𝑣𝑚
.

Accordingly, the selected scheme lies outside R8 for 𝜇 < 𝜇† and in R8 for 𝜇 > 𝜇†. At an interior
threshold, the Policymaker is indifferent and the smallest-reparation rule selects the alternative
outside R8.

J Proposition 7

1. Along any admissible expansion path,

𝑉 ′(𝜇) = 𝑎′(𝜇) (𝑦𝑃 − 𝑦𝑅 ) − 𝑦𝑅 + 𝑣𝑚 ≤ 𝑣𝑚 − 𝑦𝑃 < 0,
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where the inequality follows from 𝑎′(𝜇) ≥ −1 and 𝑦𝑃 ≤ 𝑦𝑅 . Further,

𝑉 (0) = 𝑎 (0)𝑦𝑃 +
(
1 − 𝑎 (0)

)
𝑦𝑅 ≥ 0 and 𝑉 (1) = 𝑣𝑚 < 0.

Thus,𝑉 crosses zero exactly once, at𝜇∗. The smallest tax securing ex antemiddle-class support
equals 𝑦𝑅 at 𝜇 =

𝑦𝑅

𝑦𝑅−𝑣𝑚 . At this point,

𝑉

(
𝑦𝑅

𝑦𝑅 − 𝑣𝑚

)
= 𝑎

(
𝑦𝑃 − 𝑦𝑅

)
≤ 0.

Since𝑉 is strictly decreasing, 𝜇∗ ≤ 𝑦𝑅

𝑦𝑅−𝑣𝑚 . The proof of Proposition 6 further establishes that
𝑦𝑅

𝑦𝑅−𝑣𝑚 ≤ 𝜇†. Therefore, 𝜇∗ ≤ 𝜇†, with strict inequality if the poor retain positive mass at 𝜇 =

𝑦𝑅/(𝑦𝑅 − 𝑣𝑚) and 𝑦𝑃 < 𝑦𝑅 .
2. If the adoption-maximizing scheme lies in R8, Proposition 6 implies that 𝜇 > 𝜇†. Since

𝜇† ≥ 𝜇∗ and𝑉 is strictly decreasing,𝑉 (𝜇) < 𝑉 (𝜇∗) = 0. Thus, every 𝜇 at which R8 is selected
corresponds to a reformwith negative expected aggregate surplus.
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